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Preface

This book is about the structure of digital computing: what
is significant, what is novel, what endures, and why it is all
so confusing. The book tries to balance two point of views:
digital computing as viewed from a business perspective,
where the focus is on marketing and selling, and digital
computing from a more technical perspective, where the
focus is on developing new technology.

My goal was to write a short book about digital com-
puting that takes a long term point of view and integrates
to some extent these two perspectives.

The book is shaped by my personal experience in these
two worlds: From 1996–2001, I was the Founder and the
CEO of a company called Magnify, Inc. that developed and
marketed software for managing and analyzing big data.
Prior to this, from 1988–1996, I was faculty member at the
University of Illinois at Chicago (UIC), where I did research
on data intensive and distributed computing. From 1996–
2010, I remained at UIC as a part time faculty member.

I wrote the sections in this book over an approximately
eight year period from 2001 to 2008, with most of the writ-
ing done during 2001–2003. I have left the older sections
by and large as they were originally written.

v



Although there have been some changes since 2003 (for ex-
ample, computers are faster, there are more web sites, and
phones are smarter), hopefully as the book will make clear,
at a more fundamental level, we are still on the same fifty
or so year trajectory today that we were on in 2003.

Robert L. Grossman
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Chapter 1

The Five Eras of
Computing

1.1 Introduction

This book is about the structure of digital computing: it
is concerned with what is significant, what is novel, what
endures, and why it is all so confusing.

Computing and communication technologies have got-
ten a bad name for being hard to predict and difficult to
understand. In this book, I take the opposing point of view:
that many of the most important phenomena that underlie
computing have been remarkably regular and predictable
over the past fifty years.

For example, the remarkable growth of processing power
exemplified by Moore’s Law has followed a regular pattern
for over forty years. To put it simply, for most applica-
tions, processing power is a commodity and no harder to
get than other commodities, such as electrical power. What
is sometimes not appreciated is that a variety of other un-
derlying processes that form the basis for today’s compu-
tational and communications infrastructure have also been
commoditized. For example, software and network band-
width have been commoditized and show a similar regular-
ity.

1
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On the other hand, it is easy to lose sight of this regular-
ity and predictability given the market clutter created by
the many players with financial interests in computing and
related fields. One of themes of this book is that technical
innovation is generally masked by market clutter.

Understanding technology is often confused with the
challenge of predicting which of the several thousand tech-
nology vendors will be around in five years and what their
sales and profitability will be. This is a much harder prob-
lem and not one of the subjects of this book. It may be
helpful to think of the survival of a vendor over five years
as being modeled by a random walk, in much the same way
that the stock market is often modeled by a random walk.

True computing innovations have a beauty and a longe-
vity that creates regularity and simplicity in the historical
narrative of computing. Although technical innovations are
rare and cannot be predicted, they are usually recognized
relatively quickly.

In this book, we try to focus on some of the underlying
ideas and principles which have been fundamental drivers
for computing and communications technology. These tend
to be simple, rather than complex; long-lived, rather than
short-lived; and easy to understand, but not easy to antic-
ipate. These drivers have broad applicability rather than
narrow applicability. Although they may have been intro-
duced by individuals, they are brought to market by a va-
riety of vendors using a variety of business models over a
number of business cycles.

1.2 The Main Themes

Everything should be made as simple as possible, but no
simpler.

Albert Einstein

This book has five main themes:
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Theme 1. Our computing environment is shaped
by commoditization, which governs the progress
from one computing era to the next. The most
familiar example of commoditization is Moore’s law de-
scribing the rapid increase in power of integrated circuits
at the same time that the unit cost has been stable or
decreased. More generally, commoditization is the phe-
nomenon in which unit capacity of a core technology grows
exponentially, while unit cost is stable or decreases.

In this book we also examine the commoditization of
several other critical technologies including storage, net-
working, and software. One of the themes in this book is
that the commoditization of a handful of critical technolo-
gies has shaped our computing and communications infras-
tructure. We call these transforming technologies. Most
other computing related technologies merely fill in the de-
tails.

The process of adopting and using transforming tech-
nologies is regular, lasts for decades, and is relatively easy
to forecast. It is also not new. The printing press commodi-
tized books and the telephone commoditized global person
to person communication.

Chapter 1 provides an introduction to five different eras
of computing, each one shaped by the commoditization of
a different component of technology. Chapter 2 discusses
commoditization in more detail.

Theme 2. Technical innovation is rare. It is also
difficult to predict. Although technical innovation is im-
portant and critical, given its rarity, there is ample time to
detect it and to understand it when it does occur.

You can think of innovation as being at the bottom of an
inverted pyramid. Look it this way: A technical innovation
requires at least 10 engineering advances. A hundred com-
panies will try to bring products to market commercializing
these advances. These companies over the lifetime of the
products will produce 1000 marketing campaigns. Analysts
and pundits will write 10,000 articles analyzing these cam-
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paigns and products. It is more efficient to understand the
single innovation than to deconstruct the 10,000 articles.

Theme 3. Market clutter is rampant. The large
number of players with financial stakes in technology pro-
duces a large amount of market clutter. It is hard to see
through the market clutter. Pundits and industry analysts
are part of the system and instead of helping, they make
things worse. There is not much to do about this except to
ignore it.

As already mentioned, in this book we tend to view the
survival of a technology company over a five year period as
a random walk: looking at five year intervals, some technol-
ogy vendors will grow, some will shrink, and some will be
absorbed by other vendors; but to first order, which vendor
does which can best be modeled as random walk.

Chapter 3 is about the rarity of technical innovation
and the confusion caused by market clutter.

Theme 4. Technology takes time. The process by
which technology is created and adopted takes years. The
process begins in the laboratory and ends with sales and
marketing. This process is relatively well understood and
relatively regular. On the other hand, the particular ven-
dors that bring a new technology to market are not so easy
to predict. Which vendors survive and which fail is perhaps
best viewed as a random walk, as we have mentioned. The
adoption of new technology is complicated by several differ-
ent cycles involved: technology adoption cycles usually last
a decade or more, while the life cycle of many technology
companies is 3-7 years, and marketing cycles and fashions
last 1 to 2 years. You can think of this as a tricycle with
three different size wheels. Steering is obviously quite hard.

Chapter 4 is about technology adoption cycles.

Theme 5. We are entering the era of big data. We
are currently entering an era defined by the commoditiza-
tion of data. More precisely, over the next decade or so,
we will be entering a new era of discovery driven by vast
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amounts of new data being produced and archived. From
a broad historical perspective, having a surplus of unana-
lyzed data is unusual. For example, Darwin spent 17 years
collecting data before publishing one of his papers. On the
other hand, today an individual with a laptop and a web
connection can try to create new drugs by accessing human
genetic sequences, three dimensional protein data, and the
chemical properties of various compounds. All this is avail-
able from the web today at no cost.

Chapter 5 is about this emerging era of data.

How the book is organized. The chapters are meant
to be read in order. As just mentioned, Chapter 1 pro-
vides a framework for understanding the most important
broad trends in computing. Chapter 2 is about commoditi-
zation. Chapter 3 is about the rarity of innovation and the
prevalence of market clutter. It contains lots of examples,
the purpose of which is to give the reader some practice so
that it is easier to separate technical innovation from mar-
ket clutter. Chapter 4 describes the pattern with which
new technology is typically adopted by the market and the
many years this usually requires. Chapter 5 is about the
Era of Big Data.

Each chapter contains several extended examples and
case studies, some of which are quite detailed. Feel free to
skim or to ignore the ones that you don’t find interesting.
These examples and case studies are included since many
people find it easiest to learn through concrete examples.

1.3 Case Study: A Billion IP Addresses

When you use your home computer to buy an airline ticket
on the web site www.united.com, your computer looks up
the web site www.united.com to get the number 209.87.112.90.
This is called an IP address and in some ways is somewhat
similar to a telephone number. The current format for IP
addresses was defined in 1981 and provided roughly 4 billion
of them. Since the 1981 world population was roughly 4.5
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9 44 40 40 209.247.34.166 internap-ne.chicago1.level3.net

10 38 37 37 64.94.32.11 border6.po1-bbnet1.chg.pnap.net

11 49 40 41 64.94.34.74 mypoints10.border6.chg.pnap.net

12 45 40 40 209.87.127.111 -

13 42 40 43 209.87.112.90 www.united.com

Figure 1.1: The Linux command traceroute provides the
IP addresses of intermediate points between your computer
and hosts on the Internet, such as www.united.com. This
is fragment of a traceroute to www.united.com, showing
the last portion of the route to www.united.com. The fifth
column is the IP address of the intermediate points along
the way to www.united.com.

billion, since only a handful of people had access to com-
puters, and since only some of these had network access,
this seem a reasonable number of addresses.

To connect to the Internet, a company such as United
Airlines needs an IP address such as 209.87.112.90. Once it
has an IP address, it can provide a variety of services, such
as serving web pages describing flights between Chicago
and Hawaii and offering airline tickets for sale.

Beginning in 1999, a new type of Internet address be-
came available, called IPv6. An example of an IPv6 address
is

1080:0:0:0:8:800:200C:417A.

IPv6 addresses are longer than IPv4 addresses. IPv4 ad-
dresses are 32 bits long, while IPv6 addresses are 128 bits
long.

Today, not only can computers connect to the Internet,
but so can mobile phones. This means that it is useful for
a mobile phone to have an IP number. For over a decade it
has been clear that there were not enough IPv4 addresses
for each device, such as a mobile telephone, to have its own
IPv4 number. The IPv6 addresses were introduced in part
so that each device could have its own IP number and easily
connect to the Internet.
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A manufacturer of mobile telephones, such as Nokia
or Ericsson, is assigned large blocks of IPv6 addresses to
burn in to the telephones they build. Blocks are assigned
in units called /48’s. For example, Nokia would request a
/48 from European Registry for the delegation of Internet
Numbers or ERIN. The interesting thing is that a /48 has
enough IP numbers to set up 216 separate networks, with
each network having as many as 264 separate computers or
other IP devices [62].

Since the world population is about 6 billion (or about
230, this may seem somewhat excessive. On the other hand,
there were about 1.18 billion new telephones sold in 2008,
about 39% of the them by Nokia [109]. Today, we are in
the midst of a transition from a computing infrastructure in
which computers are connected to form networks that are
in turn aggregated to form the Internet, to an infrastructure
in which mobile devices supplying services are connected to
form networks that are in turn connected to create clouds of
services. A Nokia phone may require several IP addresses,
each for a separate service in the cloud, such as talking,
browsing the web, GPS location, etc. From this perspec-
tive, a billion addresses doesn’t go as far as once did.

The Internet interconnects millions of different networks
and billions of different computers and devices. Each com-
puter which is directly on the Internet has a unique IP
address. The simplest of are obtained by concatenating a
network ID and a host ID. The network ID identifies which
network it is on, while the host ID distinguishes different
computers on the same network.

Actually, it is a bit more complicated. Just as some
large offices use private branch exchanges (PBXs) so that
individual phones have extension numbers and not unique
telephone numbers, many large companies use a similar
scheme so that the company itself has an IP address and
individual companies have what are essentially extension
numbers, which are used within the company’s internal net-
work.

Here is another way to think about the transition from
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IPV4 to IPV6. IPV4 provides about 4 billion different ad-
dresses, which was originally more than enough to create a
world wide network of computers, but which today is run-
ning out of space. IPV6 provides about 340 trillion, trillion,
trillion (3.4×1038) addresses, which is enough today to cre-
ate a world wide network of devices, but which in twenty
years may not be enough. With IPV6 there are enough ad-
dresses so that your phones, games, cars, and cameras can
each have several different addresses.

The transition from a world wide network of computers
to a world wide network of devices is natural and grad-
ual and part of broader transition that is over fifty years
old. Indeed, over the past fifty years, computer hardware,
computer software, and networking have progressed in a
relatively predictable fashion over a trajectory which will
soon create a world in which your cell phone and car are
just as much part of a network as is your Gmail account.

If this seems surprising, it is simply because news about
computing is reported as consisting of a series of break-
throughs. In fact, computing can more fruitfully be thought
of as a trajectory in which the slope changes from time to
time as the result of innovation. Innovation is hard to pre-
dict but is quickly recognized and does not change the fun-
damental pattern. This doesn’t mean everything is easy to
predict in computing. For example, predicting which com-
pany will supply the component technology for your cell
phone and car is not so easy. Predicting vendors in this
fashion perhaps may be best considered as the result of a
random walk. News about which vendors are ahead and
which are behind is part of the market clutter which makes
learning about technology confusing. On the other hand,
unless you have invested in one of these companies, you
don’t care all that much as long as one company survives.

We are currently in an era of computing dominated by
web browsers surfing the Internet. Over the next decade
we will transition to an era of computing in which large
numbers of devices will all connect to networks, many of
which will be wireless, and all of which will be able to com-
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municate with each other. Over the past decade we have
emerged from an era of computing characterized by PCs us-
ing office applications, such as word processors and spread
sheets. Prior to that, computing was dominated by termi-
nals connected to mainframes. These four eras span over
half a century. From this perspective, change has been rel-
atively easy to predict. This is the perspective of this book.

In this chapter, we describe these four major eras of
computing that span the past fifty years in more detail.
We will also describe an emerging fifth era of computing
in which data and information will become just as com-
moditized as have computer cycles, storage, bandwidth and
software in the proceeding eras.

1.4 The SAD History of Computing

The river where you set your foot just now is gone —
those waters giving way to this, now this.

Heraclitus

What has been, that will be; what has been done, that
will be done. Nothing is new under the sun. Even the
thing of which we say, “See, this is new!” has already
existed in the ages that preceded us.

Ecclesiastes

In this book, we take a broad perspective on computing
and communication, trying to understand digital comput-
ing and communication from the perspective of decades,
rather than the perspective of a media cycle, in which
there is pressure for each new print edition or each new
broadcast to announce something innovative. To do this,
in Section 1.9 we will divide computing and communication
technologies into five eras: the mainframe era, the personal
computer era, the web era, the device era, and the data
era.

Before we begin though, it is instructive to take an even
longer perspective and to divide computing and communi-
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cating technologies into several epochs, the last of which is
the digital epoch. (Think of epochs as much longer than
eras.)

From this broader perspective, progress in computing
and communications can be viewed along three dimensions:
the symbols used, the algorithms which govern how we ma-
nipulate the symbols in order to compute something, and
the devices used to manipulate the symbols. It might be
helpful to remember the acronym SAD for Symbols, Algo-
rithms and Devices.

A good example of this perspective is provided by the
slide rule. The symbols used by slide rules are the same
symbols that children learn in elementary school today.
What is important to remember is that the positional num-
ber system in which 1402 = 1 x 1000 + 4 x 100 + 0 x 10
+ 2 was not available to the Greeks, and was only fully
developed in India during the 9th century. Because of this,
computation was much more difficult for the Greeks.

Algorithms for multiplying and dividing numbers using
slide rules rely on two formulas involving logarithms that
developed in the 17th century and turn multiplication and
division into addition and subtraction.

A simple slide rule consists of two ruled pieces of wood,
one of which can be moved relative to the other. This is the
device and it is a simple but effective analog computer. The
slide rule as a computing device is so elegant and effective
that it dominated computation for over 300 years.

As another example, today’s digital computers use sym-
bols representing binary numbers, employ algorithms that
add, multiply, and perform other operations on these sym-
bols, and rely on devices that implement these algorithms
using transistors and integrated circuits. Progress is typi-
cally measured simply by how many operations can be per-
formed in one second. In some sense this is like measuring
the beauty of a painting by how many brushstrokes are
used.

From a broad (SAD) perspective, as we will see, much
of today’s computing infrastructure is based upon symbols
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from the 18th century, algorithms from the 19th century,
and devices from the 20th century. Of course the marketing
is from the 21st century, so people today can be proud of
something.

1.5 Why Symbols Matter

All is Number.

Attributed to Pythagoras

Euclid alone
Has looked on Beauty bare.

Edna St. Vincent Millay (1892–1950)

Computation is intimately tied up with the symbols we
use. Symbols and computation are so interwoven that it
is easy to take for granted the power provided by innova-
tive symbols. In this section, we discuss a few examples of
how innovations involving symbols can dramatically sim-
plify computations.

By the time a student today enters high school, she has
written both large numbers (e.g. 299, 792, 458) and frac-
tions (e.g. 3.1415926535) using positional notation; she has
used scientific notation (e.g. 6.38×1027) for computations;
and she has used symbols to represent numbers (e.g. let x
be a number whose square is 16) and geometric quantities
(e.g. let x be the radius of a circle whose circumference is
10).

What a student doesn’t always appreciate is how rel-
atively recent some of these innovations are: for example,
the transition in Europe from Roman numerals to the posi-
tional Hindu-Arabic system took several centuries and did
not become common until the 16th century; logarithms
were not introduced until the 17th century; and symbols
to represent numeric and geometric quantities were also in-
troduced in the 17th century.



12 The Five Eras of Computing

In classical antiquity, the Babylonians, Greeks, Egyp-
tians, and Romans each used different symbols and number
systems. The Babylonians used a positional number system
with a base of sixty, which we have inherited to this day for
measurements involving navigation, astronomy, and time.
For example, there are sixty seconds in a minute and sixty
minutes in an hour. The sun was observed to require about
360 days to complete a circle, so a circle was divided into
360 degrees, and each degree was divided into 60 minutes
(’), each minute into 60 seconds (”), and each second into
sixty thirds (”’).

Archimedes (c. 287 BC – c. 212 BC) did not have the
use of the positional number system. He wrote a paper
called the Sand Reckoner in which he tried to estimate the
number of grains of sand that would fill the earth. It was
not an easy computation and would have been much simpler
if he had used the positional number system that we take
for granted today.

The Greeks during the time of Archimedes used the let-
ters to represent number as follows: 1, 2, 3, . . . , 9 were rep-
resented by the letters alpha through theta; 10, 20, 30, . . . 90
were represented by the letters iota through koppa (koppa
is not part of the current Greek alphabet); 100, 200, 300,
. . . , 900 were represented by the letters rho through san
(san is not part of the current Greek alphabet). For exam-
ple, the number 222 was written sigma kappa beta.

To represent numbers greater than 999, subscripts and
superscripts were used. For example, adding the Greek
letter iota as a subscript or superscript to the letters al-
pha, beta, . . ., theta, produced the numbers 1000, 2000,
. . . , 9000.

Rules for adding and multiplying using this type of al-
phabetic system were more complicated than the familiar
rules today. Just think for a moment how hard it would be
to estimate the number of grains of sand in the earth using
this number system.

Numbers in the fifth century BC were thought of geo-
metrically. This way thinking can be seen in Euclid’s El-
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33 3

4

5

Figure 1.2: The Greek Parthenon is 69.5 meters longs, 30.88
meters wide and 13.72 meters tall, exactly the same pro-
portions that you get if you take three 3x4 rectangles and
lay them end to end as indicated. Note that the length of
the diagonal of a 3x4 rectangle is 5.

ements, which captured the geometry of the 4th century
B.C. Greeks. This was a tremendous achievement and pro-
vided fundamental insights and algorithms for a variety of
different problems, both theoretical and practical.

A good example of how the Greeks viewed numbers as
geometric lengths and ratios is provided by the Parthenon
[115]. The Parthenon is 69.5 meters long, 30.88 meters
wide, and 13.72 meters high. This means that the ratio of
the width to the length is 30.88/69.5 or about 4/9, while
the ratio of the height to the width is 13.72/30.88 or about
4/9. These are the dimensions you would get if you took
three rectangles of length 3 × 4 and placed them side by
side, as in the diagram below. Note that the diagonal of
a 3 × 4 rectangle is of length 5, since by the Pythagorean
Theorem 3× 3 + 4× 4 = 5× 5.

Another significant advance in computing which is easy
to take for granted is the introduction in the seventeenth
century of symbols for unknown quantities, such as the vari-
able x. With these types of symbols, equations such as 2.2
x = 32.8 could be easily represented, as could geometric
objects such as the circles, ellipses, and hyperbolas.

Just as today’s positional number system enables com-
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putations that would be simply impractical with the Greek
or Roman number system, it is instructive to imagine new
types of symbols that might provide a similar advantage
over today’s use of binary symbols to represent positional
numbers.

Here is a simple example. For over thirty years, com-
puter scientists have been building systems for what is
called symbolic computation. These systems manipulate
symbolic as opposed to numeric entities. Using such a sys-
tem, one can multiply two polynomials like x+ 2 and x+ 3
to compute their product x2 + 5x + 6. Simple versions of
these systems are now found in calculators.

Another example is in logic programming, where sys-
tems work with assertions and rules to draw conclusions
from them.

In Chapter 5, we discuss some of the ways multimedia
digital data, such as images and audio files, are created.
Working with these digitally requires symbols for encoding
images and sounds, as well as devices for taking light waves
and audio waves and producing discrete symbols, such as
the symbols (135, 206, 235) or #82CAFF to represent the
color sky blue in HTML documents.

Today we use symbols from different alphabets to form
expressions which fill files to record a wide variety of things,
including shapes (vector graphics SVG files), colors (JPEG
files), sounds (MP3 files), and video (MPEG and DVD
files).

From this perspective, our ability to compute depends
critically upon the richness of the symbols we use and the
power of the algorithms we use for transforming the sym-
bols.
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1.6 Algorithms as Recipes
for Manipulating Symbols

Science is what we understand well enough to explain to
a computer. Art is everything else we do.

Donald Knuth

Having fixed a collection of symbols, the next ques-
tion is what do we do with them? What are the rules
and systems for manipulating them? Algorithms may be
thought of as formal procedures for manipulating symbols.
For many problems, such as predicting the trajectory of a
projectile, factoring prime numbers, or predicting tomor-
row’s weather, algorithms affect the speed of computation
just as much, or more, than the hardware of the computing
platform.

It is easy to explain the basic idea of an algorithm using
an example. Recall that x is called a square of a in case x
times x is equal to a. For example, 2 is the square root of
4, 3 is the square root of 9, and 5 is the square root of 25.

Here is a simple algorithm for computing the square
root of a number a.

1. Begin with a guess x for the square root.

2. Replace x by the average of x and a/x.

3. Go to Step 2.

Here are some approximations to the square roots of 2,
5 and 5, 934, 939 using a five line Python program that you
can find in the notes:

sqrt of 2

1.5

1.41666666667

1.41421568627
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1.41421356237

1.41421356237

...

sqrt of 5

2.25

2.23611111111

2.23606797792

2.2360679775

2.2360679775

...

sqrt of 5,934,939

1483735.75

741869.874999

370938.937486

185477.46863

92754.7333983

46409.3593468

23268.6208599

11761.8413875

6133.21703089

3550.44423902

2611.0244305

2442.02762481

2436.18004142

2436.17302342

2436.17302341

2436.17302341

...

The three dots indicate that the last number repeats.

As can be seen from this example, an algorithm consists
of a series of steps each of which can be carried out explicitly
once the previous steps are completed. More or less, one
can think of an algorithm as anything that can be expressed
by a computer program.
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The notes for this section contains another algorithm
called Newton’s Method, which can be used to find the
solutions of a wide class of equations.

1.7 Computing Devices

[Mathematical] Tables have been with us for some 4500
years. For at least the last two millennia they have been
the main calculation aid, and in dynamic form remain
important today. Their importance as a central
component and generator of scientific advance over that
period can be underestimated by sheer familiarity. Like
other apparently simple technological or conceptual
advances (such as writing, numerals, or money) their
influence on history is very deep.

The History of Mathematical Tables: From Sumer to
Spreadsheets, edited by M. Campbell-Kelly, M. Croarken,

R. Flood and E. Robson.

It is easy to take paper, pens and pencils for granted,
but they are important computing devices. Twenty five
hundred years ago, Babylonian computation was done in
clay, Chinese computation was done using bark and bam-
boo, and Egyptian computation was done using papyrus.

For perspective, Homer’s Iliad and Odyssey were not
initially written down, but passed on instead as an oral
tradition. Indeed, they were composed at a time when the
Greek alphabet was still emerging and when papyrus was
scarce.

Papyrus was an early form of paper made from the pa-
pyrus plant, which grew mainly in Egypt and had to be im-
ported by other regions. Egyptian papyri document some
of the earliest algorithms that we know of. For example,
what is sometime called the Rhind papyrus was written
about 1650 BC by the scribe Ahmes. It is about 20 feet
long by 1 foot wide and contains 87 problems, including
problems requiring multiplying numbers and working with



18 The Five Eras of Computing

fractions. For example, Problem 4 shows how to divide 7
loaves of bread between 10 men.

Parchment, which is made from animal skins, was also
used for writing, and may have been invented in part be-
cause of the difficulty obtaining papyrus outside of Egypt.
Parchment can be made from a number of animal skins,
including those of calves, sheep or goats. Although hu-
mans have used animal skins since paleolithic times, the
preparation and use of animal skins for writing is much
more recent. Parchment was invented about third or second
century BCE in Pergamum (modern day Turkey). Parch-
ment became generally available in the Hellenistic world
during the first century AD. Parchment was used exten-
sively through the middle ages, and is still sometimes used
to this day for diplomas or other special documents.

Euclid’s Elements is one of the most important books
containing Greek mathematics. Early versions were proba-
bly written in papyrus, with later versions written in parch-
ment. The earliest version still extant is in parchment and
was written in 888 AD, almost 1200 years after the original.

Paper was invented in China about 105 AD. Paper is
made from fibers extracted from wood pulp, from trees such
as spruce or pine trees. Paper can also be made from fibers
extracted from other sources, such as cotton or rice. In Eu-
rope, paper began to replace parchment during the middle
ages.

Moving from clay and wood to parchment and paper
was one of the first significant advances in computing de-
vices. On the other hand, the Babylonian computations
preserved on clay proved to be more durable, which is why
we know a bit more about how the Babylonians computed
during this time than how some of their contemporaries
did.

Paper is still a wonderful device for computing. It is one
of the most flexible devices and supports not only numeri-
cal computation, but also computation involving algebraic,
geometric and logical symbols. Over the last few hundred
years, it has been augmented by wooden devices, such as
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slide rules; mechanical devices, such as adding machines
built from gears; and electronic devices, such as a calcula-
tors and computers built from vacuum tubes, transistors,
and integrated circuits.

There is no reason to expect the development of new
computing devices to slow down. Not only do integrated
circuits continue to improve, but so does the exploration of
novel devices, such as devices that use genes to compute or
that exploit quantum mechanics.

1.8 Case Study: Slide Rule

When I was research head of General Motors and wanted
a problem solved, I’d place a table outside the meeting
room with a sign: LEAVE SLIDE RULES HERE! If I
didn’t do that, I’d find some engineer reaching for his
slide rule.

Charles F. Kettering (1876-1958)

The slide rule is a computing device that enormously
sped up the computation of a sequence of multiplications
and divisions, as well as a variety of other computations,
such as extracting square roots. Slides rules were intro-
duced in the 17th century and were an important comput-
ing device for over three hundred years, a reign significantly
longer than the modern digital computer.

Prior to slide rules, the device most often used for math-
ematical computations was probably a mathematical table.
Mathematical tables are one of the earliest computing de-
vices. We have examples of tables used by Babylonians
dating from about 2000 BC.

Tables are still used in mathematics to this day, and so
are in the running for one of the computing devices with the
longest staying power. Tables are easy to use. For example,
using the table of sines below, we can read off the sine of 80
degrees as 0.98481 by reading the table from left to right.
We can also read the table from right to left to see that the
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c = a x b C = A + B

f

g

Step 1.  Compute A = f(a), B= f(B)
Step 2.  Compute C = A + B
Step 3.  Compute c = g(C)

Figure 1.3: The first idea underlying the slide rule is that
there are certain functions (f and g in the diagram) that
transform multiplication and division into addition and
subtraction. John Napier discovered such a pair of func-
tions in the early 17th century.

number whose sine is −0.34202 is 200 degrees. Reading the
table from right to left computes a function which undoes
the sine (the function is called the arcsine). To compute
the sine of 50 degrees, we know from the table that it is
between 0.64279 and 0.86603 (the sines of 40 degrees and
60 degrees). If we take the midpoint of these two numbers
we get 0.75441, which is close but not exactly the sine of
50 degrees which is 0.76604. Over the years, a number of
formulas have been developed to interpolate between two
values in a table to get more accurate answers.

There are two basic ideas underlying the slide rule:
The first idea is that certain functions can reduce multi-

plication and division to addition and subtraction. In 1614,
John Napier (1550-1617) introduced a very nice function (a
variant of today’s logarithm function) with the property of
reducing multiplications to additions. See Figure 1.3.

The second idea is due to Edmund Gunter (1581-1626).
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degrees sine

0 0.00000

20 0.34202

40 0.64279

60 0.86603

80 0.98481

100 0.98481

120 0.86603

140 0.64279

160 0.34202

180 0.00000

200 -0.34202

220 -0.64279

240 -0.86603

260 -0.98481

280 -0.98481

300 -0.86603

320 -0.64279

340 -0.34202

360 0.00000

Table 1.1: This is a simple mathematical table. If you
read from left to right, you can compute the sine of various
numbers. If you read from right to left, you can compute
another function, called arcsine, that is the inverse of the
sine function.
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1 2 3 4 5 6 7 9

Figure 1.4: Edmund Gunter positioned numbers along a
piece of wood according to their logarithms. The Gunter
scale was used by seamen to simplify computations for nav-
igation.

1 2 3 4 5 6 7 9

1 2 3 4 5 6 7 9

Figure 1.5: About 1625, William Oughtred put together
two Gunter scales, allowing one to slide next to the other
to create the slide rule.

His idea was to create a scale on wood in which numbers
were marked according to their logarithms. See Figure 1.4

About 1625, William Oughtred (1575-1660) put together
two Gunter scales so that one could slide next to the other,
creating the slide rule. Slide rules were one of the staples of
computation until the introduction of handheld calculators
in the 1970s.

To end the section, let us try to characterize the slide
rule from the symbols-algorithms-devices (SAD) perspec-
tive:

First, let us think of the slide rule as a device. From this
perspective, it was a true revolution. Prior to slide rules,
computations were done using tables, for example, tables
of sines, cosines, square roots, and logarithms. The slide
rule allowed one device (mathematical tables) and several
manual look-ups to be replaced by another device (the slide
rule) and two operations (moving one wooden rule with
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respect to the other) and moving a reference line along the
two slides. In other words, this elegant device replaced large
mathematical tables and error prone manual look-ups. In
fact, multiple tables could be encoded on the same device,
so that a single slide rule could replace tables of square
roots, cube roots, and logarithms.

Second, consider the algorithms involved. From this
perspective, the slide rule is less innovative. Indeed, the
algorithms used for a slide rule are essentially the same
algorithms used previously with mathematical tables. The
first algorithm is a simple look-up (reading a table from left
to right) or reverse look up (reading a table from right to
left). The second algorithm is using a function like the log-
arithm to replace multiplications and divisions by additions
and subtractions.

Third, consider the symbols involved. Again, from this
perspective, the symbols used in mathematical tables and
the symbols used in slide rules are essentially the same:
positional numbers (like 1.414213562).

Although the computing devices we describe next don’t
have the staying power of mathematical tables (4000+ years)
or slide rules (300+ years), they do have the advantage
that they can also be used for playing music and writing
emails to your family and friends. On the other hand, nei-
ther mathematical tables nor slide rules require batteries or
electricity and both function perfectly well a decade after
production.

1.9 From Mainframes to Devices

The longer you look back, the further you can look
forward.

Winston Churchill
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It is difficult to tell a short-sighted man how to get
somewhere. Because you cannot say to him: “Look at
that church tower ten miles away and go in that
direction.”

Ludwig Wittgenstein

One of the themes of this book is that digital computing
for the past fifty years or so has been shaped in large part by
the process of commoditization. To understand commodi-
tization better, it is useful to divide the past fifty years into
four eras, consisting of overlapping 20 year periods.

1. The Mainframe Era (1965 - 1985). In 1965, IBM
shipped the System 360, its first computer based on
integrated circuits. By 1968, it had installed over
14,000 System 360 systems, at an average price of
over $1,000,000 per system, generating over $14 bil-
lion dollars of revenue for IBM. During the Main-
frame Era, computing cycles were limited. Depart-
ments were built around the mainframes to operate
them, ration their cycles, and provide services to the
users.

2. The Personal Computer (PC) Era (1980-2000). In
1977, Apple, Commodore and Tandy began selling
personal computers. In 1981, IBM entered the mar-
ket, effectively setting the standard, with a business
model which encouraged third party manufacturers.
For example, Compaq shipped its first IBM clone in
1983 and set a record by selling $111 million of PCs,
one of the largest first year product sales in the his-
tory of American business. By the end of this era,
over 50 percent of the workers in some metropoli-
tan areas had PCs. PCs had also became building
blocks for specialized computing needs: for example,
rather than build specialized devices for supercom-
puting, supercomputers were being built by putting
together hundreds or thousands of PCs into what are
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called clusters. During the PC Era, computer hard-
ware became a commodity.

3. The Web Era (1995-2015). In 1993, Mosaic, the first
graphics based web browser, was released. It was de-
veloped at the National Center for Supercomputing
Applications at the University of Illinois in Urbana
Champaign. In 1995, NSF turned over the network-
ing backbone for the Internet to commercial vendors
and, at the same time, introduced a research network
called the very High Speed Backbone Network Ser-
vice or vBNS, that became the foundation for the
next generation of the Internet. By 1996, the num-
ber of hosts on the Internet exceeded 10 million. By
2000, the number exceeded 75 million hosts. With
the Internet, it became much easier to develop and
deploy software applications that essentially used the
Internet as the operating system. Companies began
to give away software. For example, Hotmail was a
free email program and had over 30 million users two
and half years after its launch in 1996. During the
Web Era, software became a commodity.

4. The Device Era (2005-2025). There is no generally
accepted name for the post-web era. In this era,
PCs connected to the web will be supplemented by a
wide variety of networked devices, many of which are
wireless. These devices include mobile phones, per-
sonal digital assistants (PDAs), devices for listening
to music, cars emitting diagnostic information, cam-
eras, home stereos, as well as a variety of other devices
not yet prototyped. At the beginning of the device
era, wireless Internet is available at coffee shops and
bookstores, and some cities are providing free wire-
less Internet. During the Device Era, networks will
become a commodity.

Dividing the digital age into four eras simply provides
convenient markers for certain inflection points. For ex-
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ample, although the web era is defined as the twenty year
period from 1995-2015, the roots of the web era date back
at least to the sixties. For example, the first paper on
packet switching, which is one of the main ideas for the
Internet’s network architecture, was published by Leonard
Kleinrock from MIT in 1961. In 1967, Larry Roberts of
ARPA organized the first meeting to design what would
become ARPANET, the predecessor of the Internet. In
1969, ARPANET began operations with nodes at UCLA,
the Stanford Research Institute (SRI), the University of
California at Santa Barbara (UCSB) and the University of
Utah.

In other words, the divisions between the different eras
should be thought of as simply convenient markers denoting
a time in which the prior era’s technology is widely diffused,
and the next era is well on its way. For example, by 1996,
near the beginning of the web era, there were over 10 million
hosts on the Internet. By this time, your father and your
grandfather were likely to have heard of the Internet.

1.10 The First Era: Mainframes

From today’s viewpoint, life with the first computers seems
to belong to a simpler, more romantic time: there was ba-
sically one type of computer — the mainframes — and one
dominant company — IBM. Of course, if you look deeper,
there were specialized computers for specialized purposes,
and several companies trying to gain the dominant market
share.

More importantly, though, the computing was central-
ized, and the control of the system was firmly in the hands
of the professional computing staff. Individuals accessed
information through terminals that were networked to the
mainframe. To get new information from the system or old
information presented in a new way, one submitted a writ-
ten request which eventually either led to what was wanted
or to a further request. On the positive side, the mainframe
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with its centralized structure meant that the information
was secure and that operations were managed by profes-
sionals. One also knew who to blame when things went
wrong.

During this period, mainframe computers primarily stored
corporate level information, such as employee records, ac-
counting data, and product data.

In a sense that will become clearer as we consider the
second and third eras, the first era can be characterized as
being hardware-limited. The challenge was to provide the
appropriate hardware to the customer. Companies such
as IBM, which provided this hardware and the associated
services, grew to be quite large.

1.11 Case Study: Punch Cards

Old technologies are a bit like photographs — you never re-
ally throw them away, you just spend less time with them.
In the second and third eras, the era of PCs and the Web,
many companies still use mainframes for important busi-
ness processes, such as the preparation of payrolls.

Not only are mainframes still critical in producing pay-
rolls but so are punch cards. In the 1880’s, the punch
card was invented by Herman Hollerith to automate the US
Census. Holes in a punch card are translated by a punch
card reader into mechanical or electrical signals that can
be counted or further processed.

One of the most common uses of punch cards was to
compute payroll. For example, the garment industry used
punch cards as follows. A punch card was created each
time an individual working on a garment performed a par-
ticular operation in the manufacture of the garment. If
a worker performed 100 operations per day for five days,
this generated 500 punch cards. One hundred employees
would generate 5000 punch cards per week, which would
be tabulated to produce the week’s payroll.

In the 1970’s, disk drives began replacing the punch
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cards as the main storage mechanism for data. Today, it
is very difficult even to find a punch card reader. On the
other hand, systems using them as the basic form of data
entry still persist. In 2002, the New York Times ran a story
describing how the 23,000 employees of the Los Angeles
County Department of Health Services still use punch cards
for their time card and payroll system [83]. Punch cards
are still used because the system still works and moving
all the hospitals and clinics to a new system would be too
expensive.

In 1967, an estimated 260 billion punch cards were used
in the US or 1,300 for each American. Today, there are
only three companies in the US that manufacture punch
cards. On the other hand, punch cards are still used for
many voting machines, as became apparent in the 2000
Presidential election controversy.

1.12 The Second Era: PCs

The emergence of microprocessor-based computers ushered
in a new era because for the first time hardware became a
commodity. During this era, personal computers covered
more and more desk tops. Companies that provided useful
desktop applications such as word processors, spreadsheets,
and databases grew. Hardware was distributed and com-
puting was based on the client-server model in which larger
systems (servers) provided data and information to smaller
systems, such as personal computers (clients) networked to
them.

Individuals could suddenly buy, install, and use desktop
applications without the lengthy involvement of a central-
ized computing department. On the other hand, individ-
uals were suddenly responsible for managing and servicing
their desktop systems and protecting their desktop data.

The information on the desktop was, by and large, de-
partment level information generated by individuals: re-
ports, presentations, budgets, and other work related data.
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The VisiCalc spreadsheet was one of the first new types
applications to be designed for the PC. VisiCalc was de-
signed and developed by Dan Bricklin and Bob Frankston.
Bricklin and Frankston formed Software Arts, Inc. on Jan-
uary 2, 1979, and worked out of their attics. There was
very little infrastructure for developing applications on the
PC in those days. The first version of VisiCalc was written
for the Apple II in assembler, a low level language that re-
quired quite a bit of code for such things as reading input
from the keyboard, saving information to a file, or reading
information from a file. With higher level languages these
days, these operations can all be done with a single line of
code.

If you grew up using spreadsheets, it may be a bit diffi-
cult to imagine how business was conducted before they
were introduced. The first business application of Visi-
Calc took place while Dan Bricklin was getting an MBA
at the Harvard Business School in 1979. MBAs at Harvard
learned about business through case studies. Bricklin used
an early version of VisiCalc to analyze the Pepsi Challenge
marketing campaign for the Pepsi Corporation case study.
While the other students in the class used a Texas Instru-
ment Business Analyst calculator, Bricklin used VisiCalc,
allowing him to do five year forecasts and vary many of the
assumptions. When the professor teaching the class asked
Bricklin how he had done all the projections, Bricklin an-
swered in a way that didn’t disclose that he had used an
entirely new type of product, since he wanted to keep the
VisiCalc secret until it was closer to being released.

A few years later, spreadsheets would transform many
business processes. For example, Kohlberg Kravis Roberts
& Company, commonly referred to as KKR, is a New York
City-based company that popularized the leveraged buy-
out. One of their secret weapons was using spreadsheets to
analyze quickly the cash generated under various scenar-
ios when the acquired company was split apart in different
ways. This was very important, since KKR used the ac-
quired company’s own cash for the buyout, and financed
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the rest by issuing high yield (also known as junk) bonds.

In some sense, the PC Era was limited by the availabil-
ity of the appropriate desktop software and the challenge
was to provide this software to the customer. Companies
such as Microsoft that met this challenge became the icons
for this era.

1.13 The Third Era: The Web

A typical software application during the PC Era was Mi-
crosoft Word, a word processor. A typical software appli-
cation in the Web Era is Google’s GMail, an email pro-
gram. Software from the PC Era resides on your desktop
computer or your laptop. Software from the Web Era is
often on another machine and you access it through a web
browser over a network.

The significance of the world wide web is not only that
one can click to bring up an interesting picture or that one
can buy a book over the web, but rather that information
and services from millions of servers on the network are just
as easily available as if they were your own desktop PC.

The icons of this age are not the hardware vendors —
IBM sold its PC business in 2004 — nor the software ven-
dors — much of the software infrastructure, such as the
Apache web server, is open source and not sold by a soft-
ware vendor but instead developed by a distributed team
of volunteers — but rather providers of web-based services,
such as Amazon, eBay, and Google.

Think of it this way: someone buying a book on Ama-
zon is more aware of how slow her network connection is
than what the model of her PC is or which software ven-
dor developed her web browser. Over a two year period,
the book buyer will easily pay more for her DSL-based net-
work connection (2 years x 12 months per year x 50 dollars
per month or $1200) than for her PC clone ($800) or her
open source Mozilla Fire Fox web browser ($0). During
the web era, hardware and software are commodities, but
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network access and web based business services are still a
scarce resource.

During the web era not only is network access a scarce
commodity but so is information. This is a bit counter-
intuitive, since suddenly not only is everything on your own
computer accessible, but, via the web, so is much of the in-
formation on the computers of colleagues and strangers.
The problem, though, is that this information is rarely or-
ganized well enough so that you can readily use it.

Think for a moment about how information is organized
on your own desktop or laptop computer. For most of us,
organizing information on our computer is put on a to-
do list almost as frequently, and no more effectively, than
losing ten extra pounds of weight. Suddenly, not only must
your computer be organized, but so must the computers of
all your colleagues, as well as those of strangers you have
never met.

In other words, although the amount of digital data
is growing, the amount of useful information is not keep-
ing up. The technology to screen, sort, and extract useful
information from large amounts of digital data is not yet
ready for everyday use. This is the challenge of the next
era. Companies that succeed with these challenges, such as
Google, are candidates to be the icons of the next era.

1.14 Case Study: SMTP

This section contains a case study of the Internet protocol
that powers email. An Internet protocol is roughly speaking
a “language” that allows two computers on the Internet
to communicate. There are a large number of different
Internet protocols, including those that support email, web
browsing, and setting up telephone calls over the Internet.
Email is commonly considered as the killer application or
killer app that sparked the adoption of the Internet among
consumers.

Many users access email through an email application
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such as Microsoft’s Outlook or Outlook Express. Outlook is
a proprietary client that not only interfaces to proprietary
Microsoft products and services but also interfaces to open
protocols and services, such as the Simple Mail Transfer
Protocol or SMTP. Although most people have never heard
of it, SMTP is one of the main reasons that email became
a killer app.

SMTP is a computer-to-computer (C2C) protocol that
allows two computers on the Internet to exchange email
messages [126]. Here is an example from the original 1982
description of SMTP [126]:

S: MAIL FROM:

R: 250 OK

S: RCPT TO:

R: 250 OK

S: RCPT TO:

R: 550 No such user here

S: RCPT TO:

R: 250 OK

S: DATA

R: 354 Start mail input; end with .

S: Blah blah blah...

S: ...etc. etc. etc.

S: .

R: 250 OK

EMail is exchanged when an email client connects to a
SMTP server. The SMTP server is a computer that pro-
vides an Internet or web service. In particular it listens for
requests from SMTP clients. Clients include proprietary
Microsoft products such Outlook, as well as browser-based
email, such as those provided by Google, Yahoo or Hotmail.

In the computer-to-computer conversation above, Smith
(the sender S) at the computer alpha.arpa tries to send
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email to Jones (the receiver R) at beta.arpa and Green
(the receiver R) at beta.arpa. He succeeds with Jones but
not with Green. The email is sent as an ASCII text stream.

The computer-to-computer conversation takes place be-
tween two different computer programs residing on two dif-
ferent nodes on the Internet without human intervention.
A special case is when both programs reside on the same
node. The conversation between the SMTP-Sender and the
SMTP-Receiver is pretty simple and consists of three steps.

In the first step, the SMTP-Sender sends a mail com-
mand:

MAIL FROM:

This command tells the SMTP-Receiver that a new
message is being sent. The reverse path is used so that
the SMTP-Receiver can return a 250 OK reply after suc-
cessfully processing the command. In the second step, the
SMTP-Sender sends a RCPT command:

RCPT FROM:

This command gives the address of the one recipient of
the message. If the SMTP-Receiver accepts the recipient,
it returns a “250 OK”; if not, it returns a “550 No such user
here”. This step is repeated once for each user the message
is sent to.

In the third step, the SMTP-Sender sends a DATA com-
mand containing the message itself:

DATA

If the SMTP-Receiver accepts this commands it returns
a “354 Intermediate Reply”. Once the SMTP-Sender re-
ceives the 354 command, it begins sending data as a simple
ASCII stream. The end of the ASCII text stream is indi-
cated by sending a single line consisting of a single period
(“.”) followed by a carriage return and line feed. Once the
SMTP-Receiver receives the period, it sends a final 250 OK
command to finish the computer-to-computer session.
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Notice that the FROM, TO, DATE, SUBJECT, CC,
BCC, and other fields in a standard email message are all
sent as part of the data and have no special meaning to
the SMTP-Sender or SMTP-Receiver. The mail client pro-
gram, such as Outlook or a Yahoo web mail, extracts the
mail addresses from these fields and passes them to the
SMTP-Sender.

Over time, mail was used to send a variety of attach-
ments in a variety of formats, from Microsoft Word doc-
uments to jpg images. To handle this, a standard was
developed called the Multimedia Internet Mail Extensions
(MIME) Encoding. MIME is a way for binary data such
as Microsoft Word documents or graphic images to be en-
coded as ASCII text. Once encoded in this way, it can be
sent using standard SMTP-Senders and SMTP-Receivers.
The same MIME encoding is used today by both SMTP
and HTTP.

1.15 The Fourth Era:
Clouds of Devices

In the fourth era, hardware cycles and software applica-
tions have already become commodities. This era is about
the transition from browser-based applications to devices;
from copper-based networks to fiber-based and wireless net-
works; and from an application-based software model to a
service-based software model.

The icon of the third era is a PC running a web browser.
The problem is that 1990’s style PCs were complicated to
operate, had to be tethered to networks, and came in ba-
sically one style and color. The icon of the fourth era is a
wireless pocket device supporting email and instant messag-
ing. The device doesn’t need to be booted, simply turned
on; it doesn’t need a network cable, simply a network; and
it doesn’t need an operations manual, simply an operator.

In the fourth era, rather than use a single PC running
desk top applications in your office, you are more likely to
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carry several small independent devices, such as email de-
vices, cell phones, music and video players, and games, all
connected on wireless IP networks and providing various
services. In the same way that a telephone today provides
a simple service (you dial a phone number and talk to some-
one), these devices will also provide equally simple services
(you enter an email address, a short note, and push send).

By the end of the fourth era computing devices with em-
bedded wireless networking and general positioning systems
(GPS) capabilities will be smaller than postage stamps and
cost about the same. They will be included in automobiles
to provide early warnings of engine breakdown, attached
to bridges to aid in maintenance, and used to keep track of
your young children.

In the first two eras, the computer was firmly at the
center of the model. Attached to the computer were vari-
ous peripheral devices, such as terminals, printers and disk
drives. In the third era this began to change, with the net-
work moving towards the center. By the fourth era, this
transition should be complete, with computer routers and
switches firmly at the center of the model, and with CPUs,
disk drives, and wireless devices simply peripherals. Some-
times this model is called the “hollowed out computer.”

There is no agreed upon name for the fourth era. The
fourth era is full of devices providing clouds of services over
an ever present and ubiquitous IP network. For simplicity,
in this book, we will refer to it simply as the Device Era.
You should expect this name to seem quaint and old fash-
ioned by the time you are reading this book, but I would
be surprised if the essence of the era had changed in a sig-
nificant way.

What is scarce in the fourth era is a way to manage the
data and the information produced by the myriad devices
and their associated services. The upcoming fifth era is
based upon the emerging ability to extract useful informa-
tion from this data and to structure it in a way that leads
to useful decisions.
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1.16 Case Study: Routers

This case study is about a piece of hardware called a router
that allows two or more computer networks to connect to-
gether. The development of the router was one of the crit-
ical events that enabled the creation of the Internet.

Viewing a web page on the Internet requires that your
computer send messages back and forth with another com-
puter, which is called the web server. In an earlier section,
we learned that just as every telephone in the world has a
unique phone number, every computer on the Internet has
a unique address, called its Internet or IP address.

Very roughly, the Internet, from the network perspec-
tive, is a collection of local area networks that are con-
nected together with routers and that communicate with
a common set of protocols. These protocols divide data
into chunks called packets and attach the IP address of the
source and the IP address of the destination to each packet.

As more and more local area networks connected to the
Internet, more and more routers were required. The com-
pany CISCO was early supplier of routers. It was founded
in 1984. It sold approximately 5,000 routers in 1990 and
over 900,000 in 1997. By about 2002, routers could process
millions of packets per second, and by 2006, they could pro-
cess billions of packets per second. Routers contain tables
that may have over a hundred thousand entries describing
how to route an incoming packet.

Here is how they work in a bit more detail:

Suppose that Computer A in local area network L1
wants to send a message to Computer B on local area net-
work L2. Suppose also that the two local area networks are
connected together with a router R having three ports. In
this context, a port is a number used to distinguish two or
more physical connections of a network to a router. Port
P1 is connected to local area network L1, Port P2 is con-
nected to local area network L2, and Port P3 is connected
to the local area network of an Internet Service Provider.
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Here is what router R does every time it processes a packet.

1. Computer A first breaks the message into units which
are each 1500 Bytes long. For simplicity, assume that
the message is short and consists of a single 1500 Byte
data packet.

2. Given the name of Computer B, Computer A looks up
the corresponding IP number for Computer B using
a network service called the Domain Name Service or
DNS.

3. Computer A then assembles a packet [IP(A), IP(B),
data], where IP(A) is the source Internet address of
computer A, say a.b.c.d, IP(B) is the destination In-
ternet address of Computer B, say e.f.g.h, and data
is the data packet for the message.

4. Computer A looks at the destination address e.f.g.h
and determines that it is is not a packet on its own
local area network. If it were, the last part of the
address would be of the form b.c.d. It therefore sends
it to a specific computer called the default gateway,
which is specified in the network configuration soft-
ware of Computer A. Call the default gateway Router
R.

5. To send the packet from A to the Router R, the Com-
puter A wraps the IP packet in a frame of the type
required by the local area network. For example, if
the local area network uses Ethernet, then [MAC(A),
MAC(R), IP(A), IP(B), data, CRC]. Here MAC(A)
and MAC(R) are the MAC address of the network
interfaces for Computer A and Router R on the local
area network L1.

6. When Router R gets the packet, it removes the Eth-
ernet Frame to get [IP(A), IP(B), Data]. Router R
looks at its router table and finds that IP addresses
like B are sent to Port P2 on Router R.
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7. To send the packet from Router R to Computer B on
local area network L2, Router R places [IP(A), IP(B),
Data] into a frame for local area network L2.

8. Computer B on local area network L2 receives the
frame, extracts the IP Packet, and then extracts the
data.

1.17 The First Half Century
of Computing

Study the past if you would define the future.

Confucius

In this section, we broaden our point of view a bit and
consider computing platforms, which include not only the
computer itself, but the broader infrastructure required for
computing, including operating systems, applications, stor-
age devices, networks, network services, displays, peripher-
als, and various other devices that we use when computing.

Viewing computing platforms from the perspective of
fifty years or so is difficult for several reasons:

• The different components of a computer and of a
computing platform become commoditized at differ-
ent rates. This is the subject of Chapter 2.

• We are surrounded by marketing clutter and the amount
and type of clutter varies from component to compo-
nent in the computing platform. This is the subject
of Chapter 3.

• New technology gets adopted over a period of time.
Different factors affect the rate at which different com-
ponents of a computing platform are adopted. This
is the subject of Chapter 4.
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In this section, we briefly consider each of the difficulties
in turn from the perspective of about fifty years.

Computers vs. Computing Platforms. As we just
mentioned, computers are the most visible component of
the computing infrastructure, but not the only component.
What we do with computers depends upon the software
applications that run on them, the operating systems they
employ, the displays and peripherals they use, the networks
that connect them, the data that flows through them, and
the human-computer interfaces by which we interact with
them. One way to to understand the differences between
different computing platforms is to answer the following
questions:

1. What is the hardware?

2. What is the software?

3. What is the network?

4. What is the user interface?

5. Where is the data?

Table 1.2 summarizes how each computing era has an-
swered these questions differently. It is important to keep
two things in mind:

1. First, there is no sharp division between one era and
the next. Indeed, it is usually several years into the
new era before there is a broad understanding of the
nature of the technology of the new era, and a corre-
sponding disappointment in all the utterances by the
pundits about the transition.

2. Second, the computing platforms from prior eras never
really fade away; instead, they continue to hang around,
continue to be used, and continue to evolve. It is sim-
ply human nature to focus on what is new.
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Scarce and plentiful resources. A simple means of
distinguishing the different computing eras is to ask what
component of the computing platform is the bottleneck,
and hence is rationed by high prices, and what component
is becoming a commodity, characterized by falling prices
and rapidly increasing capacity. This is the subject of the
second chapter. Table 1.3 provides a high level summary.

Technology adoption. Despite their name, computers
do much more than compute. In fact, relatively few people
use them for computing. Today a consumer at home is more
likely to use a computer to send email, to buy books, to play
games, or to listen to music than to perform a computation.
Similarly, a business today is more likely to use a computer
to do their accounting, to pay their bills, to manage their
inventory, to keep the loyalty of their customers, or to create
a marketing brochure.

Each time a new application or function appears, it
usually takes much longer than is initially predicted to be
adopted. In Chapter 4, we examine some issues that arise
and limit the spread of new technology. The term technol-
ogy adoption life cycle is often used to describe the process
that limits the spread of new technology. The good news
is that you can pay consultants to tell you that the adop-
tion of new technology can be challenging. If you pay them
enough, they will tell you that the color of your marketing
brochure is wrong and that the tag line you are using in the
brochure is not catchy enough. Unfortunately, sometimes
the problems are more fundamental.
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1.18 The Fifth Era:
The Commoditization of Data

The majority of books about technology that predict the
future age very quickly and become irrelevant within a few
years. With this in mind, and with the fifth of era of com-
puting just beginning to emerge, it will be difficult to say
very much about it. On the other hand, extrapolating the
perspective of the section above, we can provide a rough
characterization of some aspects of it:

• Just as the second era commoditized cycles and cylin-
ders, the third era application software, and the fourth
era bandwidth, the fifth will commoditize data.

• Once data is commoditized, new types of discovery in
science and new types of decision support applications
in business will become common.

• The scarce resource in the fifth era of computing will
be those individuals with knowledge of how to lever-
age the technology — everything else will be com-
moditized or outsourced.

The Fifth Era of Computing will be the subject of Chap-
ter 5. Chapter 5 will discuss the commoditization of data
and the emergence of a computing platform that promises
to change data-driven decision-making in the same way
that during the Fourth Era, the Apple iPod changed how
teenagers listened to music.





Chapter 2

Commoditization

2.1 Christmas and Easter

High-accuracy timekeeping is critical to a number of
important systems, including telecommunications systems
that require synchronization to better than 100 billionths
of a second and satellite navigation systems such as the
Defense Department’s Global Positioning System where
billionths of a second are significant. Electrical power
companies use synchronized systems to accurately
determine the location of faults (for example, lightning
damage) when they occur and to control the stability of
their distribution systems. . . . Time is also important in
the ordering of many human activities including the
activities of financial markets. Time/date stamps are
used to identify transactions so that these can be placed
in order, a process that is becoming increasingly
important as commerce moves electronically at faster and
faster speeds.

Who Needs High-Accuracy Timekeeping and Why?,
NIST Press Release, December 29, 1999.

Sixty dollars will buy a watch which will keep time to
within a second a year. Periodically, it will connect to an
atomic clock in Boulder, Colorado by radio and synchronize
itself. After ten years, the watch will still be accurate to
within a second. There about 31,556,000 seconds in a year.

45
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The sixty dollar watch will not lose track of any of them.
In the words of Dave Barry, I’m not making this up.

Using the watch and a ten dollar calculator, you can
calculate the position of the sun and the moon to within a
degree two thousand years back in time and two thousand
years into the future. This is important, since some holi-
days, such as Christmas, depend upon the position of the
sun, while other holidays, such as Easter, depend upon the
position of the moon. Knowing the position of the sun and
moon is important, since otherwise you and your family
would not know when to get together for holidays, which
would be bad.

Five hundred years ago, telling time to within an hour
was a challenge and required the best science and technol-
ogy of the 16th century. Predicting the position of the sun
and moon was difficult and astronomical tables could be off
by days or even months. Millions of dollars (measured in
terms of today’s dollars) were spent by the church during
the fifteen and sixteenth centuries in order to better calcu-
late the date of Easter. The rules for determining Easter
depend upon astronomical tables and getting these tables
right was not easy.

During the intervening five hundred years, the accuracy
with which we can compute lunar and solar time has in-
creased by about six orders of magnitude, while the cost of
instrumentation has decreased from about $10,000,000 to
$100 or by a factor of about 100,000. Lawyers can bill in 15
minute increments, doctors can schedule appointments in 7
minute increments, sprinters can win racers by hundredths
of a second, and geeks can prefer one computer over an-
other because the clock ticks at 1.2 billion times a second
instead of 1.1 billion times a second.

This way of thinking would be incomprehensible to some-
one in the fifteenth century, yet is understood by any ten
year old today. Clearly something has changed. You can
view this change as the commoditization of time. Over five
hundred years, we can now tell time to an accuracy which
is millions of times more accurate and less than a hundred
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thousandth of the price, and that has changed the way we
live our lives.

In this chapter, we will examine the commoditization
of several other technologies, some of whose impact is just
beginning to be realized.

2.2 Danti’s Law: The Commoditiza-
tion of Time

In the sixteenth century Egnatio Danti wrote a primer
on time called the Sphere of Sacrobosco. Danti built a
meridian, which tracked the progression of sunlight shining
through a small hole in a wall using a line (the meridian
line) on the floor containing precise markings [73]. Compu-
tations based upon meridian measurements were used for
calendrical computations, such as measuring accurately the
length of the solar year and the length of the lunar month.
This was needed since it takes 365.2422 days for the earth
to complete its orbit around the sun and 29.53059 days for
the moon to complete its orbit around the earth and these
numbers are not simple multiples of each other.

A calendar based upon the sun must add corrections so
that 0.2422 becomes a whole number. If this is not done
accurately, over enough years the seasons will drift with
respect to the calendar. This happened to the calendar
created by the decree of Julius Caesar in 45 B.C. This cal-
endar worked quite well for a quite a while, but after several
centuries needed to be reset. This was finally done by Pope
Gregory XIII on October 4, 1582. He decreed the next day
to be October 15, 1582 and instituted the calendar that
bears his name.

The adoption of new technology is never smooth, some-
thing we will discuss in more detail in Chapter 4. Sixteenth
century Catholics did not have a problem adopting the Gre-
gorian calendar, but followers of the Church of England did.
The British Empire waited until September 2, 1752 to do
so, which by decree became September 14, 1752. On that
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day there were riots in England, but the calendar of the
British Empire now agreed with the calendar used by the
rest of Europe. Finally, after the October revolution of
1917, Russia also adopted the Gregorian calendar.

Julius Caesar approximated the 365.2422 day solar year
by a 365 day year plus an extra 366 day (February 29) every
fourth year. This means that Julius Caesar’s solar years
lasted a bit too long: 365.25 days on average instead of
365.2422 days. Over the decades, Julius Caesar’s calendar
drifted behind the seasons, causing problems for holidays
such as Easter.

Pope Gregory XIII listened to his technology experts
and did not count as a leap year any century that was not
divisible by 400 as well as 100. For example, 1600 and
2000 are leap years, but 1700, 1800, and 1900 are not. The
Gregorian solar years are 365.2425 days on average, better
than Julius Caesar’s 365.25 days, but still a bit too long.

Even better would be to also not count as a leap year
any year divisible by 4000. Call this Kahan’s Calendar, af-
ter William Kahan of the University of California at Berke-
ley, someone who has kindly provided open source software
to compute dates in this way. With the Gregorian calen-
dar, 2000, 4000, 6000, 8000, 10,000, 12,000 and 14,000 are
all leap years. With the Kahan Calendar, only 2000, 6000,
10,000 and 14,000 are leap years. With the Kahan Cal-
endar, the solar year is 365.24225 days on average, which
should keep the seasons and the calendar aligned for about
16,000 years. Unfortunately, whether 4,000 is a leap year
or not has not been decided. Fortunately, though, there
have not yet been any riots about this issue.

Another barrier to the commoditization of time is the
difference between the length of a solar day and the length
of watch day. A solar day is the length of time between
one local noon, where the sun is highest in the sky, and
the next. A watch day consists of 24 equal length hours,
each consisting of 60 equal length minutes. It is clear that
these are quite different — solar days in winter are quite a
bit shorter than solar days in summer. One doesn’t need
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a technology expert to see this, simply a five year old who
doesn’t want to go to bed in the summer because it is still
light outside.

There are two factors at work here. First, the rotation
of the earth is not perpendicular to the plane of the earth’s
orbit around the sun (the ecliptic plane). Instead, the axis
of the earth’s rotation tilts at about 23.5 degrees from the
ecliptic plane. To say it another way, the earth rotates
obliquely to ecliptic plane. Because of this, the length of
the solar day varies from about 8.4 hours to about 16.0
hours, depending upon the day of the year.

Second, because the earth’s orbit around the sun is an
ellipse and not a circle, its apparent motion is faster at per-
ihelion (around January 2) than at aphelion (around July
3). Because of the obliquity and ellipticity of the earth’s or-
bit, 12 noon in the solar day is up to plus/minus 16 minutes
of 12 noon of the watch day. The exact difference is given
by the equation of time and can be seen in Figures 2.1 and
2.2. This is important, since for several centuries the only
way to accurately set a watch was to use a sun dial and
this required corrections using the equation of time. The
commoditization of time was not simple, took centuries,
and required more spherical trigonometry than is readily
available these days, given the wide use of calculators.

2.3 The Commoditization of Space:
Harrison’s Chronometers

The commoditization of time also ushered along the com-
moditization of space. Today, we take for granted the wide
availability of maps and the ability to accurately determine
our latitude and longitude. Using a GPS costing a hun-
dred dollars, we can determine a position to within a dozen
yards. Just a few hundred years ago the story was quite dif-
ferent. For example, in the 17th century, trade depended
upon ships, and navigating a ship over a trade route re-
quired tracking a ship’s latitude and longitude. Trade voy-
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ages lasted months and being off by a couple of degrees of
longitude could easily be the difference between returning
safely and not returning at all. When navigating straights,
especially when visibility was poor, accurately knowing lon-
gitude can be critical. Four minutes of longitude is about
60 miles, which can easily be the difference between sailing
safely or running aground. The commoditization of space
is another example of a transforming technology which has
fundamentally changed our lives.

A ship’s latitude could be determined relatively easily
by observing the elevation of certain stars over the hori-
zon. On the other hand, determining a ship’s longitude
required not only astronomical observations, but also know-
ing the difference between the ship’s local solar time and
the solar time at a reference point, such as the Greenwich
meridian, which is longitude 0. Since there are 360 degrees
of longitude and 24 hours in a day, for every 15 degrees
(360/24) one travels eastward, the local solar time moves
ahead one hour. Solar time means the time as measured
by the sun. To determine your longitude, you could use
the sun to determine local solar time, compare this to so-
lar time of the Greenwich observatory as maintained by a
shipboard chronometer and convert to longitude by using
the formula:

longitude in degrees = (local solar time in hours

− Greenwich solar time in hours) · 15 degrees/hour.

For example, determining the longitude to within half
a degree on a six week voyage requires a means of main-
taining the Greenwich Time to an accuracy of about three
seconds a day. Determining time that accurately was possi-
ble in the 17th century, but only by using a combination of
large pendulum clocks coupled to observatories. These can
be thought of as the temporal “mainframes” of the 17th
century.

In 1714, the British Parliament offered a reward to
“such person or persons as shall discover the Longitude.”
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The challenge was to determine the longitude on a test
voyage from Britain to the West Indies. Twenty thousand
pounds was offered for a solution accurate to within half
a degree; ten thousand for a solution accurate to within a
degree. An Act of Parliament created a Board of Longi-
tude to oversee the trials, to award the prize money, and to
ensure that the technology was transferred to the British
Navy and the merchant fleet.

Determining time on board a ship in the 18th century
was not easy and worked this way: A watch called a marine
deck watch was carried to an observatory to be set using
the observatory’s regulator clock. The deck watch was then
returned to the ship where it was used to set the ship’s box
chronometer, which was rarely moved. The observatory’s
regulator clock was set using the observatory’s transit in-
strument, which used the position of the sun and stars to
set the time.

A watch maker named John Harrison spent most of his
life overcoming fundamental engineering challenges to build
a chronometer accurate enough to meet the challenge of
England’s Board of Longitude. The chronometers were
called H.1, H.2, H.3, and H.4 (names that would work
just as well today for a series of supercomputers) and were
built over the period 1730–1761 [129], [67]. England’s Navy
was important for England’s security during this time; and
knowing the longitude was critical for Navy ships.

Harrison spent five years designing and building H.1,
which weighed about 72 lbs and was about 2 feet by 2 feet
by 2 feet in size. H.1 was finished in 1735 and was tested
in a voyage from Portsmouth to Lisbon and back.

H.1 was constructed primarily out of wood. It was fol-
lowed by H.2, which was made out of brass, took another
four years, and was even larger, weighing 102 lbs. Harrison
then worked on the next design H.3, which took seventeen
years to build and was completed in 1757.

Before H.3 was tested at sea, Harrison decided to com-
plete another version, H.4, which was based on the design of
the traveling coach clock. H.4 was quite different in appear-
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ance than its three earlier siblings and was only 5.2 inches in
diameter. H.4 was tested in 1761, when Harrison was sixty
seven years old, on a voyage from Portsmouth to Jamaica.
It was accurate to within the limits set by the Board of
Longitude, but the Board was then strongly influenced by
Reverend Nevil Maskelyne, who advocated a different sys-
tem based using lunar distances to find longitude. Because
of this, it was not until 1773 that the Board recognized the
success of H.4 by awarding him further funds.

In some sense, things have not changed all that much.
The creation of new technology is still dependent upon gov-
ernment funding; the funding is often more closely tied to
military applications than most people realize; and personal
politics impact the emergence, recognition, and adoption of
new technology more than most people would desire.

2.4 Moore’s Law: The Commoditiza-
tion of Processing Power

The laptop computer I’m using today – an IBM Think
Pad with a Pentium III processor – would have ranked as
one of the 500 fastest computers in the world in 1995.
The exponential growth is just staggering.

Source: Jack Dongarra, Oak Ridge National Laboratory,
HPCwire, July 25, 2003, Volume 12, No. 29

The digital era has been fundamentally shaped by the
fact that every two to three years it takes about half as
long to multiply two numbers using a computer. During
this same period the number of transistors that an inte-
grated circuit contains approximately doubles. The hard-
ware providing the processing infrastructure for the digital
age is being commoditized, just as the temporal and spatial
dimensions were commoditized during the prior 300 hun-
dred years. This commoditization of hardware is usually
summarized by citing Moore’s Law:
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For more than 30 years, Moore’s Law has gov-
erned Silicon Valley like an immutable force of
nature. The idea that processing power will
double every 18 months has been treated as an
axiom...

From Wired Magazine, May 1997.

Here is how Gordon Moore explains the law named after
him:

Moore’s Law is a name that was given to a pro-
jection I made actually in 1965. I was given the
chore of predicting what would happen in semi-
conductor components over the next 10 years
for the 35th anniversary edition of Electron-
ics Magazine. That was the early day of in-
tegrated circuits. The most complicated ones
on the market had something of the order of 30
transistors and resistors. We were working on
things of about twice that complexity, about 60
components. And I just plotted these on a piece
of semi long paper and noticed that since the
first planar transistor was introduced in 1959,
with integrated circuits following essentially on
the same technology, that the number of com-
ponents on an integrated circuit was about dou-
bling every year.

Source: Moore’s Law, An Intel Perspective [94].

Table 2.1 illustrates a remarkable phenomenon. The
growth in the computing power of an integrated circuit, as
measured by the number of transistors, has grown geometri-
cally over a period of roughly thirty five years. At the same
time the price per integrated circuit has dropped. It is this
phenomenon that we call commoditization. More precisely,
we say that a technology has been commoditized in case, if
over a period of years, the following two conditions hold:
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1. The function provided by the technology increases ge-
ometrically in capacity or capability.

2. Over the same period, the cost of the technology re-
mains the same or decreases.

2.5 Commoditization is All Around Us

The commoditization of digital technology does not end
with Moore’s Law. What is perhaps surprising is the sheer
variety of other digital technologies which have also been
commoditized. Not only have integrated circuits been com-
moditized, but so have disk drives, computer networks, and
software. See Table 2.2. Also, as we will describe in detail
in Chapter 5, data itself has been commoditized, changing
the way we make discoveries.

As we have discussed above, with the emergence of the
industrial age, mechanical devices commoditized time and
space. In some sense, we are in the midst of a second indus-
trial age, in which digital devices are taking this commoditi-
zation a step further. In this process, the ways we measure
time and space have become closely connected. Here are
some examples.

In the 1790’s, France introduced the metric system to
simplify measurements. The meter was define as 1/10, 000, 000
the distance between the North Pole and the equator. The
problem was that it was not very easy to measure this dis-
tance. In 1889, the meter was redefined to be the distance
between two lines on a platinum-iridium bar kept at a con-
stant pressure and temperature near Paris. This was better,
since it didn’t involve getting on a ship, but still not great
since there was only one bar at one location. Although the
bar could be replicated, this approach allowed lengths to
be measured to about one part in a million. This level of
accuracy was fine for mechanical devices, but not for digital
devices.
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Year Number of
Transistors

Processor Average
Yearly
Growth

Months
to Double

1971 2,300 Intel 4004

1972 3,500 Intel 8008 52% 20

1974 6,000 Intel 8080 31% 31

1978 29,000 Intel 8086 48% 21

1982 134,000 Intel 286 47% 22

1985 275,000 Intel 386 27% 35

1989 1,200,000 Intel 486 45% 23

1993 3,100,000 Pentium 27% 35

1998 7,500,000 Pentium II 19% 47

2000 28,000,000 Pentium III 93% 13

2003 77,000,000 Pentium IV 40% 25

2006 291,000,000 Intel Core 2
Duo

56% 19

Table 2.1: Over a thirty five year period the number of tran-
sistors on an integrated circuit has increased from 2,300 to
291,000,000. This represents geometric growth averaging
44% per year. On average, number of transistors has dou-
ble every 26 months. For the past several years, Intel has
developed several different processors in each product line
and the growth rate and doubling period vary a bit depend-
ing upon which processors are selected from each product
line. Source: The first three columns of data are from the
Intel Web site, (www.intel.com). The remaining columns
are computed.
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Item Period Units Comments

Integrated
Circuits

1970 – present number of
transistors per
chip

Moore’s
Law

Storage 1956 – present Gigabytes per
disk

Johnson’s
Law

Bandwidth 1980 – present Megabits per
second

Gilder’s
Law

Software 1975 – present Lines Of Code
(LOC) per
application or
system

Stallman’s
Law

Data 1975 – present The number
of rows and
columns of
data in a data
set

Bermuda
Principles

Table 2.2: This table contains some of the key enabling
technologies of the digital era that have been commoditized.
The commoditization of processing power has been known
as Moore’s Law since shortly after it was described by Gor-
don Moore in 1965. There are no standard names for the
commoditization of storage, bandwidth and software. In
this book, we refer to the commoditization of storage, band-
width and software as Johnson’s Law, Gilder’s Law and
Stallman’s Law, after Reynold B. Johnson, George Gilder
and Richard Stallman, respectively. Perhaps the best ex-
ample of the the commoditization of data is the availability
of the entire human genome, which was provided the Hu-
man Genome Project and whose data release policy was
governed by what are known as the Bermuda Principles.
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In 1960, the meter was redefined as 1, 650, 763.73 wave-
lengths of the reddish-orange light emitted by the rare gas,
krypton-86, when heated. This was better since anyone
could heat krypton-86, but still provided an accuracy of
only about 4 parts per billion.

Things changed in 1983. In that year, again in Paris, the
General Conference on Weights and Measures redefined the
meter once again. The new definition defined the meter as
the distance that light travels in 1/299, 792, 458 of a second.
Since atomic clocks are accurate to about 1 part in 1013,
this in principle improved the accuracy of the meter by at
least 103. With this definition, length was defined in terms
of time.

Although this may seem odd at first, in the digital age
of CPUs with clock ticking at over 1 billion times a second
and networks that span the earth, this definition is sur-
prisingly natural. For example, three hundred years ago,
Chicago and Amsterdam were separated by a five hour dif-
ference between local time and Greenwich mean time as
measured by a chronometer. Today, they are separated by
110 milliseconds, as measured by the network latency be-
tween these two locations.

Network latency is a fundamental property of computer
networks. It arises as follows: As we learned in Chapter
1, the most common types of networks today divide data
into chunks and put headers on the chunks containing their
destination and certain other information to form what are
called packets. Packets travel over networks at approxi-
mately the speed of light. On the other hand, even at this
speed, the time required for a packet to travel long dis-
tances can begin to add up and affect human computer
interactions. This property of packets is called latency.

Latency and bandwidth may appear similar, but in fact
are quite different. Think of a long water hose. Latency is
the time required for a drop of water to travel from one end
of the hose to the other. Bandwidth is the amount of water
the hose can deliver per second. A long fire hose has the
same latency as a long garden hose, as long as the pressure
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is the same. On the other hand, the fire hose has much
more bandwidth.

The average latency from Chicago to Amsterdam is
about 110 milliseconds. The average latency from one side
of the Netherlands to the other is about 7 nanoseconds. To
summarize, in the digital age, clocks tick at over a billion
times a second, distance is naturally measured in terms of
these clicks, and we can measure more accurately than ever
how late we are.

2.6 The Doubling Game

To understand commoditization, it is helpful to understand
a little bit about geometric growth. Geometric growth is
easy to understand. With geometric growth, the number
of items grows by fixed percentage with each generation,
say 25%. In contrast, with arithmetic growth, the num-
ber of items grows by a fixed number of items with each
generation. After a few generations, the difference is quite
striking. See the Table 2.4.

Geometric growth has the following property. If items
grow geometrically, then the number of generations required
for them to double is constant. In the example above with
25% growth, the number of generations for the items to
double is approximately 3.1. Either of these two numbers
can be computed from the other. With arithmetic growth
the number of generations required for doubling increases
with the size of the number. For example, with arithmetic
growth it takes four generations for a capacity of two to
double to a capacity of four, and eight generations for a
capacity of four to double to a capacity of eight. This dif-
ference provides a litmus test for commoditization.

If the number of generations required for doubling is
constant or decreases, the technology is on the way to being
commoditized. If the number of generations required for
commoditization increases, then the technology is not yet
ready for commoditization. This is the doubling criterion.
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Item Period Comments

Time 1600-1900 Analog watches keep
time to within min-
utes. They need to
be set occasionally us-
ing the town’s watch
tower.

Time 1960-2000 A ten dollar digital
watch can determine
the time to within a
second.

Space 1700-1800 Marine chronome-
ters were developed
through advances in
mechanics that can
determine latitude to
within a degree.

Space 1960-2000 A Geographical Posi-
tioning System (GPS)
can determine position
within yards.

Table 2.3: Moore’s law describing the commoditization of
the processing power of integrated circuits is well known
and has occurred over the last 40 years or so. It is useful
to apply this perspective to other phenomena, such as the
commoditization of how we measure time and space that
has occurred over the past few hundred years. During the
first industrial era, mechanical devices were developed to
measure time and space to an accuracy that was previously
unknown. During the second industrial era, digital devices
were developed to measure time and space to an accuracy
that was previously unknown.
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Generation Geometric Arithmetic

start 2.00 2.00

1 2.50 2.50

2 3.13 3.00

3 3.91 3.50

4 4.88 4.00

5 6.10 4.50

6 7.63 5.00

7 9.54 5.50

8 11.92 6.00

9 14.90 6.50

10 18.63 7.00

11 23.28 7.50

12 29.10 8.00

13 36.38 8.50

14 45.57 9.00

15 56.84 9.50

16 71.05 10.00

17 88.82 10.50

18 111.02 11.00

19 138.78 11.50

20 173.47 12.00

Table 2.4: This table illustrates the difference between ge-
ometric growth and arithmetic growth. The first column
contains the generation, the second column the number of
items after 25% of geometric growth, and the third column
the number of items after adding 0.5 items of arithmetic
growth. Note that with each generation, the ratio of ge-
ometric growth to arithmetic growth becomes more pro-
nounced. For the first few generations, the ration is about
1; but, after 6 generations, the ratio is over 1.5x; after 9
generations, the ratio is is over 2.0x; and after 18 genera-
tions, the ratio is over 10x.
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2.7 Transforming Technologies

As we have just discussed, time and space underwent a com-
moditization during the sixteenth through the eighteenth
centuries. The process fundamentally transformed the lives
of individuals. During the sixteenth century monks prayed
six times a day (at the canonical hours) and a sundial was
perfectly adequate for this requirement. Three hundred
years later, trains crisscrossed America and this required
that the local time be replaced with universal time, that
time zones be used so that time could be consistently mea-
sured from place to place, and that time be accurately mea-
sured to minutes, not hours.

Danti’s Law and Moore’s Law describe technologies that
we call transforming. A transforming technology represents
a core technological function that has been commoditized
and has the following characteristics:

• It is an important enabling technology. In this chap-
ter, we discuss the commoditization of integrated cir-
cuits, storage, bandwidth, and software. These are
some of the key enabling technologies for today’s com-
puting platforms.

• The geometric increase in capacity over decades is
not due to a single technology, but rather a number
of technologies, most of which were not even invented
at the beginning of the phenomenon.

• The phenomenon is long lived. Moore’s law has per-
sisted for over thirty years, as have similar laws de-
scribing the commoditization of bandwidth and soft-
ware.

• The trend is regular. Over thirty years, the average
yearly growth has never deviated more than 15 per-
centage points from the average of 40%.

To summarize, the character of computing, and in par-
ticular of Internet computing, is to a large degree deter-
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mined by transforming technologies that are long lived and
regular. These characteristics are in sharp contrast to the
way that computing is usually presented as a series of un-
expected and revolutionary breakthroughs.

2.8 Storage and Johnson’s Law

Input/output has been the orphan of the computer
architecture. Historically neglected by CPU enthusiasts,
the prejudice against I/O is institutionalized in the most
widely used performance measure, CPU time. . . . This
attitude is contradicted by common sense. A computer
without I/O devices is like a car without wheels – you
can’t get very far without them.

John L. Hennessy and David A. Patterson, Computer
Architecture: A Quantitative Approach, second edition,

Morgan Kaufmann Publishers, Inc., San Francisco,
California, 1996, page 485.

The first disk drive was built by a team at IBM headed
by Reynold B. Johnson in 1956 for a machine called RA-
MAC (Random Access Method of Accounting and Con-
trol).

The essential design of the disk drive has not changed.
The RAMAC disk consisted of fifty platters coated on both
sides with a magnetic material. Read/write heads moved
over the platters to access information at a specific location.

Data was divided into circular tracks and tracks were
divided into sectors by radial lines. Tracks over each other
were grouped into cylinders, since the read/write head did
not need to move within a cylinder, just to access a different
platter. See the Figure 2.1.

The RAMAC disk consisted of fifty aluminum platters
coated with iron oxide. The disks were two feet in diameter
and used two read/write heads. They rotated at 1,200 rpm.
Each side of the disk had 100 tracks, each of which could
hold 500 characters. The entire disk could hold about 5
MB of data.
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Track

Platter

Sector

Head

Figure 2.1: The basic design of a disk drive has not changed
since the first disk drive built in 1956. Disks are divided
into platters, platters into tracks, and tracks into sectors.
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By 2007, you could buy a disk from Amazon for $400
that stores 750 GB of data, consisting of 4 platters that
rotate at 7,200 rpm. During the period 1956–2007, the
surface area of a disk has shrunk by a factor of about 800,
while the storage capacity has increased by about 150,000
times. This means that the number of bits stored by square
inch (the areal density) has increased by a factor of about
120 million.

During the period 1960–1990, the areal density doubled
about every three years. In 1991, a new technology for read
heads called magneto-resistive (MR) read heads reduced
the doubling time to about two years.

Over this period, the cost of storing a megabyte of data
has fallen from about $10,000 in 1956, to about $100 in the
early 1980’s, to about $1 in the mid 1990’s. In 2002, the
cost was about $1 per gigabyte, much less than the cost
of paper required to store the same amount of information
[57]. Five years later, in 2007, the cost for a gigabyte of
storage was about $0.53. In other words, over a period of
about 50 years, the cost to store a gigabyte of data has
fallen from $10,000,000 to just over 50 cents.

To summarize, data storage has become commoditized
and is just as much a transforming technology as CPU cy-
cles. Data storage is often used in surprising ways. Nap-
ster, which operated between June 1999 and July 2000,
exploited the fact that student dormitories contained lots
of unused gigabytes to create a distributed storage and ac-
cess system that contained millions of disk drives. At one
point Napster had over ten million users. If we assume that
each user provided approximate 100 megabytes of storage
to Napster, then the Napster network had an aggregate
distributed storage of 1000 terabytes or 1 petabyte. This
means that a student in a dormitory in 2000 could access
over 100 million times as much on line disk storage as a
scientist or engineer could in 1960.
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Year Size
(GB)

Brand Average
Yearly
Growth

Months
to
Double

1980 0.005 Seagate Technol-
ogy ST506 5.25
inch

1983 0.01 Rodime RO 352
3.5 inch

26% 36

1988 0.02 PrairieTech 220
2.5 inch

15% 60

1991 0.04 Maxtor 7000 Se-
ries 3524

26% 36

1993 2.1 Seagate Technol-
ogy ST12550 Bar-
racuda

625% 4

2001 80 Seagate Technol-
ogy Barracuda IV

58% 18

2002 120 Seagate Technol-
ogy Barracuda V

50% 21

2006 750 Seagate Technol-
ogy Barracuda
7200.10

58% 18

Table 2.5: Over the past 25 years, disks that are small
enough to fit into a personal computer have grown by a
factor of about 150,000x, from 5 MB to 750,000 MB.
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2.9 Bandwidth and Gilder’s Law

The bandwidth of optical fibers doubles every six months.

Gilder’s Law - various sources.

Beginning with an influential 1993 Forbes ASAP article,
George Gilder popularized two fundamental insights that
are complementary, and mutually reinforcing.

1. The price of bandwidth is being commoditized (Gilder’s
Law).

2. The value of a network increases as the square of the
number of nodes (Metcalfe’s Law).

Gilder’s influence was based not just on his insight into
these two phenomena, but also, at least in part, to the
prophetic quality of his pronouncements. He compared and
contrasted the microcosm created by the commoditization
of microprocessors to the telecosm created by the commodi-
tization of bandwidth.

Here is an example:

Meanwhile, the law of the telecosm is launch-
ing a similar spiral of performance in transmis-
sion media, ultimately increasing their band-
width, also by a factor of millions. Bandwidth
is a replacement for switches. If you can put
enough detailed addressing, routing, prioritiza-
tion and other information on the packets, you
don’t have to worry about channeling the data
through ATM switches. The emergence of dumb,
passive all-optical networks with bandwidths some
ten-thousandfold larger than existing fiber op-
tics will obviate much of the pressure on switches.

George Gilder, Metcalfe’s Law and Legacy, Forbes
ASAP, September 13, 1993.
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Roughly speaking, the Internet can be thought of as
millions of nodes that can communicate with each other by
passing messages over a network of networks. The maxi-
mum speed of these networks has grown geometrically over
the past twenty years or so, from 56 Kb/s in 1986 to over
1 Gb/s in 2001. By 2007, 10 Gb/s networks were being
deployed and by 2010 100 Gb/s networks were being de-
ployed.n

Roughly speaking the Internet as a communications net-
work has approximately the same complexity and cost as
the telephone network. On the other hand, the two are
organized quite differently. The telephone network con-
sists of a smart network with relatively dumb user devices
(telephones), while the Internet consists of a dumb network
using packet switching, with relatively smart user devices
(computers).

2.10 Software and Stallman’s Law

Once GNU is written, everyone will be able to obtain
good system software free, just like air.

Richard Stallman, The GNU Manifesto, 1985.

Richard Stallman is a software developer who, begin-
ning about 1984, articulated a vision for software in which
it is just as much a commodity as air. Remarkably, in less
than twenty years, this vision became a reality.

Operating systems are expensive to build and maintain.
As a very rough order of magnitude estimate, it requires
about $10,000,000 per year of engineering costs to develop
and maintain an operating system. Here are two examples:
Ten million dollars is the amount of revenue generated if
1,000,000 users pay Microsoft about $100 for each license
of Microsoft’s Windows. Ten million dollars is also the
amount of revenue generated if 100,000 users pay $1,000
to Sun Microsystems for Sun’s Solaris. With these user
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Year Mbps AYG
(%)

Months
to
Double

Comments

1986 0.056 NSFNET
started

1988 1.544 425 5 NSFNET back-
bone upgraded
to T1

1991 44.736 207 7 NSFNET back-
bone upgraded
to T3

1995 155.52 37 27 vBNS started
with OC-3
backbone

1997 622.08 100 12 vBNS backbone
upgraded OC-12

1999 2,500 100 12 vBNS backbone
upgraded OC-48

2001 10,000 100 12 MREN back-
bone operates at
10GE

2006 40,000 32 30 Some limited
deployment in
Japan of OC-768

Table 2.6: Data about Gilder’s law is a bit harder to get
than data about Moore’s Law. To quantify the growth in
bandwidth over a fifteen year period, this table details the
bandwidth of the backbone of some academic research net-
work during the twenty year period 1986–2006. During this
period, the average yearly growth (AYG) has been about
143%, while the average time to double has been about 15
months. Note that Gilder’s Law is a bit more optimistic.



2.10 Software and Stallman’s Law 69

bases, both companies can produce operating systems and
be profitable.

This back of the envelope rule is sometimes called Bill’s
Law. The Bill in Bill’s Law refers to both to Bill Gates,
the co-founder and Chief Software Architect of Microsoft,
and Bill Joy, the co-founder and Chief Scientist of Sun Mi-
crosystems. Bill Gates’ Rule: “Don’t write software for less
than 1,000,000 platforms.” Bill Joy’s Rule: “Don’t write
software for less than 100,000 platforms.”

Actually, during the past few years, Bill’s Law has be-
come a bit more complicated: In 2005, Sun Microsystems
began a transition that transformed Solaris into an open
source operating system. Clients can elect to pay Sun
for support and maintenance contracts. In the same year,
Microsoft’s Client business segment, which included Mi-
crosoft’s Windows XP, as well as Microsoft’s other oper-
ating systems, generated $12.1 Billion of revenue or over a
thousand times the $10 million estimate above, but you get
the idea — it is expensive to develop an operating system.

Because of the cost and complexity, relatively few com-
panies have developed operating systems, and even fewer
have survived and evolved for a decade or more. Successful
operating systems include Microsoft’s DOS, Windows NT,
and Windows XP; IBM’s MVS; Sun’s Solaris; and Apple’s
Mac OS. Bill’s Law was perceived as a barrier to the com-
moditization of operating systems and the lack of commodi-
tization of operating systems was perceived as a barrier to
the commoditization of software.

Linux changed all that. The Linux operating system is
developed and maintained by volunteers, but has approx-
imately the same user base as Sun’s Solaris. The Linux
operating system itself is free if downloaded over the net,
but a number of third party vendors, such as RedHat, dis-
tribute Linux and provide support and maintenance. That
a operating system could be developed and maintained by
a loosely organized group of volunteers was unexpected and
was the result of a number of different factors that emerged
over a period of several decades. For example, the infras-
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tructure for the thousands of volunteers to work together on
the Linux distribution depends upon email and web based
collaboration software. Without these types of tools, it is
very hard to imagine how so many distributed volunteers
could work together on so complex a project.

Using a commonly employed measure of the cost to de-
velop software called the COCOMO cost model, it would
take over 8,000 person years of development and over one
billion dollars to develop the 30,000,000 lines of source code
in the 7.1 Release of RedHat. As members of the U.S.
Congress are prone to say, a billion here and a billion there
add up to real money.

The term open source itself is more recent, dating from
a meeting in April, 1998 hosted by Tim O’Reiley [119]. The
term was adopted to shed some of the baggage associated
with the previous term free software, which had negative
connotations to many business users at that time, such as
unreliable, unsupported, not commercial quality, etc.

One of the key events in the commoditization of soft-
ware occurred over 20 years ago when Richard Stallman
started the GNU project in 1984. At the beginning of the
GNU project, Stallman wrote a manifesto explaining the
project and why he was undertaking it.

I consider that the golden rule requires that if I
like a program I must share it with other peo-
ple who like it. Software sellers want to divide
the users and conquer them, making each user
agree not to share with others. I refuse to break
solidarity with other users in this way. I cannot
in good conscience sign a nondisclosure agree-
ment or a software license agreement. For years
I worked within the Artificial Intelligence Lab
to resist such tendencies and other inhospital-
ities, but eventually they had gone too far: I
could not remain in an institution where such
things are done for me against my will.

Richard Stallman, The GNU Manifesto, 1985.
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Product SLOC

NASA Space Shuttle flight
control

420K (shuttle); 1.4 mil-
lion (ground)

Sun Solaris (1998-2000) 7-8 million

Microsoft Windows 3.1 (1992) 3 million

Microsoft Windows 95 15 million

Microsoft Windows 98 18 million

Microsoft Windows NT 5.0
(1998)

20 million

Microsoft 2000 (2000) 29 million

Microsoft XP (2001) 40 million

Red Hat Linux 6.2 (2000) 17 million

Red Hat Linux 7.1 (2001) 30 million

Red Hat Linux 8.0 (2002) 50 million

Debian 2.2 (2001) 55 million

Debian 3.0 (2002) 105 million

Debian 3.1 (2005) 230 million

Table 2.7: Software has become commoditized. The NASA
Space Shuttle code was less than 2 million SLOC and took
cost about $100 million dollars per year to develop. Linux
contains tens of million of lines of source code and is avail-
able for free. Sources: [157], [98], and [4].
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GNU began with just a few programs targeted at soft-
ware engineers: a text editor called Emacs, a debugger to
help programmers find software bugs, a parser and a linker,
which are tools for programmers and about 35 utilities or
small programs.

It turns out that because of the way the industry works
and because of the way software licenses work, for soft-
ware to be free, it must be licensed. To keep software free,
Stallman developed a software license to ensure that there
would be no restrictions on any application which included
GNU software. This license eventually became known by
its initials (GPL): The idea of the license is simple:

GNU is not in the public domain. Everyone will
be permitted to modify and redistribute GNU,
but no distributor will be allowed to restrict its
further redistribution. That is to say, propri-
etary modifications will not be allowed. I want
to make sure that all versions of GNU remain
free.

Richard Stallman, The GNU Manifesto, 1985.

Software applications are often complex, consisting of
many different components, written by many different soft-
ware engineers, from many different organizations. Restric-
tions on any single component, no matter how small, af-
fect the entire application, since the application cannot run
without the component, at least without some modification.
The GNU license was viral in the sense that any software
distributed with any GNU software as a component had to
carry the GNU license. This turned out to work well and to
lay the foundation for today’s open source software. Over
time though, it became clear that this approach to licensing
was too restrictive for some applications and several other
open source software licenses began to be used. [49].

Many open source projects succeed despite the fact that
they ignore many of the basic principles of good software
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Year Version Est. SLOC AYG Months
to
Double

1991 0.01 10,000

1992 0.96 40,000 300% 6

1993 0.99 100,000 150% 9

1994 1.0 170,000 70% 16

1995 1.2 250,000 47% 22

1996 2.0 400,000 60% 18

1997 2.1 800,000 100% 12

1998 2.1.110 1,500,000 88% 13

2000 RedHat 6.2 1,500,000;
17,000,000

237% 7

2001 RedHat 7.1 2,400,000;
30,000,000

76% 15

Table 2.8: The commoditization of software as illustrated
by Linux. Linux is a volunteer effort. Prior to the success of
Linux, according to conventional wisdom, it was not prac-
tical for a collection of individuals to develop an operating
system — that was something that could only be done by
companies such as Microsoft, IBM, Sun and Apple. SLOC
is an abbreviation for source lines of code. AYG is an ab-
breviation for average yearly growth. The two numbers for
the RedHat 6.2 and 7.1 refer to the estimated number of
lines in the Linux kernel and the Linux distribution. Using
a commonly employed measure of the cost to develop soft-
ware called the COCOMO cost model, it would take over
8,000 person years of development and over one billion dol-
lars to develop the 30,000,000 lines of source code in the
7.1 Release of RedHat. Sources: [86], [156], and [157].
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engineering. Developing good software is extremely diffi-
cult. The goal of software engineering is to a provide a
framework of techniques so that software projects are more
likely to succeed. Although there are quite a few different
software engineering methodologies, most are based on the
following fundamental observation: If a software project is
divided into three phases, design, coding, and testing, then
approximately equal time should be spent with each. In
contrast, the natural inclination of software engineers is to
spend all the time coding — this is the fun part — and to
leave to others the design and testing.

In some very rough sense, vendor developed software
has the advantage with the first phase (design), while open
source software projects have a potential advantage with
the second two phases (coding and testing). Successful
open source projects have usually had one or a handful
of key volunteer developers who created the overall design
and coded the key components, and then leverage the open
source community to flesh out the development and to un-
dertake the testing.

Today, Source Forge, one of the open source software de-
velopment platforms, has over 50,000 registered open source
software projects. Most will never be used. On the other
hand, by a process not all that different from software Dar-
winism, a handful will be widely successful. Of the latter,
although they usually do not start with a good design, a
good design is almost always a part of the project by the
second or third versions.

The third era of computing was an era in which software
was a gating factor. With the arrival of the fourth era
and the emergence of many successful open source software
projects, software is now a commodity.

2.11 Data and the Bermuda Principles

The amount of data available on the Internet is growing
geometrically. This is one of the drivers for the Fifth Era
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of computing that will emerge over the next decade or so
and is discussed in more detail in Chapter 5.

As a motivating example, Table 2.9 describes the growth
during the past two decades of genetic sequence data in
GenBank, which is maintained by the U.S. National Insti-
tute of Health (NIH). GenBank was created as part of the
Human Genome Project (1990–2003). The goals of the Hu-
man Genome Project included i) determining the sequences
of the 3 billion chemical base pairs (G, T, C and A) that
make up human DNA; ii) identifying the approximately
20,000 - 25,000 genes in human DNA; and iii) storing the
information in a database (which became GenBank). Here
is an example of the base pairs that make up one of our
genes:

gagccccagg actgagatat ttttactata ccttctctat

One of the reasons that GenBank had such an impor-
tant impact is that the data it contains is freely available.
The release of data in the Human Genome Project is gov-
erned by what are sometimes called the Bermuda Princi-
ples. The Bermuda Principles calls explicitly for the rapid
public release of DNA sequence data. Think of this as an
example of open data, broadly analogous to open source
software. Open data promises to be just as much as a
transforming technology as open source software, although
its impact may be further out.

GenBank is just one example of the open data that
is available on the web. The number of data sources like
GenBank available over the web has not been accurately
measured. As a very rough estimate, if just 0.1% of the
web sites on the Internet made available some open data,
then there would be over 250,000 sources of open data.

2.12 Network Effects

Ethernet works in practice but not in theory.

Attributed to Robert Metcalfe
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Year Base Pairs Sequences AYG Months
to
Double

1982 680338 606

1983 2274029 2427 234% 7

1984 3368765 4175 48% 21

1985 5204420 5700 54% 19

1986 9615371 9978 85% 14

1987 15514776 14584 61% 17

1988 23800000 20579 53% 19

1989 34762585 28791 46% 22

1990 49179285 39533 41% 24

1991 71947426 55627 46% 22

1992 101008486 78608 40% 25

1993 157152442 143492 56% 19

1994 217102462 215273 38% 26

1995 384939485 555694 77% 15

1996 651972984 1021211 69% 16

1997 1160300687 1765847 78% 14

1998 2008761784 2837897 73% 15

1999 3841163011 4864570 91% 13

2000 11101066288 10106023 189% 8

2001 15849921438 14976310 43% 23

2002 28507990166 22318883 80% 14

2003 36553368485 30968418 28% 33

2004 44575745176 40604319 22% 42

2005 56037734462 52016762 26% 36

2006 59750386305 54584635 7% 130

2007 71292211453 67218344 19% 47

Table 2.9: The amount of sequence data in GenBank has
grown exponentially during the past twenty five years. Over
this period the average annual growth in sequence data has
been about 64% and the average doubling period has about
25.6 months.
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We have already examined Gilder’s Law that describes
the commoditization of bandwidth. Gilder was one of the
first to popularize what he called the network effects of
communications networks. Here is how he described it:

In this era of networking, [Robert Metcalfe] is
the author of what I will call Metcalfe’s law of
the telecosm, showing the magic of interconnec-
tions: connect any number, “n,” of machines —
whether computers, phones or even cars — and
you get “n” squared potential value. Think of
phones without networks or cars without roads.
Conversely, imagine the benefits of linking up
tens of millions of computers and sense the ex-
ponential power of the telecosm.

George Gilder, Metcalfe’s Law and Legacy, Forbes
ASAP, September 13, 1993. Also, George Gilder,
Telecosm, Simon and Schuster, 1996.

Metcalfe’s Law is based upon the observation that given
a network with n nodes, each node can communicate with
up to n − 1 other nodes, and so there 1

2n(n − 1) different
communications paths in the network. For large n, this
is approximately n2. If the value of each new link is a
constant, then the value of a network of n nodes grows as
n2.

Unlike Gilder’s Law about the commoditization of band-
width, which is more or less a direct consequence of the
falling price and increasing power of devices such as net-
work routers and switches, Metcalfe’s Law is an observation
about the structural properties of large networks. There
is an important difference between Gilder’s Law and Met-
calfe’s Law: The amount of available bandwidth and its
cost can, in principle, be computed each year. In con-
trast, the value of a network node, is usually much harder
to measure. For this reason, although it seems consistent
with experience that the value of a network increases with
the number of nodes n, there is no consensus at this time
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how best to measure the value of a node in a network and
whether the value of a network increases like n, or n log n,
or n2, or in some other way.

Network effects arise, in part, when one product or ser-
vice has a small advantage over another, and through a
feedback mechanism, that advantage begins to grow. This
is sometimes called a feedback loop, after the feedback dis-
played by electrical circuits and control systems. Here is
how Bill Gates describes the feedback loop, which he feels
was partly responsible for the creation of the Microsoft
monopoly:

A positive-feedback cycle begins when, in a grow-
ing market, one way of doing something gets a
slight advantage over its competitors. It is most
likely to happen with high-technology products
that can be made in great volume for very lit-
tle increase in cost and derive some of their
value from their compatibility. ... A positive-
feedback cycle began driving the PC market.
Once it got going, thousands of software appli-
cations appeared, and untold numbers of com-
panies began making add-in or “accessory” cards,
which extended the hardware capabilities of the
PC.

Bill Gates, The Road Ahead.

Over the past several years, economists have become
interested in network effects, especially network effects in
technology markets. This is good, since this provides some
hope that careful measurements about network effects may
be done in the future. Here is a list of some of the mech-
anisms that are beginning to be associated with network
effects in a technology market: lock-in to particular tech-
nology standards; high inertia for established standards and
high volatility for immature standards; intense competition
in the early market, followed by scant competition in the
mature market; and first mover advantages, followed by
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Table 2.10: As components become commoditized, their
numbers increase and network effects become apparent.

barriers to entry. These characteristics explain, in part,
the rocky road many good technologies have in the market,
and the longevity of many poor technologies. We return to
this subject in Chapter 4.

Each of the commoditized technologies described in this
chapter have a corresponding network effect. See Table 2.10.
For example, the emergence of global grids of computers
can be thought of as the corresponding network effect for
Moore’s Law for processors, in the same way that Metcalfe’s
Law is the corresponding network effect of Gilder’s Law for
bandwidth. The network effects corresponding to software
and data are just beginning to emerge. We will consider
network effects associated with data briefly in Chapter 5.





Chapter 3

Technical Innovation
vs. Market Clutter

3.1 Technical Innovation vs.
Market Clutter

Each generation has its few great mathematicians, and
mathematics would not even notice the absence of the
others. They are useful as teachers, and their research
harms no one, but it is of no importance at all. A
mathematician is great or he is nothing. . . . The
mathematical life of a mathematician is short. Work
rarely improves after the age of twenty-five or thirty. If
little has been accomplished by then, little will ever be
accomplished.

Alfred Adler, Mathematics and Creativity, 1972 [2]

Hollywood has its Oscars. Television has its Emmys.
Broadway has its Tonys. And advertising has its Clios.
And its Andys, Addys, Effies and Obies. And 117 other
assorted awards. And those are just the big ones.

Joanne Lipman, 1987 [41]

In this chapter, we examine the second and third themes
of this book—the rarity of innovation and the pervasiveness

81
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of market clutter. The consensus of most experts in a field is
that that technical innovation is relatively rare in the sense
that genuinely novel ideas occur only every few years. A
consequence of this is that by beginning with a firm foun-
dation of the basic principles in a field and by keeping up
with the genuine innovations, it is practical to have a good,
if not detailed, understanding of a technical field.

On the other hand, reading almost any business or com-
puter industry publication generally produces the opposite
impression — that many companies are innovative and that
only by working with these innovative companies can you
keep up. In other words, the market is cluttered by compa-
nies claiming to be innovative and claiming to offer prod-
ucts and services that they assert are essential if you want
to remain productive and competitive.

There is a fundamental tension between the actual pace
of technical innovation and claims made in the market place,
most of which just add to the clutter. For this reason,
making technological decisions and completing technical
projects is quite challenging.

In this chapter, we begin by looking at technical inno-
vation in greater detail. Broadly speaking, the power of
a computer today can be measured along several different
axes: how fast it can compute, how much it can store, and
how many other computers it can communicate with. For
this reason, we look at three case studies in innovation:
one that is related to computation involving prime num-
bers; one that is related to storage, the evolution of the
database; and one that is related to communication, rout-
ing packets.

We then look at some of the reasons for market clut-
ter, not all of which are pretty. One reason for clutter is
that everyone likes to work with winners. The result is in-
stead of a market of 60 technology vendors selling database
software with three winners and 57 non-winners, there are
20 sub-markets consisting of three winners each, plus full
employment for a large number of marketing consultants
whose job is to create and maintain these 20 sub-markets.
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3.2 A Case Study in Innovation:
Approximating Solutions
to Equations

This case study is about an innovation in computing that
dates back to the 17th century but is still commonly used.
The innovation was a new way to approximate solutions to
equations and was introduced by Isaac Newton.

A good way to describe the method Newton introduced
is to show how it applies to finding square roots, which can
be thought of as the solution of an equation involving the
square of a variable, such as x. Square roots are naturally
associated with right triangles, which is where we begin.

About 530 BC, Pythagoras knew that if a right triangle
has sides of length a, b and c, then (using modern language),
the square of the longest side (call it c) is the sum of the
squares of the other two sides (a and b). The simplest case
is when a = b = 1, and, in this case, computing c is the
same thing as computing the square root of 2.

Pythagoras discovered that c cannot be written as a
fraction a/b, where a and b are integers. This was probably
one of the first numbers discovered that one could be sure
could not be written as a fraction of two integers. The notes
for this chapter contain a simple argument why this is so.

To understand innovation in computation generally, it is
instructive to understand Newton’s method in more detail.

The Pythagoreans viewed numbers from a geometric
point of view in the sense that integers were often viewed
as lengths — think of a ruler with n equally spaced tick
marks, one for each integer being counted. A compass could
be used to create the tick marks on the ruler, and a the ruler
and compass together could be used to construct triangles
and other geometric objects, as is taught in a high school
geometry course.

From this viewpoint, fractions such as a/b, arise nat-
urally with triangles when you consider the ratio of two
sides of a triangle or rectangle. It was reasonable to as-
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sume that if the distance between the tick marks was made
small enough, then any number that arises from a construc-
tion using a ruler and a compass could be written this way.

It turns out that this is not the case. It was this fact that
the Pythagoreans discovered and which caused so much
angst.

Today, we are familiar with lots of numbers that can-
not be expressed as integers or ratios of integers, but for
Pythagoras and members of his school this was a very
important discovery, and one that probably caused a fair
amount of discomfort, for the simple reason that it must
have seen very odd that such a simple triangle (a right tri-
angle with two sides the same length) did not fit into their
framework.

On the other hand, to understand numbers such as c
above, a different point of view is required. Rather than
think of numbers as counting objects, or as geometric lengths
and ratios of lengths, numbers can be thought of as the so-
lutions to certain types of equations. One of the simplest
such equations is the equation that the square of c is the
sum of the squares of a and b. Although, this is a familiar
point of view for us today, it was not so for the Greeks in
Pythagoras’ time.

If numbers are thought of from this point of view, here
is a natural question to ask: Given an equation, how can
you find the numbers that solve the equation? It turns out
that this is a difficult problem. One of the most powerful
algorithms for solving equations was discovered and refined
by several mathematicians in the 17th century, including
Newton.

During the period 1664 – 1671, Newton discovered a
simple way to approximate solutions to a very wide class
of equations. Newton’s method is an iterative algorithm,
which, given a guess, say xn that is close to the answer,
refines the guess with a new guess xn+1 that is even closer
to the answer. In other words, rather than trying write
down the solution using a formula (which is usually quite
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difficult to do) an iterative algorithm begins with a guess
x0 and produces a sequence

x0, x1, x2, x3, . . .

that get closer and closer to the solution of the equation.
The version of the algorithm that is usually used today

is due to Raphson, who published a version in 1697. To
illustrate this, here is how, what is today called the Newton-
Raphson Method, can be used to find the square root of a
number c:

1. Begin with a very estimate (a guess) for the square
root of c, say x0 = 1.

2. Compute xn+1 = xn − (x2n − c)/2xn, for n ≥ 1.

3. If xn+1 and xn are close together, stop because you
have found an approximation to the square root c. If
not, return to Step 2, to compute the next iteration
in the sequence.

Note that this algorithm, estimates x1 from the initial guess
x0; estimates x2 from the estimate x1; estimates x3 from
the estimate x2, etc. We can write a Python program to
compute x1, x2, . . . , xn in a few lines:

def sqrt(c,n):

x = 1.0

for i in range(1,n):

x = x - (x*x-c)/(2*x)

return x

If this were part of a real computer program, we would have
to be more careful and check to see if x is close to zero so
we don’t divide by zero and to check more carefully when
to stop. On the other hand, for our purposes here, these
five lines are all we need, and this is what we find:

Iterative methods like the Newton-Raphson method have
turned out to be a major innovation: not only does the al-
gorithm efficiently find square roots, but it also can find the
solution to a wide variety of different types of equations.
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Iteration Sqrt 2 Check

1 1.0 1.0

2 1.5 2.25

3 1.41666666667 2.00694444444

4 1.41421568627 2.0000060073

5 1.41421356237 2.0

6 1.41421356237 2.0

7 1.41421356237 2.0

Iteration Sqrt 3 Check

1 1.0 1.0

2 2.0 4.0

3 1.75 3.0625

4 1.73214285714 3.00031887755

5 1.73205081001 3.00000000847

6 1.73205080757 3.0

7 1.73205080757 3.0

Iteration Sqrt 5 Check

1 1.0 1.0

2 3.0 9.0

3 2.33333333333 5.44444444444

4 2.2380952381 5.00907029478

5 2.23606889564 5.00000410606

6 2.2360679775 5.0

7 2.2360679775 5.0

Table 3.1: Computing square roots using the Newton-
Raphson Method contained in the program fragment above.
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The Newton-Raphson method also gave us new ways
to think of numbers. Recall that prior to algorithms like
this, numbers were thought of as representing counts, ra-
tios of counts, lengths, and ratios of lengths. With the
Newton-Raphson method, it also becomes natural to think
of numbers as being the solutions of equations and as the
limits of iterations.

3.3 A Case Study in Clutter:
Business Intelligence

In the last section, we presented a case study in innovation.
In this section, we consider the other extreme and present
a short case study in market clutter.

Data mining is a relatively new field that began in the
early 1990’s, although the roots are older. The goal of data
mining is to find interesting structures in data. As the
amount of digital data grew, traditional statistical tech-
niques did not always scale to large data sets and a variety
of new techniques were developed, and are still being devel-
oped, to address this requirement. From this perspective,
data mining can be thought of as statistics on steroids,
where steroids in this context is a metaphor for high per-
formance computers.

Each year there are several technical conferences in the
field that have papers describing data mining techniques
and their applications. One of the oldest is the ACM SIGKDD
International Conference on Knowledge Discovery and Data
Mining, which began in 1995.

I was the general chair for the 11th SIGKDD confer-
ence that took place in Chicago during August, 2005 (KDD
2005). One of my tasks was to be part of a technical com-
mittee that selected some of the most influential papers that
were published in the field during the previous 10 years.
Each year since 1995, the ACM SIGKDD conference has
published about 50–100 papers. After looking at the re-
sulting list of several hundred papers, it was clear that field
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had produced some important advances, but it was equally
clear that many of the papers were not as significant several
years later as they might have seemed at the time.

Sitting down with the spreadsheet listing the paper ti-
tles and authors and looking back over the ten years, it was
easy to be proud of the field’s accomplishments.

On the other hand, at about the same time that the
KDD 2005 took place, the phrase “data mining” returned
about 7,790,000 results and 48 sponsored links on Google;
11,000,000 documents and 11 sponsored links on Yahoo;
and 3,000,000 documents and 8 sponsored links on MSN
Search. The most charitable description I have for most of
these documents is that they are simply clutter. The clutter
produced by this many documents can also lead to despair,
or what Richard Saul Wurman describes as information
anxiety [160].

When data mining technology is used to analyze busi-
ness data, the term business intelligence is usually used. In
2005, phrase “business intelligence” returned 17,900,000 re-
sults and 48 sponsored links on Google; 28,000,000 results
and 11 sponsored links on Yahoo; and 6,700,000 results and
8 sponsored links on MSN Search. The number of results
returned grows each day and represents a lot of clutter.

There is general consensus in the business intelligence
field today about the main steps required when undertaking
a business intelligence project, and in the data mining field,
about the main innovations in the field that have taken
place over the past decade. The problem is that it is difficult
to identify what is essential, given all the clutter produced
by these millions of documents.

3.4 The Changing Perception of Tech-
nical Innovation

The perception of what is innovative almost always changes
over time. Agreement about what is innovative seems to
go through phases, with each phase taking approximately
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a decade or so:

1. Chaos. The first phase is one of chaos without any
agreement on what is innovative. The only people
claiming to know are the pundits, and they are almost
always wrong during this period.

2. Consensus. In the second phase, a consensus emerges
and most of the experts agree on what is innovative.
This is the nicest phase since it is rare for experts to
agree.

3. Simplification. In the third phase, the views of the
researchers in the field are simplified, pared down and
become more broadly known. Most popular accounts
tend to describe the field using essentially the same
terms and simplifications.

4. Revision. In the fourth phase, historians begin to look
at the events in some detail and with some historical
perspective. During this phase, the consensus view
sometimes changes. On the other hand, no one seems
to care much.

To better understand these phases, let us examine some
of the computing infrastructure underlying the web from
this perspective.

Chaos. In this phase, experts in the field tend to view
their own work as innovative, but under-appreciated, while
outsiders tend to have quite varied and idiosyncratic views
about what is innovative. Today, the field of distributed
computing is in a chaotic period. The claims for innovations
include peer-to-peer computing, cloud computing, service-
based architectures, collaborative computing, etc.

Consensus. After a decade or so, a consensus slowly be-
gins to emerge. Most experts in the field tend to agree on
the key events and their significance. Outsiders tend to be
aware of the key events, but do not always fully understand
them. Several papers have come to be viewed as pivotal.
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Journalists have written anecdotal histories. For example,
there is a broad consensus about the early history of the
Internet today, with the following key events usually being
included [102] :

• 1962 - Leonard Kleinrock invents packet-switching
technology.

• 1963 - J.C.R. Licklider, head of computer research at
ARPA, articulates vision of worldwide network.

• 1967 - Larry Roberts publishes a paper proposing the
ARPAnet network.

• 1968 - DOD initiates the ARPAnet development.

• 1972 - E-mail introduced by Ray Tomlinson.

• 1989 - Tim Berners-Lee introduces the world wide
web

• 1991 - Gopher, a document retrieval system, is intro-
duced at University of Minnesota

• 1993 - Marc Andreesen develops MOSAIC, the first
Internet browser, at the University of Illinois

Simplification. After another decade or so, the consen-
sus view tends to become simpler and more pared down.
For example, here is a description from Business Week in
2000 of a description of the history of the web: “In 1989,
Tim Berners-Lee, a researcher at CERN, the high-energy
physics laboratory in Geneva, Switzerland, invented a way
to link together documents on research projects so they
could be accessed over computer networks. He called it
the World Wide Web [74].” The chronology above is now
simplified to:

• 1989 - Tim Berners-Lee invents the web
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• 1993 - Marc Andreesen develops MOSAIC, the first
Internet browser, at the University of Illinois

Revision. Since the web is a bit young for a revisionist
history, consider the early history of the computer, which
is currently going through a revisionist period. One of the
key events was the publication in 1945 of the EDVAC Re-
port written by John von Neumann. John von Neumann
(1903–1957) made fundamental contributions in mathemat-
ics as well as several other fields and the EDVAC Report
was widely circulated and influential. A number of sci-
entists, including Aiken, Atanasoff, Eckert and Mauchly,
also made key contributions at that time. These contri-
butions tended to be forgotten and overshadowed by von
Neumann’s contribution during the phase in which the his-
tory became simplified. The early history of the computer
is now being sorted out and several revisionist histories have
been written, including the popular book ENIAC by Scott
McKartney [85]. In these revisionist histories, some of the
contributions that were forgotten for a time are being high-
lighted again.

3.5 The Imperative to be in the Upper
Right

People like winners. Most of us can remember the first per-
son to step on the moon, but few of us can remember the
second person to step on the moon. There are over 600 pub-
licly traded software companies and not all of them can be
number 1. This creates a problem for software companies
that naturally enough want to be remembered as number
1, and one of the principal goals of marketing is to try in
some way to make their company a leader. This creates
lots of market clutter.

There are several standard things that companies do in
order to position themselves as a leader.

Introduce a sub-market. A good strategy is for a vendor
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to introduce a sub-market and to define the sub-market in
such a way that they are number one. For example, in
2001 within data warehousing, Cognos was the leader of ad
hoc querying, Microstrategy was the leader of server side
OLAP, Business Objects was the leader of client side object,
Crystal Reports was the leader of end user reporting, and
SAS was the leader of decision support systems. A couple of
years earlier and a couple of years later, there were different
sub-markets, which only added to the clutter.

Introduce a new feature. It turns out that it is rela-
tively easy for an end user to ask for a feature, and often
times, end users are surprised when they see their feature
show up in the next product release. Generally mature
products have lots of features. Vendors exploit this by
preparing charts that emphasize their features, while min-
imizing the features of their competitors. This generally
leaves their competitor looking weaker than it might oth-
erwise, but that is just life in the big city. From the end
user’s perspective though, having lots features does not al-
ways equate to happiness. For example, think of how many
of the features you typically use in your favorite word pro-
cessor.

Focus on a dimension for which you are winner.
For example, there is often a different winner in each of
the following categories: sales volume, years in business,
customer service, price, technology, partnerships, financial
backers, significant customer wins, and market cap.

Focus on a vertical industry. Vertical marketing tar-
gets specific industries, such as the the financial services
industry or the travel industry, while horizontal marketing
identifies a target audience by common characteristics, such
as geography, job title, or the size of the company. By fo-
cusing on a vertical industry, a vendor can fill out a product
in a such a way as to provide more of a complete solution
than is possible when supplying a product to a horizontal
segment. There are many vertical industries: for example
the North American Industry Classification System uses 6
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digits to identify a particular industry. This is good, since
it means that there will be many number ones. This is
why marketing is so important for companies — without
marketing, there would be room for only one number one.

With all these ways of winning, confusion is inevitable.
The traditional response has been to produce a two dimen-
sional chart in which the vendor that produces the chart
is in the upper right corner and its competitors are to the
left and below. For some reason, many people find a cer-
tain psychological satisfaction in choosing a vendor in the
upper right corner. It is a little bit like eating comfort food
after a long, hard day — it may not be good for you, but
it does make you feel better for a short while.

Of course, there is a problem from the end user’s view-
point. Users don’t care about sub-markets, features, di-
mensions, or vertical industries. They care about getting
their problem solved. They usually have simple expecta-
tions: they don’t want to spend any money; they don’t
want the project to take any time; they don’t want to have
to devote any internal resources; they do want to obtain
internal approval; and they would like a solution created
specifically for them. Sometimes their expectations are not
met.

Naively, you might expect that this tension between
the desires of vendors and the needs of customers creates
a problem. But that is not the way it works. Rather, it
creates an opportunity. Consultants exist to exploit this
opportunity; industry analysts and pundits exist to write
about it; and, each year, new companies are started and
promise that they will change things.

3.6 Why Clutter Is Inevitable

Products are built by companies and companies usually
survive by competing in one of only a few basic ways:

• By Price. A company can sell a less expensive prod-
uct than its competitors. Think of Wal-Mart and its
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promise of “always low prices.”

• By Service. A company can provide better service
than its competitors. Think of Hertz. It can charge
more for its cars because it provides a higher level of
customer service. Its cars all have four wheels and
are essentially the same as those of its competitors.

• By Technical Leadership. A company can sell a prod-
uct by providing better performance or functionality
than its competitors. Bose’s tag line is “better sound
through research.” For example, in 1989 it introduced
noise canceling acoustic headsets for airplane pilots.
Fifteen years later, it’s common to see them being
used by frequent travelers.

• By Brand. A company can sell its product by
building its brand. For example, polo tee shirts from
Brooks Brothers are not very different from those of
many of its competitors, but are more expensive be-
cause of the Brooks Brothers brand. Given the clutter
in the market place, many purchases are simply made
based upon the brand.

Most companies will attempt to position themselves as a
leader in at least of one of these categories. Because of
this, instead of having one leader for each industry; instead,
each industry tends to have multiple leaders, a price leader,
technical leader, etc.

As mentioned in the last section, one strategy compa-
nies use to position themselves as a leader is to begin with
a market and to make it more and more narrow until their
company emerges as the clear leader. A simple “back of the
envelope” computation gives some idea of what to expect.
Consider a Market X with the following properties:

• The size of Market X is about $1B per year.

• Seventy-five percent of the market is controlled by the
three largest vendors.
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• The revenue of the smaller vendors (i.e. not one of
the top three) in Market X varies between $20–$100
Million, with an average revenue of $50 Million year.

If 75% or $750 Million of the market is controlled by
the three largest vendors, this leaves about $250 Million to
be split among all the other vendors. A good strategy in
a case like this, is for one or more of the smaller vendors
to position the $250 Million fragment as a new market, in
which it can be the leader. These dynamics tend to split
markets into smaller and smaller markets, in which it is
easier for the companies to compete.

For example, different analysts split the data warehouse
(DW) market into a number of sub-markets, including, for
example, Query & Reporting (QR), Executive Information
Systems (EIS), On Line Analytic Processing (OLAP), and
Extraction, Transformation, & Loading (ETL). In addition,
there are other markets which overlap the data warehous-
ing market, including Decision Support Systems (DSS),
Customer Relationship Management (CRM), Supply Chain
Management (SCM), Business Intelligence (BI), Data Min-
ing (DM), Knowledge Management (KM), and Enterprise
Resource Planning (ERP). Each vendor in each sub-market
must claim leadership each year to stay competitive. There-
fore, in this example, instead of three leaders in the data
warehousing market, you have three leaders in each of the
4 sub-markets, along 5 dimensions (namely, market share,
price, service, technical leadership and brand). This gives

• 3 leaders x 4 sub-markets x 5 dimensions = 60 leaders,
instead of three leaders in data warehousing per se;
and, another

• 3 leaders x 7 related sub-markets x 5 dimensions =
105 leaders in the 7 overlapping markets.

Even if the marketing team and its consultants for each
of these companies takes weekends off and an occasional
vacation, there is plenty of opportunity to create clutter.
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As just one contributing factor, instead of one acronym
(DW), there are now 12 acronyms (DW, QR, EIS, OLAP,
etc.) No wonder there is market clutter.

3.7 Who Clutters

An expert is someone who knows some of the worst
mistakes that can be made in his subject, and how to
avoid them.

Werner Heisenberg (1901-1976), Physics and Beyond,
1971.

To be an analyst you basically have to be an egomaniac,
number one, and obnoxious, number two.

Charlie Gulotta, head of analyst relations for IBM Global
Services, quoted in Christopher Kock, Under Influence,

Darwin Magazine, March, 2001.

Understanding the nature of marketing clutter is easier
with a better understanding of who clutters. Clutter comes
from a number of sources.

Vendors. Vendors provide products and services to the
market place. There are over 600 publicly traded software
companies. If each one puts out just 15 press releases a year,
that results in about 9000 press releases a year. Vendors
produce clutter for the simple reason that their job is to
create market niches in which they are in the top right
hand corner. Since all the other vendors are doing the same
thing, marketing clutter results.

Technology Analysts. There are several different types
of industry and financial analysts, including analysts from
market research firms, brokerage firms, investment banks,
and firms that supply data. Industry analysts also bene-
fit from market clutter since their job, in part, is to sort
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through the clutter and to speculate about which compa-
nies they expect to do well, which companies they expected
to make their numbers, and which companies they expect
to miss their numbers. The higher the visibility of analysts,
the happier their employers are. This has a tendency to en-
courage some analysts to be a bit more controversial than
they might otherwise be.

Pundits. In addition, there are individuals who track
the space and report on it. They write columns, opinion
pieces, and reviews. They also benefit from clutter since
their job is to sort through it in an entertaining fashion. It
is useful to keep in mind that many pundits are naturally
interested in attracting as large an audience as possible,
and, for that reason, are often as interested in entertaining
as in informing.

Consultants. Consultants benefit from clutter since they
are paid by the hour to sort it out. In other words, they
have little incentive to reduce clutter.

The technology research industry started soon after com-
puters started being sold. At the beginning, these compa-
nies sold data about the market size and vendor share to
technology companies and to Wall Street. In 1979, Gideon
Gartner started a company with a different focus — selling
research and analyst face time to companies who needed
help selecting technology and to vendors who wanted in-
sights into their markets. By 2001, Gartner had expanded
to over 4000 employees in 90 locations, did $952 million in
revenues, and was part of a market segment with over $2B
of yearly revenue.

The role of a technology analyst has the potential for
conflict. The reason is simple. Technology analysts have
a natural tendency to recommend vendors that they know
well. The easiest way for a company to get contact with an
analyst is for the company to purchase products and ser-
vices from the research company that employs the analyst.

Today, end users often base decisions upon the advice
of consultants, industry analysts, and pundits. In some
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ways, this is not all that different than the way that Roman
soldiers in the seventh century B.C.E. prophesied the future
using entrails of animals (see, for example [150]). It may
be not always work, but it is not so bad until a better
technology comes along.

3.8 Sources of Clutter: Features

In this section, we walk through an example of how a busi-
ness might make a technology decision in order to gain a
better understanding of why there is so much clutter in the
market. Here is the basic idea: technology is often selected
using lists of features. Hence, from this perspective, the
more features a product contains the more likely someone
is to buy it. Clutter quickly follows.

Here is a simple example. An important activity these
days is making lists. A related activity is checking off items
in a list. Both require technology, and unfortunately, the
choice of technology is not obvious, and, depending upon
the technical requirements, a ball point, fountain pen, or
pencil may be required.

Here is a common process that a business might use
to select new technology. First, technical requirements are
gathered (each requirement becomes a column in a table).
Next the technical requirements are used to develop a re-
quest for proposals (RFP) which are sent to potential ven-
dors. The proposals that are returned are then evaluated
and one is selected. Finally, a contract process is started
in order to purchase the technology selected. This can take
months.

There is a great deal of risk, though, with this approach.
Even in this simple example, there are three choices. On
average with a random guess, the wrong technology would
be selected 2/3 of the time or about 66% of the time. In my
experience, many companies select the wrong technology
much more frequently than they would if they just guessed.

For this reason, an external consultant is generally used
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to issue a report containing a product feature table (prod-
uct feature tables are described below). The consultant can
then take the blame if the project fails. It is usually impor-
tant to use a large firm, since one is paying for safety and
not the quality of advice. There is more safety with a large,
well-recognized firm, since its sheer size means that others
are obtaining the same advice from the consultants, and the
methods being used are more likely to be standard industry
practice, even if they are wrong. Therefore, you cannot be
fired for relying on their advice. Of course, large firms have
higher overheads and cost much more than smaller firms.

A product feature table is a table with each row con-
taining a different product and each column containing a
different feature. There are three sample product feature
tables below: one from a pencil vendor’s perspective, one
from a ball point pen vendor’s perspective, and one from
a fountain pen vendor’s perspective. Notice that each ta-
ble selects a different combination of features so that their
preferred product ends up in the upper right corner of the
table. This is usually not hard: selecting the features “ease
of use” and “erasable” works for pencils; selecting the fea-
tures “ease of maintenance” and “permanent” works for
ball point pens; while, selecting the features “impact” and
“permanent” works for fountain pens.

One of the reasons for clutter is now clear. Essentially
the same information is in each of these tables — it is sim-
ply presented in slightly different way in the pencil table
(pencils are erasable) compared to the pen table (pens are
permanent). As the technology becomes less familiar, it be-
comes harder and harder to see through this type of repack-
aging.

Of course, technologies selected in this way usually re-
quire training, and generally training is supplied by the
vendor, usually for an additional price. This is true with
this example also. If you buy an expensive pen, the clerk
is always happy to teach you how to use it.
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Create
Lists

Ease of Use Erasable

Pencil Yes Easy: Ready to
Use

Yes

Ball Point
Pen

Yes Medium: Click
or Twist Re-
quired

No

Fountain
Pen

Yes Difficult: Eas-
ily Broken

No

Table 3.2: A feature list for a vendor selling pencils.
Clearly, a sensible person would buy a pencil.

Create
Lists

Maintenance Permanent

Ball Point
Pen

Yes Easy to Main-
tain: Refill
Cartridges

Yes

Fountain
Pen

Yes Difficult to
Maintain:
Must Refill

Yes

Pencil Yes Cannot Main-
tain: Must Re-
place

No

Table 3.3: A feature list for a vendor selling ball point pens.
Clearly, a sensible person would buy a ball point pen.

Create
Lists

Impact Permanent

Fountain
Pen

Yes High: Conveys
Quality

Yes

Ball Point
Pen

Yes Medium: Neu-
tral Impression

Yes

Pencil Yes Low: Negative
Impression

No

Table 3.4: A feature list for a vendor selling fountain pens.
Clearly, a sensible person would buy a fountain pen.
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Clutter comes not only from these three separate tables,
but also from all the other tables produced by consultants,
columnists, reviewers, and industry analysts produced from
these. For example, given these three tables, the Table 3.5
is a a typical summary. Note that the scores are computed
to two decimal points conveying great confidence in their
validity. On the other hand, the inputs are rather quirky,
to say the least. For example, a pencil is assigned a score
of 1 (the worst) for maintenance since the reviewer has de-
cided that it is very bad that pencils cannot be maintained
but instead must be replaced. On the other hand, another
reviewer might decide that this is very good — after all the
cost is very low — and assign the pencil a score of 3 for
maintenance. This would increase the score of the pencil
to 2.33, tying it for first. In this circumstance, a second
consultant is usually brought in to sort everything out.

Although this example may seem far-fetched, this is
only because the technology is so familiar. The same pro-
cess is used to evaluate hardware, software, networking and
data technologies in general. Clutter comes from the pro-
cess, from the number of features considered, and from the
presentation. As the number of features increases, the pro-
cess becomes more and more arbitrary. This is to the ad-
vantage of many of the participants and feature lists gen-
erally become quite long. For example, Crystal Reports,
which is used for generating reports from a data warehouse,
provided a feature list for their product that was five pages
long and contained over 150 features.

3.9 A Case Study in Innovation:
Databases

We turn now from looking at market clutter to looking at
technical innovation. The next three sections each contain
a case study about innovation. This section contains a case
study in innovation that describes some of the innovations
that have take place in data management over the past 50
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Create
Lists

Ease of
Use

Maint. Erasable

Ball
Point
Pen

3 2 3 1

Fountain
Pen

3 1 2 1

Pencil 3 3 1 3

Impact Perm. Score

Ball
Point
Pen

2 3 2.33

Fountain
Pen

3 3 2.16

Pencil 1 1 2.00

Table 3.5: A feature list as prepared by a consultant. Note
that the scores are computed to two decimal points convey-
ing great confidence in their validity. On the other hand,
the evaluations are often rather odd, like the assignment of
the lowest score of 1 to a pencil for maintenance since a tra-
ditional pencil cannot be refilled. Another reviewer might
decide on the other hand that this is a positive, making the
pencil very easy to maintain, and assign a score of 3. This
would increase the pencil’s over all score to a 2.33, tying it
for first.
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years. This topic is mature enough that there is a broad
consensus on what some of the major innovations are. We
describe the consensus history, which, by and large, follows
a paper of Jim Gray [55].

One hundred years of data processing. During the last
one hundred years or so, data processing has gone through
five major periods.

1. In the first period (1900-1960), data was stored on
punched cards. The data was processed by mechani-
cal or electrical machines that read the punched cards
and tabulated various quantities. As an example, the
1890 US Census used punched cards and electrical
tabulators.

2. In the second period (1955-1970), data was stored on
magnetic tapes. The data was processed by programs
that read the tapes and computed various quantities,
possibly writing new tapes. A typical application of
this technology was direct mailing.

3. In the third period (1965-1985), the first databases
were introduced, which abstracted and standardized
some of the operations performed on data. In this
period, data was stored on-line using disks. A typical
application was an airline reservation system.

4. In the fourth period (1980-2000), relational databases
were introduced and client server systems became com-
mon. Today, relational databases are ubiquitous, with
millions of such systems now deployed. Together, Or-
acle, IBM, and Microsoft sell over $12 Billion of rela-
tional databases per year.

5. Currently, we are in the fifth period (1995-present).
Today’s databases can store not just tables of num-
bers but also a variety of media types, including doc-
uments, images, audio, and video. A typical applica-
tion is to support an online order system containing
pricing data, catalog images, and inventory levels.
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Punched Cards: 1900–1960. As discussed in more de-
tail in Section 1.11, the 1890 US Census used punched cards
to manage the data that was collected. Each household was
encoded in a different card, and electro-mechanical ma-
chines would read the cards and tabulate the number of
people in blocks, census tracts, congressional districts, and
states. Programming was done by re-wiring patch panels
(similar to an old fashioned telephone switch board). The
results of one computation could be written onto new punch
cards, to be used as input for another computation.

Although quaint by today’s standards, using punched
cards and tabulating machines was an order of magnitude
faster and could handle several orders of magnitude more
data than the hand systems used previously.

A company started by Herman Hollerith, which pro-
vided the punched card technology, eventually became IBM.
IBM supplied punched card technology to business and gov-
ernment customers from 1915–1960. Punched cards sur-
vived for a quite a few years after that. I was using them
for the programs that I wrote in 1972.

Batch Processing of Tapes: 1955–1970. The second
period saw several major innovations. Data was stored on
tapes, instead of punch cards. 1n 1951, the Census De-
partment accepted delivery of the first UNIVAC computer
developed by the Remington Rand Corporation. This was
the first general purpose computer to use magnetic tape. A
single magnetic tape could hold as much information as ten
thousand punched cards. Tapes could be read and written
at 12,800 characters per second.

In this period, software was developed to process records
stored on tape. The preliminary design of the computer lan-
guage COBOL was completed in the period June–December,
1959. COBOL was the first general purpose computer lan-
guage for processing business data. A typical COBOL ap-
plication would read several input files from disk or tape
and write an output file to disk or tape [130].

In this period, file systems were introduced and used to
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store the records, and a job control language was introduced
to run the jobs.

The first batch processing systems were also introduced
in this period. Transactions about records were recorded
throughout the day. Typically, once a day all the records
were sorted by key and all the records associated with a
given key were collected and used to update the master file
with that key. Batch systems are efficient and still used to
this day. For example, many systems for producing lists
in direct marketing still use files of transactions which are
processed in batch to produce updated master files.

Batch systems had several draw backs. First, errors
in transaction data were not usually detected until the
batch run and could take some time to correct. Second,
the database was never current except for the brief period
after the batch run.

Online Network Databases: 1965–1985. Batch pro-
cessing of transactions to update master files was well suited
to a variety of applications ranging from direct marketing to
preparing credit card statements. Since credit card state-
ments are sent out once a month, and direct mail campaigns
are typically sent out several times a year, using a batch
system was adequate.

On the other hand, some important applications such as
airline reservation systems, stock market trading systems,
and defense systems require immediate access to the most
current data. To handle these types of applications, sys-
tems that became known as online transaction processing or
OLTP systems began to be developed. These consisted of a
variety of components, including distributed terminals for
accessing the systems and Teleprocessing Monitors (TPs)
that collected the requests from the possibly hundreds of
distributed terminals and queued them to the component
that accessed the data on line.

Data was arranged in records and stored in secondary
storage, such as magnetic disks, and could be accessed in
less than a second. The OLTP allowed a terminal to access



106 Technical Innovation vs. Market Clutter

a few records, update them, and return the result. Data
records were accessed by key , a unique number assigned
to each record. Specialized data structures and programs
were developed to access large collections of records by key.

At this time, it was becoming common to view data not
only as consisting of records, but also as the associations or
links between records. For example, in an airline reserva-
tion system, a city was linked with all the flights that left
the city. A flight was linked with the passengers having a
reservation on the flight. A customer was linked with the
flights for which he held a reservation. Rather than storing
data records in flat files, data could now be accessed first by
key, and then by associations by following the appropriate
links. This was a major innovation.

During this period, the COBOL community created a
Data Base Task Group (DBTG) to define standards for
accessing data. One of the outcomes was the concept of
schemas. A database had a logical schema that defined the
fields in records and the associations between records. A
database also had a physical schema that defined the phys-
ical layout of data on disks and indices that are needed to
access the data efficiently. Finally a program could have
a sub-schema defining just the fields required by the pro-
gram. Although a simple idea, the separation of logical and
physical structures was one of the innovations that created
the modern database.

The ability for many distributed terminals to access
and update the database also created new problems. The
database could become inconsistent if two terminals tried
to update the database at the same time. Another key
innovation introduced at this time was the concept of a
transaction. A database transaction allowed an update to
lock a record for a period of time so that other processes
could access it but not update it. Transactions were also
logged and procedures put in place so that if the database
were to fail a consistent version of the database could be
reconstructed from the transaction log.
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Relational Databases: 1980–2000. Developing pro-
grams for network databases required programmers to write
code that explicitly navigated the links between records.
This presented an important trade-off — the code executed
very efficiently but was difficult to write.

An alternative was provided by the relational data model,
which was introduced in a fundamental 1970 paper by E.
F. Codd, who was working at IBM [33].

With a relational data model, data can be thought of as
distributed between one or more tables, with links formed
between records using identifiers called keys. For exam-
ple, an Employee ID or EID can be used to link one table
containing employee names and addresses, a second table
containing employee salaries, and a third table containing
an employee’s department and the name of his or hers su-
pervisor. With this approach, when an employee moves
and the database is updated with his or her new address,
only one record needs to be updated. The other tables ac-
cess the new address implicitly using the EID key, instead
of explicitly using links of network databases. This was a
nice advantage provided by relational databases compared
to network databases.

Another advantage of a relational database was that
programmers could use higher level abstractions to access
data, allowing them to write programs and queries more
quickly and efficiently. The trade-off, though, was that the
programs were sometimes less efficient than programs us-
ing network databases. Indeed, initially there was a fair
amount of skepticism whether relational databases would
ever be fast enough to replace network databases.

In contrast, accessing data with network databases is
done using procedural languages, such as COBOL. With
procedural languages, the programmer explicitly describes
how to follow links from one data record to another. Access-
ing data with relational databases is done using declarative
languages, such as the Structured Query Language or SQL,
which was developed and standardized by a group at IBM
in the 1970’s. With SQL, one simply specifies the tables
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containing the data, the columns one wants, and any op-
erations, such as joining two or more tables, how the rows
should be ordered, and how the rows should be grouped.
The database itself then turns this declarative description
of the query to code that can be executed to retrieve the
data.

Over time, relational databases became more efficient
and people querying databases became much smarter about
how to organize data in relational databases efficiently and
how to write queries in SQL efficiently. Today, relational
databases are ubiquitous.

Recent Developments: 1995-today. Recently, data-
bases have been extended in several important ways. First,
more complex data can be stored in databases today, in-
cluding text, XML documents, images, videos, multime-
dia documents, and data types defined by users. Although
these types of data are now common, there is always a lag
as a mature technology, like databases, adopt to support
them.

Second, databases are being extended to work with data
that is distributed over more than one computer and over
more than location. During the period of network databases
and relational databases, network bandwidth was limited
and, by and large, only user queries and the response to
queries were transported over networks. Today, more and
more systems are being deployed over networks with much
more abundant bandwidth, and it is now possible for dis-
tributed databases to also move the underlying data over
the network.

Third, databases now allow users not only to define
their own data types but also their own functions. In this
context, functions are computer programs that take input
data, process it, and produce output data. Today, data
and functions are often combined together to create what
are called objects, and databases have been extended to
support these.

Since we are still in the middle of this period, rather
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than speculate any more about it, it would perhaps be best
to wait another ten years or so, and then look back.

3.10 A Case Study in Innovation:
Searching for Primes

This case study is about determining whether a number is
prime. One of the interesting things about this case study is
the very long period of time over which continuous progress
has been made, beginning with the work by the Greeks in
the third Century BC. We begin by reviewing what a prime
number is.

The set of counting numbers 1, 2, 3, . . . divides naturally
into two classes of numbers: numbers, such as 12, that can
be factored into a products of smaller numbers, for example:

12 = 2× 2× 3.

and numbers such as 37 that have no such factorization. A
number from the latter class of numbers is called a prime
number, and a number from the former class is called a
composite number.

Prime numbers have fascinated people for a long time.
Important results about prime numbers were proved by
Greek mathematicians who were part of the Pythagorean
School during the period 500–300 BC. About 300 BC, Eu-
clid published several important results about primes, in-
cluding a proof that there are an infinite number of primes
(i.e. there is no largest prime) and that every integer can
be written essentially uniquely as a product of primes.

Sieve of Eratosthenes. One of the first innovations in
the search for large primes is due to Eratosthenes, who lived
from 276 BC–194 BC. It is called the Sieve Method and it is
simple to describe. First, make a list of counting numbers
as in the first row of Table 3.6. Begin, by removing 1 from
the list since it is not prime. Continue, by removing every
second number after 2, since each of these numbers is divis-
ible by 2. This produces row 2 of Table 3.6. Next, remove
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every third number after 3, since each of these numbers is
divisible by 3. This produces row 3 of Table 3.6.

Continuing in this way, we are left with only the primes
remaining. In the example above, the numbers remaining
are 2, 3, 5, 7, 11, and 13 and these are all the primes less
than 15. Given enough paper (or papyrus) and enough
time, it is straightforward to write long lists of primes.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

- 2 3 - 5 - 7 - 9 - 11 - 13 - 15

- 2 3 - 5 - 7 - - - 11 - 13 - -

Table 3.6: The Sieve of Eratosthenes is used to compute
prime numbers. The first row shows the sieve at the start,
and the second row shows the sieve after 1 and all multiples
of 2 are removed. The third row shows the sieve after all
multiples of 3 are removed.

It is easy to write a computer program that implements
this algorithm. For example, in the notes there is an eleven
line Python program that computes primes in this way.
Using this program, I can compute on my laptop all the
primes less than or equal to 250, 000 in a second or so. By
the way, there are 22, 044 of them — try it.

If all the primes smaller than a fixed number are needed
— say all the primes less than 1, 000, 000 — then the Sieve
Method (and its variants) is still the best way to find them.
This is not bad for an algorithm that is over 2000 years old.

Mersenne Primes. Numbers of the form

Mn = 2× 2× 2 · · · × 2− 1, (2 occurs n times)

are called Mersenne Numbers. If a Mersenne number Mn

is prime, it is called a Mersenne Prime. For a small prime
numbers n, Mersenne Numbers are prime, which led to
the mistaken belief that they are prime for all n. They
are named after Marin Mersenne, who was a French monk
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living from 1588–1648. In the preface to his book Cogi-
tata Physica-Mathematica (1644), Mersenne claimed that
Mersenne numbers were primes for n = 2, 3, 5, 7, 13, 17, 19,
31, 67, 127 and 257 and were composite for all other pos-
itive integers n < 257. This is not true as the table below
shows, but as usual, the names that are used in technology
are not usually closely connected to those who deserve the
most credit.

Today, many people devote unused computing cycles
of their PCs to a project called GIMPS that uses loosely
connected clusters of PCs to compute Mersenne Primes.

Although outside the scope of the book, a lot of inno-
vative mathematics and computer science has been created
to study primes and to discover the largest primes.

3.11 A Case Study in Innovation:
Routing Packets

This case study is about the networking infrastructure that
made the Internet possible. The story begins in the early
1960’s. To provide context, it is helpful to compare the
Internet to the telephone network, which is how we begin.

The Internet is in a certain sense like an inside-out tele-
phone network. The telephone network (until recently) con-
sisted of inexpensive, easy to use devices (telephones) con-
nected to an expensive, intelligent, homogeneous network
with good security and central management designed to
carry voice. The Internet consists of expensive, hard to use
devices (computers) connected to an inexpensive, dumb,
heterogeneous network with poor security and distributed
management designed to carry data. See Table 3.8.

Here is a simplified description of how data is sent over
the (traditional) telephone network. Things are more com-
plicated today, since the same local area code may be split
between several area codes, and since cell phones interop-
erate with the traditional telephone network.

Think of the telephone as a simple device that takes
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n Mn Digits Prime?

2 3 1 Prime.

3 7 1 Prime.

5 31 2 Prime.

7 127 3 Prime.

11 2, 047 4 Not prime. In
1536 Hudalricus
Regius showed that
2047 = 23 ∗ 89.

13 8, 191 4 Prime. Proved prime
in 1456. Discover not
known.

17 131, 071 6 Prime. Cataldi proved
prime in 1603 using
trial division.

19 524, 287 6 Prime. Cataldi proved
prime in 1603 using
trial division.

23 8, 388, 607 7 Not prime. Cataldi
claimed as prime in
1603. Fermat showed
was composite in 1640.

29 536, 870, 911 8 Not prime. Cataldi
claimed as prime in
1603. Euler showed
was composite in 1738.

31 2, 147, 483, 647 10 Prime. Euler proved
prime in 1772.

37 137, 438, 953, 471 12 Not prime. Fermat
showed was composite
in 1640.

61 2,305,843,009,
213,693,951

19 Prime. Pervushin
proved prime in 1883.

Table 3.7: Mersenne Primes Mn are prime numbers of the
form 2 × 2 × 2 · ×2 − 1, where there are n copies of the
number 2. For some n, Mn is prime and for some n, Mn is
composite and can be factored into prime numbers. Source:
Chris Caldwell, The Largest Known Prime by Year [27].
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your voice and encodes it for transmission over a network.
The traditional telephone network consisted of number of
circuits. Telephone circuits are set up at the beginning of
the call and torn down at the end of the call so that other
calls can use them. The telephone network is designed to
route a call from the sender, to the sender’s local telephone
exchange, to the receiver’s local telephone exchange, and
to the receiver’s telephone. The local telephone exchange
of the sender and the receiver may be the same, may be
connected via a metropolitan network, or may be connected
via a long distance network.

Using the telephone number itself, you can determine
how the call is routed. The first two or three numbers
of a seven digit phone number identify the local telephone
exchange. For many years, the telephone exchanges had
names such as Wyoming, where the first two letters iden-
tified the telephone exchange. Numbers at this exchange
would begin 99X-XXXX (W ↔ 9, Y ↔ 9). Two telephone
exchanges within a metropolitan area specified by an area
code are routed using a metropolitan area network, while
two telephone exchanges in different areas are routed using
the long distance telephone network.

The traditional telephone network required that there
be a pair of copper wires from the sender’s phone to the
local telephone exchange, as well as as from the receiver’s
phone to his or her local telephone exchange. Between the
local exchanges are wires that are shared by many phone
calls. To share calls, at switching centers that connect the
various local exchanges, the voice signal is time-sliced about
8000 times a second so that the long distance circuits can
carry many different phone calls over the same physical
wires at the same time.

In the 1960’s, during the cold war with the Soviet Union,
the United States Department of Defense (DOD) became
concerned by the impact of the loss of one or more switch-
ing centers, since not only were civilian communications
carried by the telephone network but also military commu-
nications.
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In 1968, the Defense Advanced Projects Agency or DAR-
PA, part of DOD, awarded a contract to Bolt Beranket and
Newman, Inc. (BBN) to build a new innovative type of
communication network, based upon ideas published in the
early 1960’s for something called packet switching. With
packet switching instead of using circuits, data is divided
into units called packets. Each packet is labeled with its
source address and destination address and sent on the net-
work. Devices on local area networks route the packets from
computer to computer and to special devices that became
known as routers that connect two different local area net-
works.

With this approach, two different packets might take
entirely different routes from the sender to the receiver. A
computer on the receiver’s end reassembled the different
packets. This design was in improvement because the re-
sulting network of networks or Internet was resilient if one
or more routers were destroyed.

Over time, several other advantages for this approach
began to emerge. For example, since the network was no
longer centrally managed, it was relatively inexpensive to
connect additional local area networks. One simply added a
router between two local area networks. Another advantage
was that it was also relatively easy to add new types of
applications. Where as the telephone network was designed
to carry voice using relatively dumb devices (telephones),
the Internet was simply designed to carry data divided into
packets using relatively smart edge devices (computers).
By writing a new computer application and installing it on
two or more computers, new applications could be added
to the Internet relatively easily.
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Just as a telephone number, say 312-214-1234 consists
of an area code (312), an telephone exchange (214), and
a device ID specifying a particular phone on the exchange
(1234), an IP address specifying a computer consists of dif-
ferent components.

Although IP addresses today work a bit differently, ini-
tially they consisted of a 32 bit binary integer that is usually
written as four numbers separated by dots, for example,
209.87.112.90. This represents the 32 bit binary integer
11010001 01010111 01110000 01011010.

The IP address is split into two parts. The first part
specifies the Network ID, which identifies a specific local
area network. The second part, identifies the Host ID,
which specifies a particular computer on the local area net-
work. From this point of view, the Internet is simply a large
collection of different networks, each specified by a different
Network ID. Each network has its own collection of hosts,
each of which is specified by a Host ID.

Two networks are connected together by using a special
device called a router or gateway, which has an IP address
on both networks, and is responsible for moving packets
between the different networks as required.

Initially, there were three types of addresses, called Type
A (identified by a leading binary 0), Type B (identified by
a leading binary 10), and Type C (identified by a leading
110). Type A addresses allocate 7 bits for the Network ID
and 24 bits for the Host ID. There is room for 128 type
C networks, and each Type C network can have no more
than about 16 million hosts. Type B addresses are used
for intermediate size networks and devote 14 bits to the
Network ID and 16 bits to the Host ID. There is room for
about 16,000 type B networks, and each one can have no
more than 65,536 hosts. Type C addresses are used for
small networks, and allocate 22 bits to the Network ID and
8 bits to the Host ID. There is room for about 4 million
type C networks, each with no more than 256 hosts.

For example, the first three bits (110) identify the bi-
nary address above as a Class C type address, which means
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the next 21 bits (10001 01010111 01110000 or 1,136,496)
identify the Network ID, and the remaining 8 bits (01011010
or 90) identify the Host ID on the particular network.

Thirty two bit binary addresses provide about 4 bil-
lion unique addresses, which was plenty when the Inter-
net was young. But today a large company or university
can easily have 10,000 hosts and there is only room for
16,000 such networks around the world. With IPv4, many
organizations found themselves without enough public IP
addresses. To rectify this shortage of IPv4 addresses, a va-
riety of techniques are used: the addressing scheme today
has moved away from simple Type A, B and C addresses to
more complicated structure; addresses themselves are mov-
ing from 32 bit addresses to larger 128 bit addresses; and
many computers are not on the public Internet themselves,
but instead on private networks, that are connected to the
public Internet using a single IP address.

Sending packets over the network follows a simple pro-
cedure. The computer sending the packet examines the
packet and compares the source IP address to the destina-
tion IP address. There are two possibilities:

1. The two computers are on the same network. The
sending computer looks at the address of the packet
that is being sent and extracts the Internet address of
the destination. If the source and target hosts share
the same Network ID, then they are are both on the
same physical network and the packet can be sent on
the local network. The target machine examines all
packets sent over the local network and grabs packets
with its Host ID.

2. The two computers are on different networks. In this
case, the source host extracts the Network ID of the
destination and uses what is called a routing table.
The routing table specifies that packets with certain
Network IDs should be forwarded to certain specified
gateways for processing. A default gateway is also
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specified, which is used for routing any packet that is
not a local packet and whose routing is not specified
elsewhere in the routing table.

Routing works well for several reasons: First, the rout-
ing table can be small and only has to change when new
networks are added to the local network. Second, routing
decisions can be made by examining just the Network ID
of the destination IP. Finally, since routing tables only con-
tain local information, it is relatively easy to keep them up
to date.



Chapter 4

Technology Adoption
Cycles

4.1 Forces Effecting Technology Adop-
tion

Scientists seek to understand what is, while engineers
seek to create what never was.

Attributed to Theodore von Karman by Henry Petroski

In the prior chapter, we discussed technical innovations
and how it is often hard to recognize them immediately
from the clutter in the market. In this chapter, we discuss
a complementary question. Given a new technology, what
are the basic forces that determine how long it takes for the
technology to become accepted by the market? Specifically,
we discuss four such forces:

• Technology road maps, which chart the trajectory of
a technology as it proceeds from basic research to
engineering and manufacturing.

• The context that reflects how the new technology in-
tegrates with the existing technological base.

119
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• General market forces affecting the vendors develop-
ing and marketing the technology.

• The pain and pleasure of users, which determine in
part which technologies they purchase and when.

If you have trouble remembering these four forces, think
of the initials RCMP for Roadmap, Context, Market forces,
and Pain and pleasure. We begin with a brief overview of
these four forces.

Technology Roadmaps. The introduction of innova-
tive technology into the market place generally follows a
standard trajectory, beginning with basic research, followed
in turn by applied research, engineering development, and
ending with manufacturing and marketing. A decade or
more can elapse from the beginning to the end of this pro-
cess. For example, Hotmail, the free email service now
owned by Microsoft, was launched on July 4, 1996 and two
and half years later in February, 1999, it had over 30 mil-
lion users [89]. From one viewpoint, a subscription base this
large after two and a half years is unprecedented, yet from
another viewpoint 1999 is 28 years after 1971, the date the
first email was sent by Ray Tomlinson, a computer engi-
neer working for Bolt Beranek and Newman in Cambridge,
Massachusetts, and eight years after 1991, the date the first
web server was developed by Tim Berners-Lee, a software
engineer working at CERN in Geneva. This is sometimes
summarized as saying that although it is difficult to predict
what technology will look like in twenty years, it is certain
that if a technology is not in a lab today, then there is not
even a possibility that it will be deployed in twenty years.

The Context. A new technology is generally not used
alone but almost always integrated with other technologies
and business processes. Think of this as the context. Dif-
ferent technologies can have quite different contexts. One
way of determining a technology’s context is by understand-
ing how a technology integrates into an organization’s IT
infrastructure and business practices. For example, many
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companies use Customer Relationship Management (CRM)
software to reduce the wait time on the phone for a com-
pany’s best customers and to provide them with higher
quality service when working with them. To implement this
requires several steps: first, data must be collected about
customers; second, the data must be analyzed in order to
develop a useful segmentation of customers; third, this seg-
mentation must be integrated with the telephone system;
fourth, the customer service representatives in the call cen-
ter must be trained; fifth, the process must be maintained
over time, as new products and systems are introduced.
The complexity of the integration limits the adoption of
the technology. In contrast, if a user has a web browser
and Internet access, a new web based email account, such
as Google’s Gmail, Microsoft’s Hotmail or Yahoo! Mail,
can be set up in less than five minutes. This simplicity was
one of the reasons that Hotmail was able to build up a user
base so quickly. From the perspective of context, one of the
reasons that web based email took off so quickly is because
it took off in a vacuum compared to other applications,
such as back office and front office applications.

Market Forces. It is likely that both web-based email
and CRM software will be used in 10 years. On the other
hand, it is also likely that many of the vendors providing
the software will be different. A variety of market forces
determine the fate of technology vendors, many unrelated
to the the technology itself. Vendors get acquired, make
acquisitions, introduce new product lines, shed old product
lines, make $1B revenue errors on their SEC filings, etc.
From the viewpoint of a technology user, it is not a bad
approximation to assume that the adoption of a new tech-
nology is determined by the technology roadmap and by
the context. In contrast, the entrance and exit of technol-
ogy vendors into and out of the market can perhaps best
be viewed as a random walk. To say it another way, it is
relatively easy to predict that CRM technologies and web
based email will enter the market, as well as the velocity
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of their adoption, but relatively hard to predict which par-
ticular vendors will be marketing these technologies. Busi-
nesses pay a lot of money to experts to hear about market
forces, but this will not change these facts, it simply makes
businesses feel a little bit better.

The Pain and Pleasure of Users. Users usually buy
new technology for one of two reasons: it solves a problem
by addressing a pain they currently have in their work, such
as reducing the time to fill out a travel expense form from
fifteen minutes to five minutes, or it provides pleasure, such
as an audio hard disk jukebox, which can store 1000 songs
and fit into a shirt pocket.

The conventional wisdom is that a good company with
a good CEO can get a mediocre product into the market.
In contrast, the point of view here is that which technolo-
gies enter the market is primarily a factor of the technology
trajectory and the context. Given the right trajectory and
the right context, a technology will most likely reach the
market. In most cases, a market, or more accurately, a mar-
ket segment, is dominated by three to four vendors. One
should perhaps be a bit cautious when drawing conclusions
based upon the characteristics of the surviving companies
and their CEOs lest one falls victim to post hoc ergo propter
hoc.

4.2 The Basic Equation of Marketing

The chasm is, by any measure, a very bad place to be.

Geoffrey A. Moore, Crossing the Chasm, HarperBusiness,
New York, New York, 1991, page 63.

This section introduces a very simple model of technol-
ogy adoption that is summarized in Tables 4.1 and 4.2. One
of the factors in this model is the approximate size of an
existing or potential market. One way of estimating this
is to multiply the estimated Average Selling Price (ASP)
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of the product or service by the estimated number of units
sold each year (Unit Sales).

Market ($/year) = Average Selling Price ($/unit) × Units

Sold per Year (units/year).

This equation places companies in different cells, as in-
dicated in the Table 4.1. In this table, there are 12 cells
spread over three columns (labeled $1M, $10M and $100M)
and four rows (labeled $100, $1000, $10,000 and $100,000).
Each cell has quite different characteristics and challenges.
For example, if a product costs about $1000, then a ten
thousand units per year must be sold for the company to
have a yearly revenue of about $10 million, the approxi-
mate revenue target for a technology company considering
entering the public markets before the Internet bubble tem-
porarily lowered the threshold. A company with $1 million
has about 10 employees and one level of management. A
company with $10 million of revenue has about 100 employ-
ees and two to three levels of management. Every time a
company doubles or triples in size, it must change the way
it does business, and it must change many of its underlying
business processes.

If you talk to someone who sells technology products,
you quickly realize that some people like to buy products
as soon as they enter the market, others like to wait until
someone else they know has bought the product, others like
to wait until many people they know have bought the prod-
uct, while others like to wait until everyone else they know
has bought the product. One of the things that survived
the Internet bubble is catchy names for these categories of
users: they are generally called innovators, early adopters,
the main street market, and laggards.

From this perspective, many companies tend to fall into
one of four groups, as illustrated by the four rows in the
Table 4.1. For example, the challenge of a software com-
pany selling department level software applications, such
as databases, is to get several hundred innovators to adopt
their product, followed by several thousand early adopters,
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ASP $1M AR $10M AR $100M AR

$100 10,000 100,000 1,000,000

$1,000 1,000 10,000 100,000

$10,000 100 1,000 10,000

$100,000 10 100 1,000

Innovators Early Adopters Main Street

Table 4.1: It is sometimes helpful to view companies as
falling into one of four broad categories, determined by the
average selling price (ASP) of their product or service. In
the table above, there are separate rows for an ASP of
$100, $1,000, $10,000 and $100,000. As companies grow
in revenue, they face a number of difficult transitions in
their operations and in their marketing. The table above
considers three stages: when a company’s annual revenue
(AR) is $1M, $10M and $100M. The type of customers who
buy new technology changes as the technology grows more
mature and becomes more familiar. The terms innovators,
early adopters, main street, and laggards were introduced
in [92] to describe some of these different groups of cus-
tomers. The middle columns in the table above show the
number of units that must be sold each year to reach sales
of $1M, $10M and $100M.

and continuing on to the main street market of tens of thou-
sands of customers.

As the table indicates, the target user for each row is
different. In technology, individuals usually purchase items
that cost a few hundred dollars; small offices or home of-
fices (SOHO) usually purchase items that cost several thou-
sand dollars; small companies or departments within larger
companies usually purchase items that cost $10,000, while
larger companies (enterprises) usually purchase items that
cost $100,000.

Although each of the transitions from one column to
the next is difficult and requires a different marketing strat-
egy, the transition from the market of early adopters to the
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main street market is generally extremely challenging and
has become known as the chasm. The name is from an in-
fluential marketing book of the 1990’s written by Geoffrey
A. Moore called Crossing the Chasm [92], which focused on
this transition.
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We close this section by showing how Tables 4.1 and 4.2
can be used to provide a back of the envelope understanding
of the economic constraints on new products. Here is a
simple example, sometimes called Bill’s Law, after Bill Joy,
the Co-Founder and Chief Scientist at Sun Microsystems.
Bill (Joy)’s Law: “Don’t write software for less than 100,000
platforms.” One hundred thousand unit sales at $1000/unit
generates $100,000,000 of revenue per year. Ten percent of
this is $10,000,000/year, which is enough to support about
a hundred engineers. In 2001, Sun did over $18B in revenue
and had over 43,000 employees.

Here is another simple example, sometimes called Bill’s
Law, after Bill Gates, the Chairman and co-founder of Mi-
crosoft. Compare Bill (Gate)’s Law: “Don’t write software
for less than 1,000,000 platforms.” One million unit sales
at $100/unit generates about $100,000,000 of revenue per
year. As before, ten percent of this is $10,000,000/year,
which is enough to support about a hundred engineers. In
2001, Microsoft did about $25B in revenue, and had over
47,000 employees.

4.3 How Long to Reach the Main Street?

Technology has the shelf life of a banana. By the time you
buy it, implement it and train people on it, it’s obsolete.
The right thing to do is to share IP. Rather than litigate
and protect our IP, we’ve decide to innovate and share it.

Scott McNealy (1954 – ), Co-founder and Chairman of
Sun Microsystems.

A popular measure of the adoption of technology in the
consumer technology market is the number of years it takes
a new technology to reach a million users. In “market
speak,” once this occurs, the technology is said to have
reached Main Street. An interesting comparison is pro-
vided by the automotive industry. The first automobiles
were introduced in about 1902 and by 1914 there were over
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a million registered automobiles, which was about 1% of
the US population at that time. While AOL cost about
$20/month and Hotmail was free, an automobile in 1914
cost about $2000, which is about $36,000 in today’s dol-
lars.

One way of looking at Main Street is in terms of market
penetration. Think of the approximate size of the US mar-
ket for consumer goods and services as about 300 million
individuals. Then a user base of 3 million is equivalent to a
market penetration of about 1%. Since the size of markets
can be hard to estimate, knowing the absolute number of
new users each year and total user base is an alternative
metric that is also frequently used.

Companies take a variety of paths, usually involving
many detours, to reach Main Street. Everyone likes win-
ners: winners tend to be written about and remembered,
while those coming in second or third tend to be ignored.
A famous example of a technology company that reached
Main Street fairly quickly is Sun Microsystems. It reached
Main Street in just six years after it was founded in 1982.
By 1988, Sun reached revenues of $1B/year by selling ap-
proximately 100,000 computer workstations at about ten
thousand dollars per unit [137]. There are a number of
things to be cautious about when viewing technology from
this perspective. Perhaps the most important is to be aware
that there is usually a significant gap between the intro-
duction of a new technology into the market place and the
emergence of a company that carries the technology to Main
Street. Usually several vendors enter and leave the market
before one any of them reach Main Street. It is common
to view this as a failure to market correctly; on the other
hand, it is perhaps better viewed as a mistake in entering
the market too early. The trajectory of a technology as it
follows a technology road map is usually quite long, often
time taking a decade or two; predicting the general time
period within a few years of when a technology is ready to
reach Main Street is fairly easy; predicting the particular
year is much harder. Unfortunately, it is the latter which
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is often a critical success factor for a technology vendor.
From a marketing perspective, reaching Main Street is

critical, since as can be seen from Table 4.2, most of a com-
pany’s revenues (and, it is hoped profits) come during this
period. For the hypothetical company in the table that
has a product in the market for 14 years, 68% of the rev-
enues come during the 4 years it is on Main Street. On the
other hand, most of the development costs occur during the
preceding 5 years, and these development years are often
unprofitable.

For successful technologies, although several companies
will reach Main Street, predicting which companies reach
it is generally not easy. An important factor is when they
enter the market. The closer the entry point to the inflec-
tion point in the roadmap, the more likely the company
is to reach Main Street. Companies entering too early of-
ten don’t have the staying power; companies entering too
late often don’t have the marketing power to displace the
current market leaders.

Analyzing products and vendors from this point of view
is complicated by several factors: using the hypothetical
example above covering the 14 year history of a product
ignores the fact that over this period, a product undergoes
a number of significant changes and it is perhaps simply a
matter of convenience whether to consider these as evolu-
tions of a single product or as genuinely new products.

Another complicating factor is that most companies
that have a product on Main Street also sell and market
a number of other products. Each of these other products
may be building towards Main Street, on Main Street, or
transitioning off Main Street.

We conclude this section with a final observation. Just
as there are two views of the stock market — some feel
that the prices of individual stocks cannot be predicted,
with the fluctuations in prices most accurately modeled as
a random walk, while others feel that the behavior of indi-
vidual stocks can be predicted by experts — there are two
views of vendors.
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One view of vendors, championed by the analysts who
track them, is that with a proper knowledge of the space,
one can predict which vendors will prosper, which will fail,
and which will limp along. Another view, less common, is
to model the progress of vendors as a random walk.

Viewing vendors in this way highlights an important
factor complicating the adoption of new technology — the
lack of stability of the vendors that supply new technol-
ogy due to market forces (the “M” in the acronym RCMP
introduced at the beginning of this chapter).

Despite these complications, the basic facts are clear,
and it is useful to summarize them here again: Predicting
technology breakthroughs is difficult; identifying technol-
ogy breakthroughs is much easier. Predicting which partic-
ular vendors will reach Main Street is difficult; predicting
technology trajectories based upon technology road maps
is much easier. From this perspective, understanding the
adoption of a new technology is relatively easy to under-
stand, whether it is an automobile at the beginning of the
last century or the Internet at the end of the last century.

4.4 Case Study: The Nike Pegasus

The adoption of any new technology, including the technol-
ogy in running shoes, depends upon a complex interaction
between the usefulness of the technology, the savvy of the
marketing, and the receptivity of the user base. New tech-
nology creates opportunities, but without the push pro-
vided by innovative marketing and the pull of a cohesive
user base, technology is not adopted but rather simply
evaporates over time.

Nike’s shoes are branded with a swoosh and were en-
dorsed by Michael Jordan. The company was started in
1964 and by 1987 had developed four generations of the
Air Pegasus and sold five million of them. Nike is generally
considered to be a marketing success. On closer examina-
tion, it is just as noteworthy as a technology success. In
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Year Production Registration

1900 4,192 8,000

1902 9,000 23,000

1904 22,130 54,590

1906 33,200 105,900

1908 63,500 194,400

1910 181,000 458,377

1912 356,000 901,596

1914 548,139 1,664,003

1916 1,525,578 3,367,889

Table 4.3: The mass production of automobiles started in
1908 with the Model T Ford. Within six years, over one mil-
lion automobiles had been registered. Within eight years,
over one million automobiles were being produced a year.
Source: Facts and Figures, Automobile Manufacturers As-
sociation, New York, New York, 1950. Also, Encyclopedia
Britannica, Motor Cars, Volume 15, page 881, Encyclope-
dia Britannica, Inc., Chicago, 1957.

fact, it is a company that provides an example of a rare
combination of marketing and technology innovation.

Bill Bowerman was one of the co-founders of the com-
pany, which was originally called Blue Ribbon Sports or
BRS. He was the University of Oregon track coach from
1944-1972, and while he was there, his teams won four
NCAA team championships and he coached 44 All Amer-
icans and 19 Olympians. He observed that every ounce
shaved from a shoe decreased by 200 pounds the weight
lifted by his runners in a typical race [105]. In 1967, Bower-
man began development of what became BRS’s Marathon,
which was one of the first running shoes made from lightweight
nylon.

The year 1971 was a pivotal one for the company, both
from a marketing and a technological viewpoint. In 1971,
according to company lore, Jeff Johnson, the company’s



132 Technology Adoption Cycles

first employee, had a dream the night before the first shoe
boxes were to be printed. The dream was about Nike, the
Greek goddess of victory, and created the identity for the
company. Phil Knight, the other co-founder of the com-
pany, wanted to call the company Dimension 6, a name
that was no doubt too technical to make it a main stream
marketing success.

In the same year 1971, Bowerman, while eating waf-
fles at breakfast, got the inspiration for what later became
Nike’s waffle sole. He prototyped the sole by pouring ure-
thane rubber into his family’s waffle iron and then worked
hard for the next several years perfecting it. By 1974, the
Nike’s Waffle trainer had become the best selling training
shoes in the United Sates, and his wife had forgiven him
for ruining the waffle iron.

When reading accounts about marketing, it is common
to hear about inspirations from dreams, eureka moments
while taking showers, and defining moments at critical Pow-
erPoint presentations, since these are all interesting to read
about. In contrast, technological innovation often seems
to come from hard work and good experiments, but this
doesn’t seem to make for an exciting story. So in general, a
casual reader is left with the impression that the adoption
of a technology is due mostly to inspired marketing and
doesn’t hear about hard technical work, unless it makes for
a good copy, such as Bowerman’s use of the waffle iron.
Successful companies seem to have a fair share of both.

In 1979, Nike introduced a new way to cushion shoes:
it sealed gas inside polyurethane capsules and embedded
the capsules in the shoe’s sole. The idea came from Frank
Rudy, an aerospace engineer from North American Rock-
well, who presented the idea to Nike in 1978. Prior to the
use of air cushioning, running shoes used sponge rubber
wedges for cushioning. The sponge rubber was relatively
heavy and tended to compact over time. In contrast, the
polyurethane capsules recover their original shape after im-
pact and do not deteriorate over time as quickly as sponge
rubber. One of the reasons that polyurethane capsules work
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is that the gas in the capsules contains large molecules, so
that relatively little gas escapes from the capsules [105].

During the 26.2 miles of a marathon, a runner’s shoes
endure more than 25,000 impacts - the use of nylon uppers,
waffle soles, and urethane capsules provides an important
competitive advantage over traditional materials and con-
struction. Nike began by targeting competitive racers, a
relatively small and close knit community, which was re-
ceptive to these types of technical innovations. Moreover,
Bill Bowerman’s status and success as a coach increased the
receptivity of the early adopters of these types of shoes.

During the same period of technological innovation, Nike
had an equally impressive record of marketing achievements,
including the following: in 1973, American record holder
Steve Prefontaine was the first prominent athlete to wear
Nike shoes. In 1977, the company began a marketing cam-
paign with the tag line “There is no finish line.” In 1978,
BRS changed its name to Nike and tennis star John McEn-
roe was featured in Nike’s marketing campaigns. In 1984
at the Los Angeles Olympics, Carl Lewis won four gold
medals and Joan Benoit won the first women’s marathon
and both wore Nike shoes. In 1985, Chicago Bulls’ Michael
Jordan endorsed a line of AIR JORDAN shoes and apparel.
In 1988, Nike began its “Just Do It” campaign. In 1992,
the “Hare Jordan” Superbowl add featured Michael Jordan
playing basket ball with Bugs Bunny [105].

These three forces — technology innovation, market-
ing innovation, and user receptivity — resulted in the sale
of more than five million Nike Pegasus shoes, and are ex-
actly the same forces that result in the acceptance of a new
database or operating system.
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4.5 Technology Trajectories and Roadmaps

I don’t know what technology will look like in twenty
years, but if it is not in a laboratory today, then it is not
a possibility.

Traditional

A technology roadmap is a series of concrete predictions
by an individual or group about the evolution and trajec-
tory of a technology. Technology roadmaps turn out to be
quite handy due to the long time often required for basic re-
search to reach end users in the market as new technology.

We begin by describing four important phases that most
new technology goes through, beginning with basic research
and ending with manufacturing and marketing.

Phase 1. Basic Research. The first phase is scien-
tific and consists of the discovery of new principles and
phenomena. The goal of basic research is to improve our
understanding of basic scientific and engineering principles,
structures and mechanisms. A good example from the last
chapter is packet switched communication networks that
divide messages into packets and route the packets individ-
ually, instead of relying on a fixed circuit from the sender to
the receiver as was previously done. Another example was
the exploration of the basic properties of the elements Gal-
lium and Arsensic and compounds synthesized from them
prior to their use in integrated circuits. Today, most basic
research is sponsored by the federal government and takes
place at universities. Basic research is also done by a few
of the largest companies, such as IBM and Microsoft.

Phase 2. Applied Research. Applied research fleshes
out the ideas discovered in basic research with the goal of
developing new products and services. There is not a sharp
division between basic and applied research. Today, there
is a lot of research interest in understanding how a quan-
tum computer might work. Most of this is basic research
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and focused on understanding the underlying principles of
a quantum computer. Some very simple quantum devices
have been built that can compute and store just a few quan-
tum bits. Over time as the basic principles of building
quantum computing devices are better understood, atten-
tion will shift to applied research focused on developing
quantum devices that can store and compute with enough
bits to be useful in practice. Applied research is done by
researchers at universities and by research labs in large com-
panies. In some industries — for example bioinformatics —
applied research is also done by smaller companies.

Phase 3. Engineering Development. In the third
phase, the ideas and principles discovered in basic and ap-
plied research are applied to build new devices and to de-
liver new services. After something new is discovered or
understood, it can take quite some time to learn how to
build it efficiently. In many fields, the main way of learn-
ing this is to build many wrong versions, until over time,
someone eventually stumbles upon a correct version. As
a simple example, it usually takes about a year to release
a new version of a software product, and usually several
versions before the product is mature enough that it is use-
ful to a broad market. Here is a thought experiment to
understand how difficult it can be to design and build a
product (this only works for people over 40). Think about
how many heavy suitcases you lugged through airports and
compare that to how easy it is now to pull a suitcase with
wheels through an airport today. Now try to understand
why you never thought about adding wheels to suitcases.
Engineering development is done by companies based upon
basic and applied research done either in-house or by oth-
ers. Small companies are particularly important here.

Phase 4. Manufacturing and Marketing. In the
fourth phase, the products and services must be sold in
large enough quantities and at good enough margins to cre-
ate a successful commercial enterprise. Marketing is done
by companies to help sell the products. Good marketing is
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quite hard. As we learned in the last chapter, marketing in
general, whether good or bad, generally leads to clutter in
the market. The products that companies market and sell
can be either manufactured by themselves or outsourced to
others to manufacture.

Here is an extreme simplification of these four phases:
scientists discover things, applied scientists refine these dis-
coveries, engineers build things, and marketers explain to
people why they need things.

As a simple example of these four phases, consider the
development of the web server and web browser. The basic
computer science research underlying the browser included
advances supporting packet switched networks, distributed
computing, and related areas. As web servers and browsers
became widely deployed, applied research was undertaken
in a number of areas in order to develop more robust and
scalable web servers and web clients. For example, tech-
niques were developed so that a single web site could share
its work load across dozens or hundreds of web servers.
By sharing the web load in this way, NASA web sites do
not crash when new images from Mars become available,
IRS web sites do not crash around April 15, and Victo-
ria’s Secret web sites do not crash when they stream online
webcasts.

The first browser, called Mosaic, was developed by a
small research group at the University of Illinois at Urbana-
Champaign. As the number of users began to grow, there
was commercial interest in browsers and engineering devel-
opment was done by Netscape and Microsoft to produce
browsers with improved stability, performance and func-
tionality. Finally, the “browser wars” between Netscape
and Microsoft were part of Phase 4, the marketing and
manufacturing of the browsers.

One of the better known technology roadmaps is the
yearly International Technology Roadmap for Semiconduc-
tors or ITRS. The 2005 ITRS roadmap contained over 200
tables of data and made thoughtful predictions about semi-
conductors 15 years into the future. The ITRS is spon-
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sored by several semiconductor industry associations from
around the world and every two years identifies technol-
ogy challenges and needs facing its members for the next
15 years. The 2001 ITRS roadmap was developed by over
800 experts from around the world organized into various
working groups and committees. For example, the 2001
roadmap predicted that microprocessors speeds will reach
over 10 GHZ by 2010 and memory chips will be 8 GB. It is
important to note that it doesn’t predict which vendors will
still be in the business of producing and marketing memory
chips in 2010. Table 4.5 contains some of the key findings
from the 2001 ITRS.

4.6 Case Study: Clusters

A good example of the decades required to roll out a new
technology is provided by what is called cluster computing.
The basic idea is simple: lots of small commodity comput-

ers are linked together via a network to create a virtual su-
percomputer. With the commoditization of hardware and
networking, this has become a cost effective way of creating
supercomputers that are quite effective for certain tasks.

This idea is familiar to many from the SETI@home
Project, which uses idle time on personal computers to
search for extraterrestrial intelligence. The software to do
this was made available in May, 1999. By July, 2002 over
3.8 million individuals had downloaded the software and
donated some of the unused time on their computer to the
project. With this strategy, the team was able to build one
of the top ten most powerful supercomputers at the cost of
a few servers and the cooperation of a few million personal
computer owners who were interested in whether they are
alone in the universe.

Here is another example. On January 8, 2003, a USA
Today article with the title “High tech’s latest bright idea:
Shared computing” explained another application of this
technology to the search for new drugs in this way:
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By day, Richard Vissa’s PC sends e-mail, lets
him surf the Web and handles other ordinary
tasks. By night, when Vissa goes home, it be-
comes a super-powered computing machine, test-
ing potential drugs for their ability to defeat
disease. ... The company is one of many dab-
bling in a new technology that many in tech,
including IBM, say is one of the most promis-
ing new technologies in years. Dubbed shared
computing, the technology allows companies to
harness the processing power in every computer
at all times and to combine it to crunch big
computing tasks that before required expensive
supercomputers.

There is a problem here, and it involves USA Today’s
use of the word “latest” in the phrase “high tech’s latest
bright idea.” There is an implicit requirement imposed
upon technology writers that they write articles about break-
through ideas. This is because newspapers and magazines
don’t usually publish articles unless they involve a “break-
through” or the “latest bright idea.” This is despite the
fact that all good technology writers know that technology
can take years to be adopted by the marketplace. For ex-
ample, more than eight years before the USA Today article,
Business Week reported about a project that I was involved
with using almost exactly the same words:

Have a major problem that demands a super-
computer, but limited funds? ... Build a “vir-
tual supercomputer” ... [by linking] a bunch of
workstations...

In the 1993 grant proposal to the National Science Foun-
dation to fund this project, a variety of prior and related
research was cited stretching back to the late 1970’s. There
were two basic ideas: The first idea was that a bunch of
computers in one location on a common local area network
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could work together on a common task. This is the idea
of a cluster computing. Later, instead of a standard local
area network, other more specialized techniques were also
used to connect the computers and form a cluster.

The second idea was that geographically distributed
computers from different administrative domains could also
be linked together to create clusters of clusters or what were
sometimes called meta-clusters. About five years later, in
1999, the idea of meta-clusters began to take off in a se-
rious way as several supercomputing centers began to link
their supercomputers together in what became known at
that time as grids.

There were two types of clusters deployed. The first
type were dedicated clusters that were devoted entirely to
forming a virtual supercomputer. There were also clusters
that used what was sometimes called “cycle stealing.” With
cycle stealing, computers could also be used for individu-
als for their standard work, and either at night when the
computers were not being used, or at other times when the
computers were idle, the computers would be incorporated
automatically into the virtual supercomputer.

Several start ups tried to commercialize cluster com-
puting in the early 1990’s without much success. Several
years later, in the late 1990’s several companies tried to
commercialize grid computing without much better luck.
On the other hand, a company called Platform Computing
that was around with related technology in the early 1990’s
has found a nice niche marketing cluster and grid technol-
ogy, and, some of the larger companies such as IBM, Sun,
and HP incorporate cluster and grid technology in their
offerings.

More recently, cluster and grid computing have been
reinvigorated by what is called cloud computing. With one
type of cloud computing (sometimes called hosted clouds),
clusters at the scale of data centers are operated by third
parties, and computing is provided as a utility in the sense
that you can get as little or as much as you need, and you
pay for it by the slice. This greatly simplifies the delivery
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of cluster-based computing services and has made it easier
for companies to adopt this technology.

Cloud computing was the cover story for the December
13, 2007 issue of Business Week and was described as “[as] a
fundamental shift in how we handle information” [7], and in
a later article by Business Week as “a major shift in the way
companies obtain software and computing capacity [71].”

To summarize, the adoption of cluster computing by
the marketplace took about two decades and went through
several name changes and a few different business models.
Throughout this process, vendors supplying cluster tech-
nology entered and left the marketplace. The adoption of
cluster technology is fairly typical. It is usually quite dif-
ficult to predict which vendors supplying a technology will
survive, but relatively easy to predict which technologies
will survive.

4.7 Context

Context is one of the four basic forces introduced in Sec-
tion 4.1 determining how long a new technology takes to
reach Main Street (the “C” in RCMP). Context from this
viewpoint includes three different but related aspects:

• Complexity. Some technologies are intrinsically more
complex than others. Sending a message by email is
simply not as complex as analyzing the digital data
produced by a million customers and then using this
analysis to improve a company’s direct marketing.
Also, the more complex a technology, the more de-
cision makers in an organization are involved, and
hence the more complex the sales cycle.

• Lock-in. Lock-in describes strategies employed by
vendors to make it more difficult to switch to the
technology offered by another vendor, as well as the
implicit lock-in provided by a large base of users, who
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are generally reluctant to switch to another technol-
ogy, even if it is better.

• Standards. Over the years, standards have played a
more and more important role in the commoditiza-
tion of technology. New technologies that leverage
existing and emerging standards tend to be adopted
more quickly.

In this section, we will describe each of the aspects of
context in more detail, beginning with complexity.

Complexity. Perhaps the simplest way to think about
complexity is that it is the underlying reason that so many
technology projects fail. Here is my list of the top three
ways in which complexity causes to technology projects to
fail.

Reason 1 - It’s is the people. The first reason is that a
lot digital computing is simply too complicated for most
people to use. Making the situation worse is the fact that
most people who develop technology are pretty happy with
the technology they develop, but pretty disappointed in
the people who use it. The reason is that technology must
be extremely well designed in order for people to use it
effectively, and, unfortunately, most technology is not this
well designed. Given the choice of blaming the technology
or blaming the users, most developers find it much easier
to blame the users and not to change the technology.

Reason 2 - It’s the project. Deploying a new technology
is a complex project. All complex projects are challenging
for reasons having nothing to do with technology. Under-
standing this is as simple as thinking back to the last time
you went to a large dinner party. Usually, there is a dis-
cussion about the problems someone is having remodeling
their kitchen. The project is inevitably behind schedule.
Moreover, there are always problems with the contractors
and there are always surprises.

But think for a moment about this. Most people who
remodel their kitchen have used an earlier kitchen for many
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years, have spent lots of time in other peoples’ kitchens,
have had many discussions with their friends about their
friends problems remodeling their kitchens, and then act
surprised that their particular remodeling project is behind
schedule, over budget, and likely to be disappointing when
completed.

Compare this to a technical project. Many technical
projects provide new capabilities and those running the
project often have little prior experience that is directly rel-
evant. At the same time, technology projects share all the
structural and organizational characteristics of any com-
plex project, such as remodeling a kitchen. One should not
be surprised that technology projects end up behind sched-
ule, over budget, and with disappointing outcomes, just like
remodeling a kitchen.

Reason 3 - It’s the integration. Typically an IT system has
been built over a period of years, by a number of people,
through a large number of iterations. In general, no one
likes the system. The only thing it has going for it is that
it works. This is not to be underestimated. Its replacement
is likely not to work.

The reason it works is sometimes a bit subtle. Through
a series of iterations over years, the system gradually be-
comes better and better integrated with upstream systems
and processes that feed it and with downstream systems
and processes that it feeds. Say the system is one that
processes direct mail campaigns and that it was built ten
years ago. Assume that it takes an hour to prepare a cam-
paign and the response rate of the campaign is 2.5% on
average. Assume that the new system promises to prepare
campaigns in 20 minutes and to get response rates of 3.0%.

The difficulty is the work required to integrate the new
system into the organization. The correct data must be fed
in, and the outputs must be integrated with the required
downstream systems. The prior work that integrated the
old system into the required upstream and downstream sys-
tems is likely to have been done by folks who have long ago
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left the organization. The current staff often have not done
an integration like this before and are already behind sched-
ule in other projects that are much less challenging and
threatening. The result is what you would expect: many
technology projects fail.

Lock-In or the Tyranny of Vendors and Users. One
of the more interesting battles in technology is the battle
between vendors to lock their customers into a technology
and thereby guarantee a long-term revenue stream, and
their customers’ desire to be able to switch vendors and
technologies.

To phrase it more dramatically, the emergence of a new,
and sometimes better, technology is thwarted by both the
tyranny of the installed user base, who generally just want
to be left alone, and the greed of the vendors, who are
pursuing lock-in strategies designed to make it difficult for
a user to switch a technology once it is deployed.

Once a technology reaches Main Street, it is usually so
inexpensive that it lingers for quite a while, even if new
technologies are much more efficient. For example, the In-
ternet still has not eliminated the fax. As Odlyzko notes,
“efficiency often plays a minor role when relatively inex-
pensive goods or services are involved [116].”

Contributing to lock-in is the cost of switching to a new
technology, which can be very expensive. Here are some of
the costs that may be involved:

• Search costs. Finding a new technology can often
involve direct costs for searching for the technology.
Most companies cannot switch to a new technology
without a very large number of meetings. Just the
coffee and donuts for the meetings begin to add up
after a while. Complex projects usually involve pilot
projects, which themselves can sometimes be expen-
sive.

• Contractual commitments. Vendors try to negotiate
long-term contracts. Getting out of a contract can be
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expensive.

• Capital costs. New technology can require new equip-
ment. As a simple example, for many home users a
new version of Microsoft Windows generally requires
either a new computer or many free weekends and
lots of coffee.

• Training. Learning new systems involves direct costs
for training and indirect costs for lost productivity
during the transition period.

• Migrating data. Moving data from one format to an-
other and from one system to another can be very
expensive.

• Integrating new suppliers. Transition to new tech-
nologies sometimes requires new suppliers. Integrat-
ing new suppliers can sometimes be complex.

Standards and the Hope They Provide. When some-
one hears the word “standard” today, they often think of
software standards such as HTML, HTTP, XML, etc. Stan-
dards, though, have always played a critical role in the
adoption of new technology. A good way to understand
the importance of information technology standards is to
look at automotive standards and railroad standards.

The first Ford Model T was produced in 1908. Prior to
that, cars were custom built by hand for the wealthy. In the
first year of production, more than 10,000 model T’s were
sold for $950 each. In 1914, Ford sold more than 308,000
cars, which was more than the other 290 some automobile
manufacturers combined. In 1915, he lowered the price to
$280 and sold a million cars. The first Ford Model T took
over 12 hours to assemble. By 1913, the time had been
reduced to 1 hour and 33 minutes [19].

Ford introduced the production line to lower the cost of
assembling cars. The Ford production line for the Model T
consisted of a moving conveyor belt and different stations,
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where workmen repeated the same assembly task. This re-
quired parts which were precisely manufactured according
to standards and were interchangeable.

To illustrate this approach, Henry M. Leland, the founder
of Cadillac Motors, organized a demonstration of the British
Royal Automobile Club in 1908. In the demonstration,
three Cadillac cars were disassembled and the parts were
mixed together. Then 89 parts were removed at random
and replaced with parts from inventory. The cars were
then were assembled and driven 500 miles without a prob-
lem [19].

The same basic ideas are at the root of the commodi-
tization of the mainframe computer during the first era of
computing and the PC during the second era of computing.
Today, a PC can be assembled relatively easily by putting
together standard motherboards, CPUs, disk drives, mem-
ory, and an operating system.

In contrast, the third era of computing is essentially
controlled by communication standards, which can be viewed
as broadly analogous to railroad standards. The gauge of
a railroad is the distance between the inside faces of the
two track. The most common gauge today is 4 feet 8 1/2
inches or 1435 millimeters, which was introduced sometime
between 1822 and 1825 [24]. Without a standard, railroad
service would be fragmented and limited to tracks of a
single operating entity. The same is true of communica-
tion networks. The more networks that are interconnected,
the more interesting and useful the network. This depends
upon running a common set of communication protocols,
such as the TCP/IP protocols described in Chapter 2.

The standards associated with the fourth era of com-
puting are somewhat different and perhaps best thought of
as broadly analogous to the Generally Accepted Account-
ing Practices (GAAP) used by accountants. In theory, two
different accountants faced with the same books of a com-
pany and working independently and both following GAAP
would come up with the same balance sheet, income state-
ment, and cash flow statement. Of course, in practice this is
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not the case, but that is the goal. Web services are similar.

4.8 Case Study: Relational Databases

The technology adoption cycle can be seen quite clearly in
the adoption of relational databases. A relational database
is a software application that views data as a collection of
rows and columns and provides mechanisms for creating ta-
bles of data, querying tables of data, and updating tables
of data. Today the majority of business data is stored in
relational databases, and, by and large, business are better
off doing this than not doing this. The adoption of rela-
tional databases, though, was a process that took several
decades.

At the beginning of the 1960’s, many mainframe busi-
ness applications could be viewed as processing data records
by applying certain business rules. For example, a payroll
application might read a record containing the number of
hours an employee worked, read another record containing
the hourly rate for the employee, read another record con-
taining the employee’s department, and use this informa-
tion to prepare a check for the employee and address it to
his department for delivery. The business rules would spec-
ify that the number of hours should be multiplied by the
hourly rate to determine the gross payroll and then specify
how to calculate the size of the deductions for federal taxes,
state taxes, local taxes, health benefits, retirement deduc-
tions, etc. For large companies, this was a major advance
over manual systems for payroll.

If an employee was promoted and moved to another
department, one record containing the employee’s hourly
rate and one record containing the employee’s department
could be updated and the next payroll run would create
a pay check with the correct salary and deliver it to the
correct department.

As more and more payroll and similar back office sys-
tems were built, software engineers began to realize that
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the software code for working with records had certain com-
mon functions, including: 1) functions for creating tables;
2) functions for reading tables; 3) functions for updating
tables; 4) functions for joining two tables together to pro-
duce a third table. These properties became the core of a
relational database.

The conceptual framework for databases based upon
tables containing data records and using joins to produce
richer tables was described in a seminal paper by Edgar
(Ted) Codd with the title “A Relational Model of Data
for Large Shared Data Banks,” which appeared in 1970.
Databases following the principles described in the paper
became known as relational databases. Codd worked at
IBM Research in Almaden, California at the time.

In the early 1970’s, basic research and applied research
was done in this area by two groups: the Ingres Project
at Berkeley and the System R project at IBM. The Ingres
Project resulted directly or indirectly in several commer-
cial databases including Sybase’s DBMS, Microsoft’s SQL
Server, Tandem’s NonStop SQL, and Informix’s DMBS.
The System R project at IBM led to IBM’s DB2 database.

Prior to relational databases, business data was stored
either in custom applications or in what were called hier-
archical or navigational databases. Querying these earlier
types of databases required a skilled programmer, several
lines of code, and knowledge of how the data was physically
laid out on the disk. Later, relational databases came along
with a language called SQL. Querying data could be done
with a single statement in SQL.

The difference between navigational and relational data-
bases can be thought of in the following way: with naviga-
tional databases you have to know where the data is in the
same way that you have to know where the data is on your
hard disk if you want to point and click through a sequence
of folders to get there. With relational databases, you can
access data by providing certain information to a database
query in the same way that with a search engine you can
access documents by providing key words to a search engine
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query. There is an important difference though: search en-
gine queries are easy to write, while database queries are
much harder to write.

Although writing SQL queries is complex, it is signifi-
cantly easier than writing queries for hierarchical and nav-
igational databases. In the 1990’s, graphical front ends to
relational databases became common, making it even easier
for casual users to extract information from databases. De-
veloping a query language with this type of power was one
of the main motivations for the IBM researchers working
on what became System R.

In the early 1980’s, first generation vendors of rela-
tional databases included Ingres (a commercialization of
the project at Berkeley), Sybase and Britton-Lee. The con-
ventional wisdom of industry pundits was that relational
databases were of interest to academics and useful for cer-
tain niche applications, but navigational databases, which
were more scalable and had higher performance, were bet-
ter suited for most serious commercial applications. Pun-
dits recommended using an older technology called data
dictionaries instead of relational databases as being the best
way to integrate data into applications. During this period,
twenty to thirty database transactions per second were pos-
sible on IBM 3084 processors [10]

By the beginning of the 1990’s, twenty years after Codd’s
paper, the commercialization of relational databases was
well along: relational databases could support hundreds of
transactions per second and work with gigabytes of data.
There were a variety of vendors providing relational data-
bases including Oracle, IBM, and Sybase. Applied research
began to shift to other topics, for example developing more
specialized databases, such as databases for spatial data,
image data, and scientific and engineering data.

In 2001, thirty years after Codd’s paper, Yahoo replaced
a proprietary home built system for assembling content
such as headlines, stock charts and insider trading on its fi-
nancial web pages, with MySQL, an open source relational
database [75].
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This case study illustrates some of the main themes in
this book. First, the adoption of a new technology usually
takes several decades. In this case, there was a span of
almost thirty years between the first paper describing rela-
tional databases and their commoditization by open source
relational databases such as MySQL. Second, among ex-
perts there was general agreement relatively quickly that
relational database technology was an important core tech-
nology. Third, predicting which vendor of this technology
would survive was beyond the pundits. Of the early vendors
of database technology, only IBM has remained a significant
market force. Fourth, in this span of thirty years, there has
been plenty of clutter: There have been a few, but rela-
tively few new ideas about relational databases, but there
have been hundreds of academic papers about them, and
thousands of more popular articles.

4.9 The Pain and Pleasure of
Technology

A good technology salesperson always tries to understand
the difficulties or, in sales jargon, the pain that potential
customers feel. This is one of the topics discussed in this
section and is the “P” in RCMP. To ease pain caused by
current technology is one of the main reasons people buy
new technology.

Trying to understand why people buy technology may
seem hard. During the year you are reading this, there
will millions of decisions made resulting in the purchase
of technology. In principle, each individual is unique and
each decision to purchase is unique; therefore, it would seem
that predicting the adoption rate of new technology would
be difficult.

In actual fact, probably the opposite is true, and people
purchase new technology for only a handful of reasons:

As a toy. Toys bring pleasure and people like pleasure.
Many decision-makers in technical positions are particu-
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larly susceptible to the pleasure of buying and playing with
new technology. It is often the reason that they worked so
hard to get and to keep their job. The more secure their
position, the more likely they are to tell themselves that
it is their responsibility to try new technology. It is their
duty.

To spend a budget. New projects have budgets and
budgets get spent. Technology gets bought whether it is
needed or not and whether it works or not. One of the
interesting consequences of the Internet bubble was the fol-
lowing. Many new companies were formed and new capital
was infused. New projects got started and technology got
bought. The pace was such that often when visiting a start-
up you would look around and see software costing tens of
thousands of dollars that hadn’t even been taken out of
the box. After the Internet bubble, budgets grew tighter
and it was rare to see unopened software around. On the
other hand, the same philosophy can often be seen today in
marketing budgets. Marketing budgets are designed to be
spent, regardless of whether the company has the discipline
to measure accurately the return on the dollars spent. Of
course it is not always easy to measure the return of mar-
keting dollars: there is a fair amount of truth in the adage
that half an advertising budget is just wasted - the problem
is you never know which half.

To ease pain. In most situations when someone is in pain,
your response is one of sympathy. Not so in technical sales
when pain indicates an opportunity. Pain in this situa-
tion means something is not getting done and someone is
in trouble. For example, customers are complaining that
x doesn’t work. Or the sales manager doesn’t know how
many widgets are getting sold and who is buying them. Or
the CEO doesn’t have nice colorful reports about sales by
region and by product to pass to the board who will file
them with only a glance. The role of a technology com-
pany is to create products and services which, in the ideal
world, result in the easing of these types of pain.
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The early market is dominated by decision-makers who
primarily buy technology for the pleasure it creates. One
of the mysterious facts about the world, which perhaps is
best not to think too deeply about, is that occasionally
new technology works beyond all expectations, and pro-
vides a fundamental advantage to those using it. What this
means is that, from time to time, adopters of technology in
the early market gain a fundamental competitive advantage
over their competitors by deploying a new technology.

This is very similar to winning the lottery. Although
only one person wins a lottery, the word spreads extremely
quickly and everyone who has bought a ticket feels that
his or her purchase is justified. The organization running
the lottery is highly motivated to spread the word. The
media picks up the story since their audience is anxious to
hear this type of story, in order to justify their purchases
of tickets.

Technology success stories in the early market are the
same. Stories about the (rare) successes of new technology
in early markets are widely reported since the technology
media realize that this is exactly the type of stories their
readers want.

Before we end the section, it is useful to describe two
other reasons people make purchases.

To gain a competitive advantage. Well disciplined or-
ganizations purchase technology to gain a competitive ad-
vantage. Although you would expect this to be a common
reason, there are several reasons it is not. First, it is diffi-
cult to choose the right time to deploy new technology. The
earlier a new technology is chosen, the more likely it is to
lead to competitive advantage (since your competitors have
not yet adopted it), but the more likely it is to fail (since
the technology is still immature). Since it is difficult at
most organizations to be associated with projects that may
fail, in general managers push out the adoption of technol-
ogy until it is quite likely to succeed, but less likely to lead
to a competitive advantage.
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Figure 4.1: The argument for moving to a new technology
as prepared by the Director of Marketing of a high tech
company. After the technology is deployed, the company
will be in the upper right quadrant, the place all high tech
companies want to be. One of the jobs of the marketing de-
partment is to select two dimensions (speed and scalability
in this example) so that the company ends up in the upper
right quadrant.

As an aside, most arguments justifying competitive ad-
vantage use quadrant diagrams (see Figure 4.9 for an ex-
ample). For those who haven’t used them, this is how a
quadrant argument goes. The “good” quadrant is the up-
per right and with the right technology a company can
move from one of the “bad” quadrants to the upper right.
Unfortunately, the technology usually doesn’t understand
that this is why it was being deployed and often does not
immediately drive the company to the upper right hand
quadrant. As a consequence, project managers deploying
new technology sometime become demoralized.

As a source of hope. At the beginning of every January,
fitness centers are always full and overflowing. By the be-
ginning of February, they are back to their normal levels.
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The reason is hope. And this is a good reason. For the
same reason, many nice, fancy workout clothes are bought
each year over the holidays and most are worn only once or
twice. Technology is bought for the same reason. Much of
it is never installed. Hope is good though. Without hope,
we would all go back to paper and pencil.

In the end, people make technology purchases and start
technology projects for reasons that are usually not as ra-
tional as they may seem at first. Marketers know this and
design campaigns exploiting this.
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Product Number of Years

Telephones 20

Television 15

Cable Television 10

Cell Phones - Nokia 5

Personal Computers -
IBM

< 3

Internet - AOL < 3

Table 4.4: This table shows the number of years that vari-
ous technologies took to reach Main Street. It is important
to note that most companies never reach Main Street. This
is illustrative of the more general phenomenon that while
predicting breakthroughs is extremely difficult, identifying
breakthroughs is much easier, as is predicting their trajec-
tories, including when they will reach Main Street. On the
other hand, predicting which particular vendors will reach
Main Street is quite hard, and perhaps best modeled as a
random walk. The table is somewhat misleading: in some
sense, most of these technologies took about 10-20 years to
reach Main Street when viewed from the perspective of the
entire technology road map from laboratory to end user.
On the other hand, the time for a particular vendor to
reach 1 Million end users depends very strongly on when
they entered the market. For example, AOL reached a mil-
lion users less than 3 years after it was started in 1985; on
the other hand, that was over 13 years after the first email
was sent in 1972.
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2001 2005 2010 2016

DRAM Half-Pitch
(nanometers)

130 80 45 22

DRAM Memory
Size (megabits or
gigabits)

512M 2G 8G 64G

DRAM Cost/Bit
(microcents)

7.7 1.9 0.34 0.042

Microprocessor
Physical Gate
Length (nanome-
ters)

65 32 18 9

Microprocessor
Speeds (MHz)

1,684 5,173 11,511 28,751

Table 4.5: This table contains some technology predictions
made by the International Technology Roadmap of Semi-
conductors (ITRS) in 2001. They predicted that by 2010
the cost of DRAM memory will decline to 1/20 of the cost
in 2001 and microprocessors will be 10 times faster. By
2016, the cost of DRAM memory will be less than 1/100
of the cost in 2001 and microprocessors will be 15 times
faster.
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Year Event

1961 Charles Bachman at the General Electric Company
develops the Integrated Data Store (IDS), an early
database.

1967 The CODASYL Database Task Group (DBTG) be-
gins work on the Network Database Model.

1968 IBM introduces a database called IMS running on
IBM System/360’s. IMS uses a navigational data
model, but is not compliant with CODASYL data
models being developed at the time.

1970 IBM’s E. F. Codd publishes the first paper describing
relational data models.

1971 The Conference on Data Systems Languages (CODA-
SYL) releases the first report on standards for net-
work databases. CODASYL products are developed
by Eckert-Mauchly Computer Corporation, Honywell
Incorporated, Siemens AG, Digital Equipment Cor-
poration (DEC), and Prime Computer Corporation.

1973 Another prototype relational database project called
Project Ingres is started at Berkeley.

1974 A prototype relational database called System R is
developed by the IBM during 1974–1975. An im-
proved version is developed and tested during 1978–
1979. System R uses the query language SQL, which
eventually becomes an industry standard.

1980 IBM releases SQL/DS, a relational database for main-
frame computers.

1980’s Ingres Corporation, Britton-Lee and Sybase commer-
cialize the technology developed by the Ingres and
System R projects.

1983 ANSI/SPARC survey finds over 100 relational
database implementations.

2002 The open source MySQL database has an estimated
4,000,000 active installations worldwide, and up to
27,000 copies of MySQL are downloaded per day.

Table 4.6: The adoption of the relational database by busi-
nesses took several decades and generated a lot of market
clutter. This table is adopted from [99] and [37].
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4.10 Case Study: Adoption of Linux

This case study is about the adoption of an operating sys-
tem called Linux and begins in 1991, when a Finnish stu-
dent named Linus Torvalds wrote the following email mes-
sage asking readers of the newsgroup comp.os.miunx what
features they would like to see in a new free operating sys-
tem.

From: torvalds@klaava.Helsinki.FI (Linus Benedict Torvalds)

Newsgroups: comp.os.minix

Subject: What would you like to see most in minix?

Summary: small poll for my new operating system

Message-ID: <1991Aug25.205708.9541@klaava.Helsinki.FI>

Date: 25 Aug 91 20:57:08 GMT

Organization: University of Helsinki

Hello everybody out there using minix - I’m doing a (free)

operating system (just a hobby, won’t be big and

professional like gnu) for 386(486) AT clones. This has

been brewing since April, and is starting to get ready.

I’d like any feedback on things people like/dislike in

minix, as my OS resembles it somewhat (same physical

layout of the file-system (due to practical reasons)

among other things).

I’ve currently ported bash(1.08) and gcc(1.40), and

things seem to work. This implies that I’ll get

something practical within a few months, and I’d

like to know what features most people would want.

Any suggestions are welcome, but I won’t promise

I’ll implement them :-)

Linus (torvalds@kruuna.helsinki.fi)

PS. Yes - it’s free of any minix code, and it has a

multi-threaded fs. It is NOT protable [sic] (uses 386

task switching etc), and it probably never will support

anything other than AT-harddisks, as that’s all I have :-(.

The first release of Linux was in 1991 and within five
years there were over 1,000,000 users.
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Year Version Est.
Number
Users

Est. SLOC

1991 0.01 100 10,000

1992 0.96 1000 40,000

1993 0.99 20,000 100,000

1994 1.0 100,000 170,000

1995 1.2 500,000 250,000

1996 2.0 1,500,000 400,000

1997 2.1 3,500,000 800,000

1998 2.1.110 7,500,000 1,500,000

2000 RedHat 6.2 NA 1,500,000/17,000,000

2001 RedHat 7.1 NA 2,400,000/30,000,000

Table 4.7: The early growth of Linux. The estimate for
the number of lines of source code for period 1991-1998 are
for the entire distribution, while the estimates for 2000 and
2001 are for only the Linux kernel, as well as for the entire
distribution. Sources: [86], [156], and [157].

This is amazing for several reasons. The first release
of Linux was written by a student and later versions (to
this day) are written by a community of volunteers. Linux
is an example of what today is usually called open source
software, since the operating system (and its source code)
can be downloaded free of charge. Linux was able to reach
1,000,000 end users and Main Street in less than five years
despite some significant disadvantages: 1) it competed against
operating systems developed and maintained by professional
engineers working at Microsoft and Sun Microsystems; 2)
it had essentially no marketing budget and could not hire
expensive consultants to help it reach Main Street; and 3)
several vendors launched campaigns to discredit it and open
source software in general.

The Mythical Man-Month. A good question to ask is
why does the open source software movement works at all?
Although most open source software projects involve just
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a few programmers, larger ones, such as the development
of Linux, involve hundreds of programmers, all of whom
are volunteering. Any large software project is quite chal-
lenging; until the success of Linux, few people would have
predicted that a software project as complex as the devel-
opment of an operating system could be completed by a
team of volunteers.

The basic problem is a fundamental one: adding more
programmers typically slows down large projects. This is
because adding three times as many programmers produces
three times as much code but usually creates more than
three times as many interfaces in the code, and interfaces
are often associated with software bugs.

Here is a simple example to explain the basic issue (in
practice the issue is not quite this simple). Assume that
each day, a programmer produces 500 lines of code con-
taining 5 functions of 100 lines each. Assume that the
5 functions developed by that programmer work well to-
gether. But now, that programmer may find herself using
the five functions of a second programmer, as well as five
functions of a third programmer to complete certain tasks.
This produces five times five times five or 125 combinations
to check for errors, possibly subtle ones.

In this sense, although the amount of code increases
linearly with the number of programmers, the number of
interfaces, and hence places for possible bugs, grows ge-
ometrically. This is a well recognized problem and was
explained carefully over twenty years ago in a class book
called the Mythical Man-Month [Brooks:1995].

The term “mythical man-month” comes from the fol-
lowing observation. It is tempting to estimate project sizes
as follows. Estimate the number of lines of code in the final
project. Divide by the number of lines that each software
engineer can code each month to get the number of person-
months required. This almost never works since doubling
the number of software engineers can easily increase the
amount of time required to complete the project for the
reason above.
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Successful open source projects share a number of char-
acteristics, including some of the following:

• Successful open source projects typically con-
tain small, well designed cores. The small core
is written by just a few programmers, perhaps one,
and the rest of the system, perhaps millions of lines,
interfaces to it with simple, well-defined interfaces. Of
course, this approach is often also used by companies
that develop software.

• Open source software is often written by pro-
fessional programmers. Although open source
software can be obtained without charge, open source
software is often written by professional software en-
gineers. This occurs for several reasons: first, profes-
sional software engineers like writing code and espe-
cially like writing code that is elegant, important, and
widely used. The right open source projects give them
an opportunity to do this. Second, some companies
today have business models that charge for services
that are based in part upon open source software. For
example, a database consultant can charge for setting
up and maintaining a complex database that is built
using the open source database MySQL and the open
source web application development system PHP. If
the success of his project requires helping fix a bug
in MySQL or developing a small extension to PHP,
then he is often happy to help.

• Extensive testing. Software is buggy. There is
no way around this. The benefit of open source de-
velopment is that there are large number of software
engineers available to test and debug the code on a
wide variety of systems in a wide variety of configu-
rations. Bugs get identified quickly and fixed quickly.



Chapter 5

The Era of Data

5.1 Introduction

Big Data is a Big Deal

Tom Kalil, White House Office of Science and Technology
Policy, March 29, 2012

The world’s total yearly production of print, film, optical,
and magnetic content would require roughly 1.5 billion
gigabytes of storage. This is the equivalent of 250
megabytes per person for each man, woman, and child on
earth.

Peter Lyman and Hal R. Varian, How Much Information,
2000

This chapter is about the fifth era of computing — the
era of data. For a quick overview of the first four eras of
computing, see Table 1.2 in Chapter 1. Since we are just
beginning the fourth era of computing, the era of devices,
writing about the next era with any specificity is not so
easy.

161
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5.2 Thinking about Big Data

Digital data is measured in bytes. A byte is enough storage
to store a number in the range 0 – 255. A kilobyte (KB) is
a thousand bytes, a megabyte (MB) is a million bytes, and
a gigabyte (GB) is a billion bytes. A single page of text
(without any graphics or images) can be stored in a few
KB, a MP3 song in a few MB, and a DVD quality movie
in a few GB.

A terabyte (TB) is a trillion bytes and this is a good
unit to think about text information. A terabyte is the
same thing as one thousand gigabytes or one million mega-
bytes or one billion kilobytes. Around 2000, a study that
we will discuss in more detail in the next section, estimated
that all printed material available comprised approximately
200,000 terabytes. At that time, terabyte sized datasets
were rare.

Thinking about terabytes takes a little bit of practice.
A single page of plain ASCII text is about 2–3 kilobytes, but
we rarely see plain ASCII text anymore. The same amount
of text in Microsoft Word is about 100 KB. Adding a few
images can increase the size to a few MB. On the other
hand, scanning a page can reduce this to about 50 KB.

Assuming that a four drawer file cabinet contains enough
space for about 10,000 pages and that each page requires
about 50KB to store it, means that two file cabinets can
hold about 1 GB of data, while 2,000 file cabinets can hold
about 1 TB of data.

For many years, large corporations have managed thou-
sands of file cabinets. On the other hand, until about a
decade ago, spinning a TB of disk was expensive and the
software required to manage it was primitive. For example
in 1994, a TB of disk cost about one million dollars. By
Johnson’s law this has decreased dramatically over the past
decade. In 2003, a TB of disk cost about $3000, in 2008, it
cost $250, and in 2011, you could buy a 2 TB disk for $100.

On the other hand, just because our laptops now store
terabytes of data does not mean we have a good under-



5.2 Thinking about Big Data 163

standing of how to manage, search, explore, or analyze that
much data.

Over the past decade or so, datasets that are terabyte
size or larger have become common. This is partly due to
the fact that over the past decade text data has become a
smaller and smaller fraction of the digital data that is pro-
duced each year. Billions of sensors and other digital de-
vices (think of phones that constantly broadcast where they
are) now produce streams of data, and thousands of differ-
ent scientific instruments produce terabyte size datasets on
a daily basis. Digital data is everywhere, and people can
easily carry terabytes of data in their pockets. We entering
the era of big data.

Today, talking about big data requires units larger than
terabytes. A petabyte (PB) is one thousand terabytes; an
exabyte (EB) is one million terabytes; and a zettabyte (ZB)
is billion terabytes.

In 2009, Marissa Mayer, who was the Vice President for
Search Products & User Experience at Google gave a talk
at Xerox PARC in Palo Alto California and she estimated
that in 2002 there were about 5 exabytes of data online. She
also estimated that this had grown to about 282 exabytes
by 2009, the time of her talk.

When thinking about big data, I have found the fol-
lowing rule of thumb to be helpful: The amount of data
that big data facilities manage increases by a factor of ap-
proximately 1000 per decade as Table 5.1 shows. Also, the
total amount of online data is probably approximately 1000
times larger than that. This rule of thumb has held true
for the last twenty years or so.

For example, in 1996 I worked on a big data project that
spun a few terabytes of disk, which was a very large amount
then. The amount of online data was estimated to be mea-
sured in petabytes at that time. A little over a decade later,
big data facilities managed petabytes of data and Mayer es-
timated the amount of online data in the world in the hun-
dreds of exabytes. If we assume that growth will continue
at approximately this rate, then over the next decade, big
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Data in big data facilities

Period Amount

1990–2000 Terabytes

2000–2010 Petabytes

2010–2020 Exabytes

World wide production of data

Period Amount

1990–2000 Petabytes

2000–2010 Exabytes

2010–2020 Zettabytes

Table 5.1: The amount of data managed by big data fa-
cilities and the approximate amount of online data in the
world.

data facilities will manage exabytes of data and the world
wide production of data will be measured in zetabytes.

In practice, engineers managing big data today no longer
speak in terms of terabytes and petabytes. Instead they
speak in terms of megawatts (MW). For example, an en-
gineer might say that she works at a 15 MW data center
that manages hundreds of petabytes of data.

5.3 The Commoditization of Data

The amount of new data produced each year is rapidly
growing, but estimating exactly how much new data is pro-
duced each year is not straightforward. A good analysis
was done by a research group led by Peter Lyman and Hal
Varian at the School of Information Management and Sys-
tems at the University of California at Berkeley in 2000
[81]. Although outdated now, it is still very informative.
The study clearly showed that by 2000 data was becoming
commoditized.

Interestingly, the study was supported by EMC, a ven-
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Scale Examples Comments

Kilobytes
(1955–1965)

Econometric
models

Computerized economet-
ric models work with kilo-
bytes of data.

Megabytes
(1965–1985)

US Census Individual records from
the US Census are aggre-
gated into data files which
are megabytes in size.

Gigabytes
(1990–2000)

Human genome The human genome is
about 4 gigabytes.

Terabytes
(1995–2015)

Sloan Digital
Sky Survey

Scientific instruments can
produce terabytes of data.
For example, the Sloan
Digital Sky Survey (data
release 1) was a 2.5 ter-
abyte size atlas of the sky.

Petabytes
(2005-2025)

Climate simula-
tions

Numerical simulations of
global warming can pro-
duce petabytes of data.

Table 5.2: This table shows the approximate size of a data
set that could be analyzed using the technology from the
five different eras of computing that are described in Chap-
ter 1. As the table shows, the scale of the data we can
store, analyze, and use as a basis for discovery and decision
support has increased by a factor of over a trillion in less
than fifty years.
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dor of storage solutions. Table 5.3 summarizes some of their
estimates for the amount of new data produced around the
time the report was written.

Here are some of the conclusions from their study [81]:

• Between 1,000,000 and 2,000,000 terabytes of new in-
formation was generated in 1999.

• This information was stored primarily on print, film,
magnetic, and optical media. The majority was stored
on hard disks (a magnetic media).

• The majority of new data is born digital these days
and not in analog format (such as print and film).

• Approximately three times as much new information
(or between 3,000,000–6,000,000 terabytes of data )
consists of information flows and streams through elec-
tronic channels such as telephones, instant messaging,
radio, and TV.

We close this section with two important remarks.

First, it is important to note that Table 5.3 assumes the
data is compressed. For example, the study estimates that
somewhere between 1 TB and 8 TB are required to store in
a digital format all the new books that are published each
year. Approximately a million books are published each
year [81]. Scanning the books at 600 dots per inch yields
about 40 MB per book, which can be compressed to about
8 MB, and which represents approximately 1 MB of text.
This gives an estimate of 40 TB of scanned data, 8 TB
of compressed data, and 1 TB of text data. Viewed from
another perspective, in the year 2000 when the study was
published, you could build a digital library for your home
office consisting of twelve 80 GB disks, requiring less space
than a small boombox, and costing less than $3000, that
could store the text for all the books published that year.
Of course, by the time you read this, as a consequence of
Johnson’s law, the cost will be much less.
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Storage
Medium

Type of Con-
tent

TB/Year,
Upper
Estimate

TB/Year,
Lower
Estimate

Growth
Rate,
percent

Paper

Books 8 1 2
Newspapers 25 2 -2
Periodicals 12 1 2
Office docu-
ments

195 19 2

Subtotal: 240 23 2

Film

Photographs 410,000 41,000 5
Cinema 16 16 3
X-Rays 17,200 17,200 2
Subtotal: 427,216 58,216 4

Optical

Music CDs 58 6 3
Data CDs 3 3 2
DVDs 22 22 100
Subtotal: 83 31 70

Magnetic

Camcorder
Tape

300,000 300,000 5

PC Disk
Drives

766,000 7,660 100

Departmental
Servers

460,000 161,000 100

Enterprise
Servers

167,000 108,550 100

Subtotal: 1,693,000 577,210 55

TOTAL: 2,120,539 635,480 50

Table 5.3: This table contain estimates of the worldwide
production of original content in 1999 that is stored digi-
tally, measured in terabytes. The assumption is that the
data is compressed. Source: Peter Lyman and Hal R. Var-
ian, How Much Information, 2000.



168 The Era of Data

Second, the transition from analog data (such as analog
photographs) to digital data (such as digital photographs)
comes with certain trade-offs.

In 2006, Nikon, one of the leading manufacturers of film
cameras for the past few decades, announced that it would
stop manufacturing most of its film cameras and instead
concentrate on manufacturing digital cameras [108]. Not
everyone is happy with this transition: analog film gener-
ally has higher resolution and analog cameras can last for
decades, while for many owners, it is a challenge to keep a
digital camera working for two years. On the other hand,
digital photographs are very easy to share with others by
email and to publish on the web.

An important open question though is how many digi-
tal images taken today will be around in 20 years. Taking
photographs using an analog camera, printing them on high
quality paper, and storing then in a shoe box was a very
safe way to preserve photographs for decades. Taking pho-
tographs using a digital camera, publishing them on a web
site, and storing them on your home PC, may not be a safe
way to preserve photographs for even five years.

5.4 The Data Gap

Unfortunately, although the amount of data produced each
year is growing very rapidly, the number of people who have
the proper training to analyze this data is essentially con-
stant. For example, as Table 5.4 shows, the number of new
Ph.D.’s who graduate each has been essentially constant.
What this means is that there is a growing gap — the data
gap between the amount of data available and our collective
ability to analyze it.

There are only three possibilities:

1. We ignore more and more data. In large part, this is
what is taking place.

2. We develop new technologies to automate in part our
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ability to analyze data and extract useful information
from it. To some degree, this is in fact taking place.

3. We have no problem, because the people who analyze
data are much smarter and more efficient than they
were ten years ago. Some of my friends who analyze
data tell me that this is the case and that therefore
their salaries should be about 10–1000 times higher
than they were ten years ago to keep pace with their
new abilities. Other people I know are more skeptical.

One of the fundamental challenges for the Fifth Era of
Computing is to reduce this data gap. For perhaps the first
time in human history, data is now becoming a commodity.
It joins hardware cycles, computer software, and network
bandwidth as a component of our technical infrastructure
that has been commoditized.

To put this into some perspective, Darwin spent 17
years collecting one of the data sets for his monograph Ori-
gin of the Species. This data set consisted of a few hundred
observations (KB of data). In practice the data was avail-
able only to him and his close collaborators and had to be
copied by hand. Today, a scientist can access Gigabytes of
other scientists’ data within minutes, even if that data is
located half way around the world. Viewed from one per-
spective, scientists today can access data sets that are at
least 1,000,000 times larger (GB vs KB), in time frames
that are at least 10,000 times faster (in the 19th century a
messenger on a horse would require approximately 20 days
or 28,800 minutes to travel a thousand miles vs just a few
minutes to transfer a GB of data today over a high perfor-
mance network). From this perspective, one is tempted to
either raise one’s opinion of scientists in the 19th century
or to lower one’s opinion of scientists in the 21th century.

Although we are no longer starved for data, the problem
today is that we lack the tools and technologies that would
enable us to extract useful information from even a small
fraction of the available data.
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Year Number
New Ph.Ds

1990 22,868

1991 24,023

1992 24,675

1993 25,443

1994 26,205

1995 26,536

1996 27,241

1997 27,232

1998 27,278

1999 25,933

2000 25,966

2001 25,548

2002 24,588

2003 25,289

2004 26,275

Table 5.4: The total number of new Ph.Ds in science and
engineering awarded in the US each year. The number is
essentially constant, and yet the amount of new data pro-
duced each year is growing exponentially. This gap means
that most data today is being ignored. Source: US National
Science Foundation, Division of Science Resources Studies,
Survey of Earned Doctorates [103].
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We close this section by looking at the commoditization
of data from another perspective, which is the emergence
of community and personal digital libraries that contain in
an easily accessible digital format significant portions of all
the information that our civilization has ever produced.

For example, Google is partnering with Harvard Univer-
sity, Oxford University, Stanford University, the University
of Michigan and the New York Public Library to build a
digital library containing scanned images of all the books
in their holdings.

As another example, as the table below shows, for less
than one thousand dollars, an individual can put together a
personal digital library consisting of several hard disks that
can store enough books, images, and audio recordings for
a lifetime, and enough video recordings to fill a few hours
of each day.

What this means is that, if so inclined, for the first time
in human history, an individual can carry the Bible, the
works of Shakespeare, classic Greek literature, and thou-
sands of other works of literature and art on a memory
stick about the size of your key chain that can easily fit
into your pocket or get lost in your purse.

These are all examples of the commoditization of data
and information. There is no reason to expect that the
impact will be any less than the impact of the commoditi-
zation of time in the 18th century or the commoditization
of processing power in the 20th century.

To summarize, in the Data Era, data is a commodity,
but extracting useful information from the data is a bottle-
neck.
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5.5 Extracting Knowledge from Data

The goal of statistics is insight, not computation.

Traditional

A mathematician, a physicist, and an engineer were
traveling through Scotland when they saw a black sheep
through the window of the train. “Aha,” says the
engineer, “I see that Scottish sheep are black.” “Hmm,”
says the physicist, “You mean that some Scottish sheep
are black.” “No,” says the mathematician, “All we know
is that there is at least one sheep in Scotland, and that at
least one side of that one sheep is black!”

Traditional

For most of us, data is not an end in itself, but rather a
mechanism to gain knowledge about the world around us.
From the perspective of science, knowledge about the world
comes from only a handful of mechanisms:

• Theory. Arguably, the oldest way that we have gained
knowledge about the world has been through theoret-
ical insights. A theory in this context refers to knowl-
edge gained by starting with axioms and definitions
and proving theorems. One of the best examples of
this type of knowledge are the propositions and theo-
rems in Euclid’s Elements. For example, Proposition
6 of Book 1 states: “If in a triangle two angles equal
one another, then the sides opposite the equal angles
also equal one another.” This is just as true now as
when it was written over 2000 years ago.

• Experiment. An important change took place with
the scientific revolution that occurred in the 17th cen-
tury. From this time forward, knowledge gained from
experiments became the basis for our understanding
of the world. For example, Galileo’s experimental
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observations of the positions of the planets began a
process that eventually replaced the Ptolemaic view
of the world, in which the planets orbited the earth,
with the Copernican view, in which the planets orbit
the sun.

• Simulation. The idea of simulation is that complex
physical processes can be simulated on computers and
knowledge can be gained by an analysis of these sim-
ulations. One of the early uses of this technology oc-
curred in the Manhattan Project during World War II
when the mathematicians Stanislaw Ulam and Nico-
las Metropolis used the technique to study nuclear
fission. An important contemporary use of simula-
tion is to study global warming. Since surface tem-
perature records only go back about 150 years, and
since society is producing carbon dioxide and other
gases in unprecedented amounts, simulation is a very
important tool to study the impact of these gases on
future surface temperatures.

• Data Mining. Today, the large amounts of data
that are available from repositories, databases, and
other sources, enable new knowledge to be created
directly by looking for patterns in already collected
data, without having to do new experiments or simu-
lations. For example, GenBank is a publicly available
online database maintained by the US National Insti-
tute of Health [8]. In 2008, it contained over 85 billion
nucleotide base pairs from over 260,000 different or-
ganisms and was doubling in size approximately every
14 months. Discoveries can be made by the analysis of
this data and by comparing this data to other public
and private databases. There is no agreed upon name
yet for obtaining knowledge in this way; in addition to
the term data mining, the terms knowledge discovery
from databases (KDD) and data-driven (DDD) dis-
covery are also used.
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Note that the last two mechanisms are both quite re-
cent, while the experimental method is only several hundred
years old.

Theory. Pythagoras made the discovery that some num-
bers are fundamentally different than other numbers in the
sense that they couldn’t be represented either by integers
or by the ratio of two integers.

Today, we use the term rational numbers to include
these two types of numbers; that, is, numbers that are ei-
ther integers or the number formed when one integer is
divided by another integer, such as 1/2 or 1/3. If a number
is not rational, it is called irrational.

Another basic property of numbers concerns divisors.
Some numbers have no divisors other than 1 and and the
number itself. They are called prime numbers. For exam-
ple, 2, 3, 5, 7, 11, etc. are prime numbers. Any other
number can be written as a product of primes. For exam-
ple, 12 = 2× 2× 3. It turns out that every number can be
written as a product of primes, and that this is unique ex-
cept for the order of the primes. In this example, although
12 can be written in three different ways as the product of
primes (12 = 2×2×3 = 2×3×2 = 3×2×2), in each case,
the prime 2 occurs twice and the prime 3 occurs once.

If we assume that every number can be written as a prod-
uct of primes and that this representation is unique except
for the order of the primes, then a short argument (called a
proof) shows that the square root of two is irrational. The
argument requires only a paragraph and can be found in
the notes to this chapter.

Knowledge obtained in this way is a good example of
theoretical knowledge. Although we may have to read the
proof several times (or many times) in order to understand
it, once we we understand it, we are usually pretty confident
of its truth.

According to legend, Pythagoras was quite disturbed
by this theoretical discovery that some numbers were irra-
tional. The Greeks at the time of Pythagoras viewed num-
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bers geometrically, as the length of line segments. Using
a straight edge, a line could be drawn. Using a compass,
equal units could be marked out along the line. These cor-
respond to the natural numbers: 1, 2, 3, etc. Fractions
arose naturally by examining geometric figures and corre-
sponded to the ratios of two line segments. For example,
1/2, 1/3, 3/5, and 7/4 arise in this way. However, a square
whose sides are of length 1 has a diagonal which can be
constructed geometrically using a straight edge and a com-
pass, but whose length doesn’t correspond to the ratio of
any natural numbers, as the argument above shows. No
wonder Pythagoras was disturbed. Today, our approach
would probably be to outlaw straight edges, since we are
careful to protect our children and to keep them from being
disturbed by uncomfortable facts.

Experiment. In 1609, Galileo invented a telescope which
could magnify distant objects by a factor of about 20×. He
turned it to the heavens and began to observe and measure.
He immediately observed that Jupiter had four moons, that
the moon had mountains, just like Earth, and that there
were large numbers of stars that could not be seen with the
naked eye. He quickly published a pamphlet called Sidereus
Nuncius, or the Starry Messenger .

With telescopes, it was now much easier to measure
the orbits of the planets, both the fixed stars which “or-
bited” the Earth once a day, and the so-called wander-
ing stars (planets), such as Mercury, Venus, Mars, Jupiter,
and Saturn. With these measurements, the theory that the
Earth revolved around the sun, which had been advanced
by Copernicus, half a century earlier, suddenly took on a
new urgency.

Simulation. The paper “The Monte Carlo Method” by
Metropolis and Ulam was published in 1949 in the Journal
of the American Statistical Association and explains how
simulation can be used to study complex physical processes.

The mathematicians Stanislaw Ulam and John von Neu-
mann introduced the term during the Manhattan Project
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for the computer code that simulated nuclear fission. The
basic idea is to use random numbers to simulate and ap-
proximate complex physical processes. According to [61],
the name “Monte Carlo Method” was due to Ulam. Ulam
had a relative who loved to gamble in Monte Carlo, which
is the capital of Monaco.

The complex simulations that required supercomputers
in the 1980s can now be done easily using personal com-
puters. For example, several different companies now offer
Monte Carlo simulations to help with retirement planning
[45].

Here is a simple example of how Monte Carlo algorithms
can be used in retirement planning from [45]. Consider a
recent retiree with $200,000 invested in the Standard &
Poor’s 500-stock index with the goal of using the proceeds
over a 20 year period. Since the S&P has had an average
return of about 14% since 1952, one answer is to withdraw
$32,000 each year.

The problem is that a 14% average return means that
some years have a higher return and some years have a
lower return. If there were to be a string of bad years early
in retirement that resembled the stock market in the mid
1970s, then withdrawing $32,000 a year would use up all
the money in eight years. Monte Carlo simulations can
compute the likelihood of this and related scenarios.

Data mining. On June 26, 2000, there was a joint press
announcement in which the public Human Genome Project
and the private Celera Corporation jointly announced the
completion of a working draft of the human genome af-
ter roughly 10 years of work [110]. The map of approx-
imately 30,000–35,000 human genes and approximately 3
billion DNA base pairs is publicly available. (By the way,
a few years later in 2004, the number of genes was reduced
to about 20,000-25,000.) Fundamental discoveries can now
be made by using techniques from data mining to analyze
this data and by comparing it to other public and private
databases.
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Item Storage Re-
quired

Comments

Book 1 MB The 20 million books in
The Library of Congress re-
quire about 20 TB to dig-
itize as ASCII text. If
the books are scanned, then
about 10 times more stor-
age would be required.

Low Resolu-
tion Image

20 KB There are about 52 billion
photographs taken each
year, requiring about 520
PB to store.

Medium Reso-
lution Image

1-10 MB The Library of Congress
has about 13 million im-
ages which would require
about 13 TB to archive at
1 MB/image. High res-
olution images might re-
quire up to 130 TB at 10
MB/image.

MP3 audio
files

1 MB/minute 80 years of listening re-
quires about 42 TB of disk.

DVD video
files

2 GB/hour Four hours of video per day
for ten years requires about
16 TB, which is not enough
video for most teenagers.

Table 5.5: A 1 TB disk can be purchased today (in 2011) for
less than $100. It is likely that by 2015, you will be able to
purchase a 800 TB disk for the same amount. This would
hold enough books, images and audio files for a lifetime,
but not quite enough video. The information in this table
is adapted from [57].
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5.6 Case Study: The Orbit of Mars,
Kepler’s Law and Brahe’s Data

Many of the simple facts we take for granted today rest
upon data that is not so easy to collect and not so easy
to understand. In this section we consider a simple yet
instructive case study illustrating this observation. Today,
many school children know that the planets revolve around
the sun (it turns out that not all school children know this),
and many of these know that the orbit of a planet, such as
Mars, is an ellipse with the Sun at one of the foci.

It turns out, though, that determining the orbit of Mars
from visual observations is not straightforward (it was not
until 1610 that Galileo published the The Starry Messen-
ger describing some of the first observations of Mars using
a telescope). From the viewpoint of predicting the orbits of
the planets, the Ptolemaic system is very good. The Ptole-
maic tables were based on the assumption that the sun and
planets moved in orbits which consisted of small circles.
The centers of these small circles traced out larger circles
whose center was the earth. More precisely, the model con-
sisted of large circles called deferents that circled the earth.
The planets moved in small circles called epicycles whose
centers followed the deferents. Finally, the earth was not
at the center of the deferent, but rather displaced from it.
This approach allowed very accurate prediction of the mo-
tion of the sun and the planets. With this system, the orbit
of a planet around the earth is determined by the following
three parameters: the diameter of the deferent, the diame-
ter of the epicycle, and the displacement of the earth from
the center of the deferent.

Tycho Brahe (1546–1601) spent most of his life mak-
ing visual observations of the stars and planets. The data
he collected was some of the most accurate data collected
without a telescope. Brahe fitted a model of the solar sys-
tem to this data. In this model, i) the earth was at the
center; ii) the sun revolved around the earth in a circle;



5.6 Kepler’s Law and Brahe’s Data 179

and, iii) the planets revolved around the sun in circles. It
turns out that this model fitted his data very well.

In fact, both Brahe’s model and the Ptolemaic model
fitted Brahe’s data better than heliocentric model of Nico-
laus Copernicus (1473–1543), in which the sun is at the
center and the planets revolve around the sun in circles. So
much for the simple stories we learned in school as children.

This kind of situation occurs quite often when working
with data. Complex models that do not reflect the under-
lying physical phenomena accurately (such as Ptolemy’s
model, consisting of deferents and epicycles, or Brahe’s
model, in which the sun circles the earth and the planets
circle the sun) may yield more accurate predictions than
simpler models (such as the Copernican heliocentric model,
which captures the basic fact that the planets orbit the
sun).

Let’s call this phenomenon Ptolemaic convenience —
often the most accurate statistical model available mis-
represents basic properties of the underlying physical phe-
nomenon it is modeling.

Over time, our understanding of the models that re-
flect the correct underlying physical phenomena grow and
these models become more accurate (and sometimes more
complex).

For example, it was not until 1609 that Johannas Kepler
(1571–1630) developed an accurate heliocentric model. One
of Kepler’s fundamental insights was that the planetary
motion was not based upon circles but upon ellipses. With
this insight, Kepler produced the first heliocentric model
that was as accurate as Ptolemy’s geocentric model.

Note that ellipses require only two parameters to specify
their shape (the diameter of the major and minor axes).
In other words, Kepler’s model used one fewer parameters
to fit each orbit than Ptolemy’s and was equally accurate.
In data analysis, this is sometimes called Occam’s razor:
there is a strong preference for the statistical model with
the fewest parameters that fits the data.

Later, Isaac Newton (1643–1727) showed that ellipti-
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cal orbits are a consequence of the inverse square law of
gravitation. This provided additional evidence for Kepler’s
heliocentric model.

This tension between Ptolemaic convenience, model driven
insight, and Occam’s razor occurs in many different areas.
As a simple example, think of how we model consumer
behavior today. The most accurate models for whether a
consumer will respond to an offer to purchase a product
or pay a bill on time are statistical, data-driven models
that represent Ptolemaic convenience and have little or no
relation to phenomena that actually drive consumer behav-
ior. They are used today simply because they work, which
was exactly the same reason that Ptolemaic models were
used for centuries to predict planetary motion. Predict-
ing consumer behavior using models that try to mirror the
underlying psychological processes present is so inaccurate
that it is not a serious option for anyone trying to predict
the actual behavior of consumers.
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Developer Description Accuracy

Ptolemy
(83-161)

Earth at center of the
universe. Planets and
stars revolve in small
circular orbits called
epicycles, whose centers
orbit the Earth in much
larger circular orbits.

fits observations very
accurately

Nicolaus
Copernicus
(1473-1543)

Sun at center of uni-
verse. Earth and other
planets revolve in circu-
lar orbits around Sun.
This model explained
the retrograde motion of
the sun without requir-
ing epicycles.

Copernican model
did not fit observa-
tional data as well as
Ptolemaic model.

Tycho
Brahe
(1546-1601)

Earth at center of so-
lar system. Sun revolves
around earth; planets
revolve around sun in
circular epicyclic orbits.

Brahe’s data fits his
observational data
very well, but has
the sun orbiting the
earth.

Johannas
Kepler
(1571-1630)

Sun at center of solar
system. Planets revolve
in elliptical orbits, with
the sun at one of the el-
lipse’s foci.

Kepler’s model fits
Brahe’s observa-
tional data very well
and is much simpler
than Brahe’s or
Ptolemy’s models.

Isaac New-
ton (1643-
1727)

Newton showed that
Kepler’s model follows
from the inverse square
law for gravitation.

By this time, the
telescope had pro-
duced better ex-
perimental data,
which fitted Kepler’s
model.

Table 5.6: Accurately predicting the motion of planets and
stars was critical both for both producing calendars and for
navigating.
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5.7 Pearson’s Law

The value of a column of data grows as the square of the
number of columns it is compared to.

Pearson’s Law

A particularly simple form of data is regular and rectan-
gular. Data like this can be thought of as being organized
into tables, with each table consisting of rows and columns
of data, and with a separate table for each source of data.
Given data like this, we can ask the question, what addi-
tional insight into the data do we gain as we add additional
data sources containing additional columns of data?

It is the experience of many people that the knowledge
we gain from data grows quickly as we add new attributes
(if the data is regular and rectangular, attributes are simply
new columns of data). If we are optimistic, then we can
hope that as we add more columns of information, then
our insight into the data grows as the square of the number
of columns. There is no standard name for this law, so we
call it Pearson’s Law, after the statistician Karl Pearson,
who lived from 1857–1936.

Pearson’s law is not meant to be understood literally,
but rather more metaphorically, in the same way that Met-
calfe’s law was first formulated by George Gilder. For con-
venience, we repeat here Gilder’s description of Metcalfe’s
Law, which we discussed in Chapter 1.

In this era of networking, [Robert Metcalfe] is
the author of what I will call Metcalfe’s law of
the telecosm, showing the magic of interconnec-
tions: connect any number, “n,” of machines -
whether computers, phones or even cars - and
you get “n” squared potential value. Think of
phones without networks or cars without roads.
Conversely, imagine the benefits of linking up
tens of millions of computers and sense the ex-
ponential power of the telecosm.
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George Gilder, Metcalf’s Law and Legacy, Forbes
ASAP, September 13, 1993.

Here is an example of Pearson’s Law. A study published
in 2000 noted that there is a relation between El Nino and
the outbreak of cholera [121]. More precisely, there is a cor-
relation between the El Nino-Southern Oscillation (ENSO),
a measure of the sea surface temperature anomalies off the
coast of South America, with the outbreak of cholera in
Africa. Both the outbreak of cholera and El Nino have
been studied extensively, but by comparing their respec-
tive oscillations over time, it appeared that the the two
oscillations were related. Further investigation showed the
El Nino events increased the temperature of certain areas
of the sea surface. This increase in temperature resulted
in increased numbers of the Vibrio cholerae bacteria that
cause cholera and that live among the zooplankton in the
ocean.

Here is an another example of Pearson’s Law. Consider
the following data about Florida voters during the 2000
Presidential campaign. There are 67 counties in Florida.
In this campaign, Buchanan was a Reform candidate who
received an unusually large number of votes in Palm Beach.
The ballot in Palm Beach county was a butterfly ballot that
many voters found difficult to decipher. From one database,
you can obtain the number of registered Reform voters by
county. The first table below contains the number of voters
by county who were registered as Reform party members
for the 2000 Presidential election. The second table be-
low contains the number of votes by county for Buchanan.
If you think of county as a link or a key, you can com-
bine the information in the first two tables to produce the
third table. One way to understand the information in this
third table is graph it. Let the horizontal axis represent the
number of registered Reform voters and let the vertical axis
represent the votes for Buchanan. Once this is done, Palm
Beach immediately stands out, suggesting the possibility
of something unusual occurring in Palm Beach. This is a
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good example showing that columns of data become more
interesting as they are compared to other columns of data.
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County Registered Reform
Voters

Alachua 91

Baker 4

Bay 55

Bradford 3

Brevard 148

Broward 332

Calhoun 2

etc. etc.

Palm Beach 337

etc. etc.

County Votes for Buchanan

Alachua 263

Baker 73

Bay 248

Bradford 65

Brevard 570

Broward 788

Calhoun 90

etc. etc.

Palm Beach 3407

etc. etc.

Table 5.7: These tables contain data from the 2000 Presi-
dential election in Florida. The top table contains the num-
ber of Reform voters registered to vote in the 2000 Pres-
idential election in Florida by county. The middle table
the number of votes for Buchanan in the 2000 Presidential
election in Florida by county.
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County Registered
Reform Voters

Votes
for Buchanan

Alachua 91 263

Baker 4 73

Bay 55 248

Bradford 3 65

Brevard 148 570

Broward 332 788

Calhoun 2 90

etc. etc. etc.

Palm Beach 337 3407

etc. etc. etc.

Table 5.8: The table above is the result of joining the
previous two tables using county as the key or link. Note
that Palm Beach stands out.
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Figure 5.1: Data from the 2000 Presidential election in
Florida. This graph shows the result of comparing one col-
umn of data, the number of registered Reform voters, with
another column of data, the number of votes for Buchanan.
The two columns are merged by using county as the com-
mon key. Note that Palm Beach stands out.
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5.8 Data Just Wants to Be Free: The
Bermuda Principles

Lawrence Lessig, a professor of law at the Stanford Law
School, has argued very persuasively about the opportuni-
ties that will be lost as intellectual property laws put more
and more restrictions on digital content [79].

Lessig distinguishes between controlled resources and
free resources. A basic example of a controlled resource
is private property. The owner of private property has well
established rights to control who has access to the property.
A basic example of a free resource is a highway: access to
highways is open and uniform. If there are fees to use the
highway, then they are applied uniformly and consistently
and no one can be restricted from using the highway.

The Internet started as a resource whose content was
basically free in this sense. Over time, more and more of
the content has become controlled.

Data is a very specific, but very important, type of dig-
ital content. There is often quite an important benefit to
the public when data is freely available. An interesting ex-
ample is provided by research that is funded by the U.S.
Government. The results of research funded by the U.S.
Government are generally required to be made available to
the public. On the other hand, the Bayh-Doyle Act en-
courages universities to commercialize government funded
research. A mechanism for commercializing research is to
restrict the results of research to those who provide licens-
ing revenues. A common practice today is to balance these
two requirements by making data that is “close to the sci-
ence” publicly available without limitation, while patenting
processes that are “close to the market” and can lead di-
rectly to an income stream through licensing.

We have discussed open source software in Chapter 2
and some of the mechanisms that have been introduced to
formalize open source software, such as the various open
source software licenses. Interest is growing these days in
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providing a similar framework for data so that it is open
and freely usable by any interested party. Sometimes this
is called open data.

The Human Genome Project was started in October,
1990 with the goals of a) sequencing the approximately 3
billion DNA base pairs that comprise the human genome
and b) identifying what, at the beginning of the project,
was estimated to be about 30,000 to 35,000 genes in this
sequence. (By the end of the project, it turned out that
there were fewer than 20,000 genes, but that each gene
could code multiple proteins in a much richer and more
varied fashion than originally thought.)

At the beginning of the project a fundamental decision
was reached that the Human Genome Project, and sim-
ilar projects that were funded by the U.S. Government,
had to make the genes and sequences that were discov-
ered freely available to the public. The rules for making
genomic data publicly available are sometimes known as
the Bermuda Principles, after a meeting in 1996 that was
held in Bermuda [35]. Today, an online database called
GenBank contains this data and can be freely queried by
anyone in the world. A simple example is below, where
show the first 40 base pairs in the human gene TBC1:

acaatattgt gcagcccaca gatatcgagg aaaatcgaac

The data from GenBank is freely used by scientists from
universities and companies throughout the world and has
significantly sped up the pace of bioinformatics research
and discovery. If the GenBank sequence data had been
restricted, many of the analyses that biologists use daily
would be quite different.

For example, a scientist who identifies a new gene in
a rat will use GenBank and a program called BLAST to
search for similar genes in the human.
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5.9 Case Study: The World
Population

Some of the complexities of working with data quickly be-
come apparent if we think a bit about something as basic
as the world population. Suppose you are interested in the
question of how the world population has grown over time.
As a point of reference, the world population in 2010 was
about 6.8 Billion [142].

Data from Table 5.9 is from the U.S. Census Bureau,
which has brought together some data to answer this ques-
tion [142]. The table contains data from several sources
and estimates the world’s population beginning in 10,000
BC (between 1 million and 10 million) and ending in 1950
(between 2.4 billion and 2.5 billion). For simplicity, Ta-
ble 5.9 contains a summary and data from a single source
(Biraben) and ends in 1800. The full table, has nine other
sources.

Data doesn’t get much simpler than this, but already
there is some complexity and some irregularity in the data.
The first irregularity comes from missing values. For ex-
ample, if the data is thought of providing lower and upper
estimates for world population, then the upper limits are
missing for the years 4000 BC to 400 BC. Although a note
on the web site explains that for these years, the lower limit
should be used, the table itself contains missing values for
the upper estimates.

The second type of irregularity comes from the fact of
how the upper and lower population limits are computed.
For some years, there is only a single number, for some
years two numbers, for other years three numbers, and for
some years ten numbers. Presumably, the more numbers,
the more reliable the estimates. Notice that the upper and
lower limits are just one way to summarize the variation of
several estimates. Another is to use a measure of how close
together or how spread out the various estimates are.

A third type of irregularity comes from the fact that
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the intervals between the estimated dates vary from year
to year. Again, this is not a problem for a table as small as
this, but as the size of the table grows, this can introduce
subtleties in how other estimates are produced using data
in this table.

These irregularities are straightforward to recognize when
the data is analyzed by a human. On the other hand, in
the Era of Data, more and more data is analyzed by ma-
chines using automatic processes. In this case, these types
of irregularities can sometimes lead to problems when data
that was collected for one purpose at one time is used for
another purpose at some other time.
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Year
Summary

Biraben
Lower Upper

10000 BC 1 10

8000 BC 5

6500 BC 5 10

5000 BC 5 20

4000 BC 7

3000 BC 14

2000 BC 27

1000 BC 50

500 BC 100

400 BC 162 162

200 BC 150 231 231

1 170 400 255

200 190 256 256

400 190 206 206

500 190 206 206

600 200 206 206

700 207 210 207

800 220 224 224

900 226 240 226

1000 254 345 254

1100 301 320 301

1200 360 450 400

1250 400 416 416

1300 360 432 432

1340 443 443

1400 350 374 374

1500 425 540 460

1600 545 579 579

1650 470 545

1700 600 679 679

1750 629 961 770

1800 813 1,125 954

Table 5.9: The table above shows historical estimates of
the world population. All numbers are in millions. Source:
U.S. Census Bureau.
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5.10 The Shape of Data

It is sometimes helpful to think of data in terms of its shape.
In this section, we will describe five of the basic shapes
that data commonly takes: tables, trees, sequences, event
streams, and graphs.

Tables. Perhaps the most familiar type of data is a table.
Tabular data consists of rows representing data records and
columns representing data attributes. For example, a com-
pany might keep a table of its employees containing the
employee number, first name, last name, date of birth and
date of hire. In another table, it might keep a table of its
employees’ current addresses, containing employee number,
street address, city, state, zip, and the date that the address
was updated.

Dividing data into different tables like this is common.
Here is an example of why organizing data this way is use-
ful. In a corporate database, the data for many different
applications may have the need for an employee address.
There are two options: either this information can be en-
tered explicitly in each table using one or more columns or
this information can linked to each of these tables using an
employee number. In the latter case, when the employee
moves, only one table needs to be updated.

Databases are designed to optimize the accessing and
updating of data records, which are rows in the table. On
the other hand, applications for data analysis are designed
to optimize the analysis of columns of data. When data
is stored on disk it must be stored either by row so that
database operations are fast or by column so that statis-
tical operations are fast. This is because data is moved
from disk to the processing units in chunks called blocks
and whatever data is transferred in a block can be easily
processed together for greater efficiency.

Trees. Another shape that data can take is called semi-
structured. A good way to visualize semi-structured data is
as a tree. For example, statistical models are sometimes ex-
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pressed in XML, which is one of the languages that is used
to describe semi-structured data. Figure 5.2 contains a part
of XML description of a statistical model that classifies an
iris into one of three types based upon the length and width
of its petal and sepal. XML contains structures called ele-
ments that are enclosed in tags. For example in Figure 5.2,
the first element is called PMML. The element is bracketed
by the two tags <PMML> and </PMML>. Similarly,
the element PMML contains two other elements: DataDic-
tionary and Classification Model. This structure continues
and both DataDictionary and Classification Model contain
other elements, giving this data the structure of a tree.

Sequence Data. Although sequence data has been
around for some time, its importance has grown recently as
the Human Genome Project made large amounts of genome
sequence data publicly available. Here is an example of a
sequence from the human gene TBC1, which we have al-
ready seen above:

acaatattgt gcagcccaca gatatcgagg aaaatcgaac

tatgctcttc acgattggcc agtctgaagt ttacctcatc

agtcctgaca ccaaaaaaat ...

This is a sequence of length 100 built from the four
letters “a”, “c”, “t” and “u,” called bases, which repre-
sent the four amino acids Adenine, Cytosine, Guanine and
Thymine. The sequence data in the human genome consists
of a sequence just like this but of length 3 billion instead of
length 100. Given another sequence, say 1000 bases from
the genome of a mouse, a typical question a molecular bi-
ologist might ask about this data is: “Does the sequence
match, either exactly or approximately, a sequence of the
same length, in the human genome?” Sequence data has
the shape of a line in a long row of old fashioned printer’s
type. Think of it this way. When a printer sets type, the
printer chooses a letter from a pile of letters and then set
the letter into a line or slug of metal type. Sequence data
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<PMML version="2.0">

<DataDictionary numberOfFields="5">

<DataField name="PETALLENGTH" optype="continuous"/>

<DataField name="PETALWIDTH" optype="continuous"/>

<DataField name="SEPALLENGTH" optype="continuous"/>

<DataField name="SEPALWIDTH" optype="continuous"/>

<DataField name="SPECIES" optype="categorical">

<Value value="setosa"/>

<Value value="versicolor"/>

<Value value="virginica"/>

</DataField>

</DataDictionary>

<ClassificationModel functionName="classification">

<MiningSchema>

<MiningField name="PETALLENGTH" usageType="active"/>

<MiningField name="PETALWIDTH" usageType="active"/>

<MiningField name="SEPALLENGTH" usageType="supplementary"/>

<MiningField name="SEPALWIDTH" usageType="supplementary"/>

<MiningField name="SPECIES" usageType="predicted"/>

</MiningSchema>

<Node score="setosa" recordCount="150">

<ScoreDistribution value="setosa" recordCount="50"/>

<ScoreDistribution value="versicolor" recordCount="50"/>

<ScoreDistribution value="virginica" recordCount="50"/>

<Node score="setosa" recordCount="50">

<SimplePredicate field="PETALLENGTH" operator="lessThan"

value="24.5"/>

<ScoreDistribution value="setosa" recordCount="50"/>

<ScoreDistribution value="versicolor" recordCount="0"/>

<ScoreDistribution value="virginica" recordCount="0"/>

</Node>

...

</Node>

</Node>

</ClassificationModel>

</PMML>

Figure 5.2: This figure contains some semi-structured data
that describes (a fragment) of a statistical model for clas-
sifying an Iris into threetypes: Iris setosa, Iris versicoloar
and Iris virginica.
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has the same shape: what matters is the letter chosen and
the order of the letters in the line.

Event Streams. Another simple data shape consists of
a stream of events and an associated collection of entities.
Perhaps the most familiar example of event and entity data
consists of credit card transactions. A merchant selling
goods or services who accepts credit cards sees a stream
of credit card transactions that identify the purchases each
day. On the other hand, each credit card transaction has
a unique account number identifying the cardholder. Over
time, by looking at all the transactions associated with a
specific account number, the merchant can assemble a pic-
ture of the types of goods or services that the cardholder
purchases. Similarly, the bank that issued the credit card
can analyze all of the credit card transactions of the card-
holder and assemble a picture of the cardholder’s purchas-
ing behavior.

Some additional examples of events and entities are in
the table below, and we will discuss this type of data in
more detail in a later section.

Event-entity streams can be thought of as two related
tables. To see this, think of an event stream of credit card
transactions. In this case, the first table is a table con-
sisting of the credit card transactions. Think of these as
sorted by time. Each row contains, for example, the time
and date of the transaction, the amount, the name and lo-
cation of the merchant, and the name and account number
of the card holder. The second table in this case is a table
with one row for each account number that summarizes the
various purchases made by that card holder. For example,
the columns in this second table might include: the total
number of transactions in the past 30 days, the total dollars
spent in the past 30 days, the total number of transactions
in the past 90 days, the total dollars spent in the past 90
days, the total number of purchases at restaurants in the
past 90 days, the total dollars spent at restaurants in the
past 90 days, etc. With enough features like these, a fairly
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Event Entity

credit cards credit card transaction credit card account

frequent
shopper cards

purchases shopper

telephone calls call detail record telephone number

air plane
tickets

passenger name record passenger

online
browsing

viewing a web page Internet user

Table 5.10: This tables contains some common examples of
event-entity streams.

good statistical characterization of the cardholder can be
generated.

Notice that this statistical characterization doesn’t re-
quire using the name, address, or any other information
that could identify the cardholder. All that is required is a
mechanism for grouping together credit card transactions
that belong to the same person. There are several ways of
doing this that do not require using personal information.

Graphs. You can think of a graph as a diagram that con-
sists of nodes, viewed as small circles, and edges, viewed as
lines that connect the nodes. The web is a familiar example
of data that can be viewed as a graph. Think of each web
page as a node and connect two nodes with an edge in case
there is a hyperlink from the first page to the second. With
powerful enough web crawlers, you could compute a graph
like this, consisting, say of 8 billion nodes and 20 billion
edges.

Independent of the content of a page, the graph defined
above can provide some interesting information about the
importance of a page. For example, the more links to a
page, the more authoritative you might expect the page
to be. Google was the first commercial search engine to
use page links in this way to help order the results of a
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A
PR = 29

B
PR = 21

C
PR = 42

D
PR = 8

Figure 5.3: This figure shows a simple graph containing
four nodes and five edges. Each node also shows its page
rank (abbreviated PR). The notes for this section give the
formulas for computing the page rank.

search. This ordering is now called the Google Page Rank
and plays an important role in the quality of the Google
search engine.

As a simple example in the figure below, the web page
C has three incoming links, while the pages A and B each
having one incoming link, and the web page D has no in-
coming links. In this simple example, the page ranks would
be A - 29, B - 21, C - 42, and D - 8. If two or more pages
contain the same search terms, then the pages with higher
rank would be presented first.
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5.11 Case Study: Consumer Databases

In 1970, the US Congress passed the Fair Credit Reporting
Act (FCRA), which led to the consolidation of the credit re-
porting industry and the emergence of three national credit
bureaus: TransUnion, Experian, and Equifax. Today, each
of these maintains data on approximately 190 million Amer-
icans. The data is refreshed daily from hundreds of differ-
ent sources and used for a variety of purposes, including
the following:

• Credit data is used to compute scores that qualify
consumers for new credit cards. Credit card issuers
use these scores to create direct mail lists of prospects
for new credit cards. These days, once you have a job
and a credit card with a good payment record, it is
rare for a week to go by without seeing a few of these
offers in the mail.

• Consumer credit data is used to provide “instant credit,”
enabling you to qualify for an automobile loan and to
drive away with a new car minutes after you make
the decision to buy the car.

• Consumer credit data is also used to determine the
likelihood that you will default on a home mortgage.
This information is used by companies underwriting
mortgages to determine whether to offer you a mort-
gage and, if so, at what interest rate.

Today we take the wide availability of credit cards, the
existence of instant credit, and the ability to refinance our
homes easily for granted, but prior to the emergence of
national credit bureaus, obtaining credit was not so easy.
An offer of credit was handled locally and credit decisions
were done manually. For example, the decision of whether
to offer you credit would be done by a credit officer at a
local bank, who was often less likely to offer credit if you
were new to town or somehow perceived as untrustworthy.



200 The Era of Data

An offer of credit was often quite subjective. Today, an
offer of credit is based upon data collected by the three
major credit bureaus and dictated by scores. The higher
the scores the more credit you will be offered and the less
it will cost.

In order to compute credit scores, credit bureaus collect
and maintain a wide variety of information about individu-
als, their transactions, and their public records, including:

• Personally Identifying Information. This infor-
mation is sometimes known by its initials (PII) and
includes your name, phone number, date of birth, so-
cial security number, current address, previous ad-
dresses, current employer, and previous employers.
Personally identifying information is extracted from
a variety of sources, including the credit applications
you fill out.

• Trade and Account Information. For each ac-
count that involves an extension of credit, the credit
bureau maintains a variety of information, including
the account type, the name of the company providing
the credit, the account number, the date the account
was opened, the current balance, the credit limit or
loan amount, the monthly payment, and the payment
pattern during the past few years. The account type
indicates whether the account is an installment loan,
such as an automobile loan with a fixed monthly pay-
ment, or a revolving line of credit, such as a credit
card account whose monthly payment varies. The
trade and account information is provided by compa-
nies that you do business with, including credit card
companies (e.g. CitiBank, MBNA), retail companies
with a credit card (e.g. Gap, Land’s End, etc.), banks
and other institutions providing loans (e.g. mortgages
and automobile loans).

• Public Records. Credit bureaus also collect a va-
riety of public records, including bankruptcy records,
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monetary judgments entered against you, and tax
liens from state and county taxing authorities.

• Requests for Credit Reports. A credit report
also includes a list of companies that requested your
credit report.

• Credit Scores. A credit score is often attached
to a credit report. One of the most popular credit
scores is provided by the Fair Isaac Corporation and
commonly called the FICO Score. The FICO Score
ranges from 300 to 850, with higher numbers indicat-
ing greater credit worthiness.

As with almost all new technologies, there are trade-
offs. First, any system collecting such a large amount of
information is bound to include a certain amount of in-
accurate data. Getting inaccurate data out of the system
can be quite a challenge. Second, any system used by so
many different businesses for so many different purposes is
likely to attract a certain amount of fraud and related mis-
uses. Third, after a while, there is a tendency for “mission
creep” to take place: although credit bureaus exist to allow
business to make offers of credit, they can be used by law
enforcement agencies to help with investigations, by state
agencies to identify deadbeat parents, and by the Trans-
portation Security Administration to identify potentially
dangerous travelers.

As with most technology trade-offs, a simple rule holds:
as long as the negative aspects of a new technology affect
other people, the technology is good; as soon as the neg-
ative aspects begin to touch me or the people I love, the
technology is bad.

To understand this trade-off better, let’s look at num-
bers for one type of bad event: using stolen identities to
obtain credit cards fraudulently. This is an example of
identity theft that occurs when criminals use your personal
information, such as your name, date of birth, or social se-
curity number to obtain goods, services, or credit in a fraud-
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ulent manner. For example, in 2005 there were 255,565
identify theft reports made to the U.S. Federal Trade Com-
mission, and about 30% of these involve a fraudulent use
of a credit card.

From one perspective, over 250,000 cases of identify
theft is a very big problem. From another perspective, it is
what those in the world of credit refer to as “just the cost of
doing business.” For example, with over 480 million credit
cards used in the U.S., these cases of fraud mean that each
year about 6 out of 10,000 credit cardholders are affected,
which is much less than 1 percent.

Understanding this type of risk is usually quite personal:
it is considered small if during the past year, you have used
your credit card, refinanced your home, or purchased a new
car using instant credit without a problem; it is considered
a travesty if during the past year, you or someone in your
family has been the subject of a identity theft.

Looking at the trade-off from another point of view,
between 1970 and 2002 the percentage of people in the U.S.
with credit cards has grown from 16 percent to 73 percent,
the cost of credit has declined, and the ease of obtaining
credit has increased dramatically. For those people with
good credit scores, credit at low interest rates is readily
obtainable; while for those with poorer credit scores, credit
is generally obtainable, but is more costly. In contrast,
prior to 1970, it was difficult even for those with good credit
histories to shop for good credit rates, while those with poor
credit histories could generally not obtain credit. Today,
with credit bureau data available online to retailers and
vendors, one can obtain credit information so quickly that
credit scores are used for some Internet transactions.

In the fifth era of data, these types of trade-offs will
become more and more common. More and more third
parties will collect more and more data about more and
more people and their transactions. As long as the vast
majority of people benefit, most people will probably feel
comfortable with the trade-off between benefit and risk,
despite the corresponding loss of privacy. On the other
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2000 2001 2002 2003

Identity Theft
Complaints

31,117 86,198 161,819 215,177

Fraud Complaints 107,890 133,891 218,284 327,479

Total 139,007 220,089 380,103 542,656

2004 2005 2006

Identity Theft
Complaints

246,882 255,613 246,035

Fraud Complaints 410,709 437,906 428,319

Total 659,595 695,524 676,360

Table 5.11: Identity theft and fraud complaints reported
to the US Federal Trade Commission Consumer Sentinel
system. Part of the increase from year to year is due to the
growing awareness and use of the system. Source: Federal
Trade Commission.

hand, by the very nature of the system, there will more
and more opportunities for misuse and correcting data will
become more and more difficult.

5.12 Creating Digital Data

The easiest way to think about digital data is that it is
anything that is comprised of bits and that fills up a hard
disk. Originally, computers were primarily used for sci-
entific computation and digital data consisted mainly of
numerical data that was generated by mathematical com-
putations running on the computers.

Later, as businesses began to use computers also, the
type of digital data computers worked with began to change.
Companies were primarily interested in working with data
about their customers, suppliers, and internal business pro-
cesses. Digital data was created either manually, such as
when a new employee was hired and the employee’s address
and salary were manually entered, or a memo or email was
written and sent out, or automatically, such as when a pay-
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roll was paid by the payroll system and various records were
generated.

More recently, the type of digital data that computers
work with has changed again as consumers have begun to
use computers. Today, more and more digital data is being
generated by consumer devices, such as .mp3 files contain-
ing music that has been ripped from a CD, JPEG images
produced by digital cameras, and MPEG-4 video files pro-
duced by digital video recorders.

Once data is in a digital format, it becomes much eas-
ier to manipulate it and to study it. For example, people
have been studying the bible ever since it was first writ-
ten. A concordance, which shows for each word each of
its occurrences, is often useful when carefully studying a
text. Until very recently, creating a concordance has been
a monumental work.

Once a text has been digitized, however, concordances
can be created with a very simple program. For example, a
very basic concordance for Genesis can be created on a lap-
top today with a program of less than a hundred lines that
takes a fraction of a second to run. One quickly finds that
Genesis has 38,277 words and that a concordance contains
2588 words. Processing the text more carefully will take
a bit longer, but even so, a clean concordance can be ob-
tained in less than a minute of computation using a laptop
computer.

Working with text data in English is relatively easy, be-
cause of the simple encoding used: for example, the ASCII
encoding uses 0-127 to represent the 26 letters in the al-
phabet and other standard characters such as a line feed or
space. In ASCII, a space is coded as 32, a period is coded
as 46, A is coded as 65, B is coded as 66, C is coded as 67,
etc.

The process by which speech is converted into a digital
format is worth considering. The first step is creating an
alphabet and rules for converting speech into words formed
from the alphabet. Although this may seem obvious, think
about how you would create an alphabet for a language
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A Simple Taste Alphabet

Taste Coding

salty 1

sweet 2

sour 3

bitter 4

Table 5.12: A simple encoding of tastes.

Another Taste Alphabet

Sensation Coding

salty 1

sweet 2

sour 3

bitter 4

umami 5

astringent 6

pungent 7

Table 5.13: A more complex encoding of tastes.

with which you are not familiar, such as Chinese, or how
you would create an alphabet for another sense, such as
pictures that you see, sensations that you feel, or scents
that you smell.

Another example is provided by odors. The Yale OdorDB
contains 140 different odors. Imagine building an odor
coder that monitors odors in a room and once a second
producers a vector containing 140 numbers (an “odor vec-
tor”), with the first component in the vector measuring the
concentration of the first odor, the second component mea-
suring the concentration of the second odor, etc. Similarly,
imagine that you wanted to fill a room with a particular
odor. In this case, one could build an odor decoder that
given an odor vector would release the appropriate amounts
of each of the 140 different odors. It would contain 140 dif-



206 The Era of Data

(0.3 B, 1.2 D)odor

digital odor 
coder

digital odor

digital odor 
decoder

digital 
processing of 

odors

(01. A, 0.35 B, 1.2 D)
digital odor

odor

Camphor - A
Citral - B

Limonene - C
...

Vanillin - XC

Dictionary of odors

Figure 5.4: This diagram shows how odors might be digi-
tally encoded.

ferent small vials, just as a color printer contains 4 colors.

Once an alphabet is available, it is a simple matter to
encode the alphabet in a digital format, such as ASCII for
text, JPEG for images, etc.

Once the data is stored digitally, the next step is to ana-
lyze and transform it in different ways using a program. For
example, a digital concordance simply counts and indexes
all the words in a text document.

To summarize, creating and working with digital data
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usually involves the following basic steps:

1. Defining the symbols - The first step is to define a
collection of symbols (an alphabet) and rules for cre-
ating more complex structures from the symbols. For
example, text is created from letters that form an
alphabet, and words are defined by a sequence of let-
ters. As another example, a pixel is created from sym-
bols coding red, green and blue (RGB) values, while
an image is created from a two-dimensional grid of
pixels.

2. Encoding - taking an analog signal and creating dig-
ital data out of it using the different words in the
dictionary.

3. Processing - processing the digital data using a vari-
ety of programs and processes.

5.13 Using Data to Make Decisions

Solving a problem simply means representing it so as to
make the solution transparent.

Herbert A. Simon, The Sciences of the Artificial

There are two possible outcomes: If the result confirms
the hypothesis, then you’ve made a measurement. If the
result is contrary to the hypothesis, then you’ve made a
discovery.

Attributed to Enrico Fermi

People have various relationships with data. Broadly
speaking, you can divide these relationships into three groups.
The first group is the largest and consists of people who
have a perfectly natural tendency to either ignore data or
to run away from it. (This is one of the reasons that con-
sultants who analyze data always have work to do.)
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The second group is a smaller group of people who enjoy
organizing and managing data. This is a very important
group of people and most companies and organizations have
at least one or two people from this group who play an
important, but often ignored role, tending and caring for
corporate databases. People from the second group spend a
lot of time and effort counting the data and writing reports
that summarize the data. In fact, there is whole segment
of the software industry that supports people with these
tendencies (it is the software segment that includes data
warehouses and business reporting software).

The third group is by the smallest and consists of peo-
ple who develop a deep enough understanding of the data
that they can summarize the data statistically and, more
importantly, develop statistical models of the data that can
be used as a quantitative basis for decision making.

Here are two examples of decisions that benefit from
statistical models.

• Your company runs a web site and has an inventory
of over 10,000 ads that can be displayed each day
in a small text box on the web page. By properly
analyzing historical data about the visitors to your
web site, you can build a statistical model that can
predict the likelihood that a visitor will click on a
specific ad. Using this model, you can then offer ads
to visitors that are most likely to result in clicks on
the ad.

• You live in Chicago and are visiting the art museum
on the weekend. You carry four credit cards in your
wallet, including one from Citibank. During this visit,
Citibank receives a request to approve an authoriza-
tion for purchase of a flat screen TV from a store in
Denver. Should Citibank approve the purchase, de-
cline the purchase, or request more information about
the purchase?
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Here is an example of a very simple statistical model.
Suppose that you are trying to determine whether a credit
card transaction is fraudulent or not. To help you do this,
you define what statisticians building a model call a fea-
ture. First, you divide the historical data into two groups:
“normal transactions” that are not involved in any fraudu-
lent activities and “fraudulent transactions” which are in-
volved involved in some type of fraud. You then examine
the fraudulent transactions and notice that many of them
have a lot more transactions at electronics stores with a
dollar amount greater than $500 than the normal transac-
tions. Specifically, in this hypothetical example, you notice
7% of the fraudulent transactions have three or more pur-
chases over $500 at electronics stores within fours hours,
while only 1% of the normal transactions do. Because of
this, you define a feature which is the number of purchases
over $500 at stores that sell electronics during the previous
four hours.

Suppose now that you are trying to determine whether
a certain transaction is suspicious and that it belongs to an
account that has 4 transactions at electronics stores dur-
ing a four hour period. Using this feature you have some
evidence that the transaction is fraudulent.

Of course, this model is much too simplistic ever to
be of value. On the other hand, with enough features, a
statistically valid procedure for determining the constants,
such as “3 or more” and “4 hours”, and a good mechanism
for combining information coming from different features,
one could begin to build a good statistical model in this
way.

What is important to realize is that although statistical
models built in this way may not be very good, they are
almost always better than alternative approaches, such as
asking an employee at a convenience store to report any
individuals that they suspect may have criminal tendencies
and are using credit cards in ways they think are suspicious.

In other words, it is almost always better to focus on
the question of “Given two statistical models, which one is
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better,” than the question of “Should I go with my business
judgment since I know I never make errors or should I use
a statistical model built by people with poor social skills
that I know has errors.” In the era of data, it will be
more and more natural to focus on the former question and
it will be easier and easier to access the data required to
build good statistical models. On the other hand, there will
probably always be 100 books explaining how to improve
your business judgment for every book explaining how to
improve your statistical skills.

One of the things that people find confusing about sta-
tistical models is how to measure their accuracy. Here is
an example: Suppose a fingerprint is discovered at a crime
scene and compared to a database of fingerprints using a
methodology (called M) based upon a statistical model for
comparing two fingerprints. There are four types of error
that can occur:

1. The individual identified from the database actually
left the fingerprint at the crime scene. This is called
a true positive. The more true positives, the greater
the detection rate of the methodology.

2. No individual from the database is identified by M
and in fact no individual from the database left the
fingerprint at the scene. This is called a true negative.

3. An individual from the database is identified by M,
but did not in fact leave the finger at the crime scene.
This is called a false positive.

4. No individual from the database is identified by M,
but in fact, an individual from the database did leave
the fingerprint at the crime scene. This is called a
false negative.

All tests have false negatives and false positives. For
example, fingerprints are generally presented as being 100%
reliable meaning that their false positive and false negative
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rates are zero. On the other hand, in practice, the rates
can be quite different. In 1999, while preparing for the
case U.S. v. Byron, an assistant federal public defender in
Philadelphia named Epstein Mitchell tested this commonly
accepted wisdom.

[Epstein] showed that standards for examiners
vary widely, and that errors on proficiency tests
which are given irregularly and in a variety of
forms are far from rare. The critical evidence
consisted of two fingerprint marks lifted from a
car used in a robbery. To prepare for the trial,
F.B.I. officials sent the prints to agencies in all
fifty states; roughly twenty per cent failed to
identify them correctly.

Michael Specter, Do Fingerprints Lie? New
Yorker, May 27, 2002.

This is not to say that fingerprints are not effective,
but rather that any test in practice has false positives and
false negatives and the crucial question is always one of
balancing the benefits versus the costs of a test. In many
situations, the costs for different types of errors can vary
quite a bit. Just think about the impact of convicting the
wrong individual based upon a faulty test.

Another important issue is the quality and training of
those interpreting tests. The accuracy of tests is usually
measured using well-trained experts. Unfortunately, tests
are often deployed by individuals with much less training
and expertise, which lowers the overall accuracy of the test
in practice.

5.14 Case Study: Mammograms

This case study is about using data to make decisions.
Some predictions from data turn out to be right and some
wrong. Something that almost everyone finds confusing is
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Assertion
True

Assertion
False

Test Positive Detection Rate
(True Positives)

False Positives

Test Negative False Negative Specificity (True
Negatives)

Table 5.14: There are four possible outcomes for a test that
measures the truth or falsity of an assertion and two types
of errors - false positives and false negatives. In the example
described above, the assertion is that the fingerprint at a
crime scene matches the fingerprints of an individual that
is part of a database of fingerprints.

YesNo

True

False
Question World

Assertion /
Prediction

Statistical 
Model

Figure 5.5: This diagram illustrates one way to think about
statistical models. Suppose there is a credit card trans-
action and you are interested in determining whether the
transaction is fraudulent or not. In this case, you can
think of the statistical model as making predictions, such
as whether the credit card transaction is fraudulent.
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the different types of errors that arise in this way. This case
study looks at the different types of errors that occur with
mammograms.

We begin with an excerpt from a CNN article that
is available on the web and provides information to help
women decide at what age they should begin to have yearly
mammograms to screen for breast cancer.

More false positives. Because mammograms are
more difficult to read in younger women, they
have a higher incidence of false positives and un-
dergo more unnecessary biopsies. According to
the [National Cancer Institute (NCI)], 86 per-
cent of women age 50 and older with an abnor-
mal mammogram turn out not to have cancer.
This number jumps to 97 percent in women be-
tween the ages of 40 and 49. While it’s fortunate
that these women turn out to be cancer-free,
they still must undergo a painful and perhaps
unnecessary procedure to — in most cases —
rule out cancer.

More false negatives. There is also a higher rate
of false negatives in women younger than 50.
The NCI estimates that mammograms miss up
to 25 percent of breast cancer in women in their
40s, as opposed to 10 percent for women in their
50s and older. A sense of false security can de-
velop, which may lead to a woman being less
vigilant about checking for cancer.

The Mammogram Screening Controversy: When
Should You Start? retrieved from cnn.com [31].

The medical study that is the basis for this article was
published in the New England Journal of Medicine in 1998
[43] and followed 2227 women over a 10 year period in order
to measure the effectiveness of mammograms for screening
for breast cancer. A good way to use this type of informa-
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tion as a basis for decision making is to create a diagram
like the one in the figure below.

The diagram is read from left to right and consists of
nodes that represent groups of individuals and arrows that
show how different groups are connected. On the left is
a node that represents the number of women in the study
(2227 women). On the right are nodes for each of the four
possible outcomes of the test. In the middle are branches
that divide the women in the study into two groups - those
that were diagnosed with breast cancer sometime during
the study (88 women) and those that were free of (diag-
nosed) breast cancer during the study (2139 women).

Looking at the figure below, it is easy to see that of
2227 women who had screening tests, 58 of them had a pos-
itive screening mammogram that correctly diagnosed can-
cer, while 530 of the women had at least one screening mam-
mogram that indicated an abnormality but no breast cancer
was present. In other words approximately 10 women had
false positives for every woman who was correctly diagnosed
with breast cancer by the screening test. This doesn’t mean
that there is something wrong with the test, but just re-
flects the fact that all such tests have a certain number of
false positives and false negatives.

5.15 Case Study: Events, Profiles
and Alerts

In the Data Era, an important question to ask is whether
data is at rest or in motion. In prior eras, data was by and
large at rest in the sense that data was collected, stored,
and then analyzed. The results of analysis were typically
written up as reports. For example, in the case study about
screening mammograms from the last section, data was col-
lected for ten years, analyzed over a period of months, and
an article was then written and published.

In the Data Era, data can also be in motion in the sense
that it can consist of a continuous stream of data. In this
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58 women had a positive 
screening mammogram that 
correctly diagnosed cancer

88 women diagnosed with 
breast cancer over 10 year 
study

30 women - 23 sought medical 
evaluations on their own; 7 had 
breast cancer diagnosed through 
clinical breast exams;

2227 women had 
screening 

mammograms over 
10 year study

530 women had at least one 
screening mammogram that 
indicated an abnormality but no 
breast cancer was present (false 
positives)

2139 women were free of 
(dignosed) breast cancer 
over the 10 year study

1609 women had normal 
screening mammograms and 
had no cancer

Truth about what is present

Predictions Present Not Present Row Sums
about what Y 58 (TP) 530 (FP) 588

is present N 30 (FN) 1609 (TN) 1639
Col Sums 88 2139 2227

Figure 5.6: This diagram illustrates one way to organize
false positive and false negative information so that it is
easier to understand. The diagram summarizes informa-
tion about false-positives and false-negatives from a 10 year
study of mammograms that were used to screen for breast
cancer. The data is from [43].
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section, we will discuss streams of discrete events. In the
next section, we discuss continuous streams of data, such
as those from weather satellites.

With event streams, it is often of interest to process
the events as they occur and, if required, to take an action.
Events processed in this way are said to be processed in real
time (although of course there is no such thing as “non-real
time.”) It is interesting to compare real time automated
decision-making with the more familiar example from the
prior section, in which data is collected for years, analyzed
for months, and decisions are made by trained experts in-
terpreting data.

Streams of event data commonly contain information
about one or more entities. Recall that we have discussed
events and entities above in Section 5.10. See Table 5.10
for some examples. One way of analyzing these types of
events is to consider the events in a window that stretches
back to older events (perhaps all the way to the first event)
and to construct statistical summaries of the event data,
with one summary for each entity. These entity level sum-
maries are sometimes called profiles. In Section 5.10 about
the shape of data, we mentioned several examples of these
summaries. Here are three of them: clicking on online ads
(events) and summaries associated with clicks (user pro-
files), credit card transactions (events) and summaries as-
sociated with transactions (account profiles), and purchas-
ing items at grocery store (events) and summaries about
purchases (shopper profiles).

In this section, we will look at another example of stream-
ing event data. This example concerns defending a corpo-
rate network from possible cyberattacks. In this example,
the events consist of network packets (See Section 3.11) and
the summaries consist of information about the IP address
which is the source of the packets (IP profiles). The goal
is determine in real time whether the particular IP address
is the source of some type of suspicious behavior, perhaps
the beginning of an possible network intrusion.

We have mentioned network packets several times. Two
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computers on the web typically talk to each other by send-
ing packets of data containing the IP numbers of the source
and destination computer, as well as the port number of the
source and destination computer. Think of the port num-
ber as part of the address - it helps specify exactly where on
the destination computer to send the packet. For example,
web packets use Port 80 and email traffic uses Port 25.

Sometimes it is useful to think of packets as envelopes
— the destination IP and port number are the address,
while the source IP number and port number are the return
address. Inside the envelope is the payload of the packet
(the actual data that is being sent).

In one of the simplest types of attacks, a hostile com-
puter (perhaps because it has been taken over by a moody
teenager with too much free time on his hands) sends so
many packets that the target computer cannot handle them
and crashes. This is called a denial of service attack. These
attacks are very simple to detect. A moving window of
packets is monitored, summaries are formed, and a sta-
tistical model is used to distinguish between normal and
abnormal behavior. See Figure 5.7.

For example, most IPs might send a few packets per
second, while a denial of service of attack might send 1000
packets or more per second. The goal of a statistical model
is to distinguish between these two types of behavior as
quickly as possible and to send an alert in real time that
can take the appropriate action, such as filtering out all
packets from the offending computer. Note that this type of
attack can be detected without ever looking at the data, but
instead just by building certain statistical profiles obtained
by computing statistics in moving windows.

Processing event data to produce summary profiles, an-
alyzing these summary profiles using statistical models, send-
ing alerts in real time, and then taking the appropriate
action is emerging as one of the key characteristics of the
Data Era.
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Source IP, Source Port
Destination IP, Destination Port

Data

Window of packets

Source
Computer

Destination
Computer

Single packet

Flow of packets

Metadata

Data

Figure 5.7: This figure illustrates how features are com-
puted statistically from moving windows of TCP packets.
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5.16 Case Study: NASA’s EOS

Streaming data is of various types, including audio streams,
video streams, streams of images, and streams of data from
scientific instruments. Perhaps the most familiar type of
streaming data are radio and TV broadcasts. Today, most
of this streaming data is analog. Over the next decade
though, as we enter the Data Era, more and more of this
streaming data will be digital, and more and more of it will
be captured and archived. A good metric that captures this
transition is the amount of streaming video that is watched
on computers, tablets and phones versus the amount of
video that is watched on televisions.

We now turn to the streaming data provided by NASA’s
Earth Observing System or EOS. The goal of EOS and
related NASA programs is to study the earth as an envi-
ronmental system by collecting data using satellites and a
variety of airborne and ground based instruments. After
about a decade of planning, NASA launched the first EOS
satellite called Terra in December, 1999.

The Terra Satellite contains several instruments, with
names like ASTER, CERES, MISR, MODIS, and MOPITT.
Each instrument contains a variety of sensors and each sen-
sor sends a continuous stream of data to earth for process-
ing. From EOS, data is streamed to a NASA ground sta-
tion in White Sands, New Mexico at a rate of 150 Mb/sec,
where it is archived. The data is then streamed from White
Sands to several distributed NASA data centers where it
is processed to produce dozens of different data products.
These various data products are then analyzed by scientists
around the world. By the time the EOS program is com-
pleted, several petabytes of data will have been collected,
processed and archived to produce one of the largest scien-
tific data sets ever created.

The data from Terra is processed to produce a variety
of different data sets, such as data sets that include atmo-
spheric temperature, atmospheric water vapor, precipita-
tion, radiation, vegetation, and ocean temperature.
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DAAC Location Discipline Instrument

EROS Data
Center (US
Geological
Survey)

Sioux Falls,
South Dakota

Land pro-
cesses data

ASTER,
MODIS

Goddard
Space Flight
Center
(NASA)

Greenbelt,
Maryland

Upper at-
mosphere
chemistry,
atmospheric
dynamics,
global bio-
sphere, hy-
drology, and
geophysics

MODIS

Langley Re-
search Center
(NASA)

Hampton,
Virginia

Radiation
budget,
clouds,
aerosols,
surface radi-
ation, land
processes,
and tro-
pospheric
chemistry

CERES,
MISR, MO-
PITT

National
Snow and Ice
Data Center
(University
of Colorado)

Boulder, Col-
orado

Snow and ice,
cryosphere,
and climate

MODIS

Table 5.15: Data streams from on the EOS Terra Satel-
lite via a downlink at 150 Mb/sec to White Sands, New
Mexico. From White Sands it is distributed over high per-
formance networks to five sites called Distributed Active
Archive Centers or DAACs for further processing. Source:
NASA’s Earth Observing System [95].
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Atmosphere Aerosols, Air Quality, Atmo-
spheric Chemistry, Atmospheric
Phenomena, Atmospheric Tem-
perature, Atmospheric Water Va-
por, Clouds, Precipitation, Radi-
ation Budget

Biosphere Ecological Dynamics, Microbiota,
Vegetation

Cryosphere Sea Ice, Snow/Ice,

Human Dimensions Environmental Effects

Hydrospere Surface Water, Snow/Ice

Land Surface Land Use/Land Cover, Topogra-
phy

Ocean Ocean Chemistry, Ocean Heat
Budget, Ocean Optics, Ocean
Temperature, Ocean Wave,
Ocean Wind, Sea Ice, Sea
Surface Height, Tide

Radiance/Imagery Infrared, Microwave, Radar

Table 5.16: The different streaming data products pro-
duced by NASA EOS. Source: NASA’s Earth Observing
System [95].
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Today, the collection, processing, and analysis of high
volume data streams is an expensive, complex process. Sys-
tems take a decade or longer to plan, billions of dollars to
operate, and produce petabytes of archived data products.
Over the next decade or so, the generation of streaming
data by sensors and its processing and analysis will most
likely become commoditized.

The cost of sensors, including wireless sensors, has fallen
dramatically over the past several decades. Sensors can now
be manufactured for a few dollars. Over the next several
years, wireless sensors will be commonly attached to a va-
riety of objects, including bridges, cars, trucks, airplanes,
and packages.

Each of these sensors will produce a stream of digital
data as output. The world will be filled with billions of
these inexpensive, wireless sensors, which will be one of
the fundamental forces pushing us further and further into
the Device Era. The challenge of the Data Era will be to
process all this data, extract useful information from it, and
use this information to make better decisions.

Over time, we will develop technology that will com-
moditize the processing of this data and extraction of use-
ful information from it, leading us into the next Era, an era
that is not so easy to identify just yet.
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Notes for Chapter 1

The Main Themes. It is obviously an over statement to
say that which technology vendors survive over a five year
period can best be viewed as a random walk. The perspec-
tive of this book is to focus on the underlying structure of
the industry as a whole and from this perspective whether
Company A, B, or C brings relational databases to market
is less important than the fact that once relational database
technology is developed it is relatively easy to predict that
some company will bring it to market and much harder to
predict which company.

Companies themselves can be modeled and these mod-
els can be used to predict how likely a company is to remain
in the market during the next year. When models like these
are built for technology companies, although predictions
can be made based upon internal and external factors, it
is not a bad approximation over a decade to use a random
walk model in which there are probabilities each year that
the company will either grow larger, grow smaller, stay the
same, or be acquired.

A Billion IP Addresses for Each of Your Children.
Routes on the Internet change all the time. Figure 1.1 con-
tains a portion of a traceroute from 2009. As described
later in the book, data sent between two computers on the
network is divided into what are called packets and these
packets are sent from one device to another on the Internet
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in a series of what are called hops. The Linux traceroute
command sends three probes from one device to another.
The traceroute commands provides the hop number (col-
umn 1 in the figure), the time in milliseconds for each of
the three probes (columns 2, 3 and 4), the IP address of the
device (column 5), and the Internet address of the device
(column 6).

The current Internet uses 32 bits to specify an IP ad-
dress. The IP address is divided into three components.
The first specifies the type (Class A begins with a zero,
Class B with a 10, and Class C with a 110), the second
the id of the network, and the third the ID of the host or
computer. The maximum number of hosts that can be ad-
dressed in this way is 232 or about 4 billion, which seemed
a lot in 1984 when this scheme was first introduced.

Class Network Hosts

0 7 bits 24 bits

10 14 bits 16 bits

110 21 bits 8 bits

The IPv6 scheme uses 128 bits, which can be thought of
as divided into eight 16 bit segments. Each 16 bit segment
can be written as 4 hexadecimal digits. For example,

FEDC:BA98:7654:3210:FEDC:BA98:7654:3210

is an IPv6 address. The maximum number of hosts that
can be addressed in this way is 2128 or about 1038, which
seems to be a lot today.

Network Hosts

64 bits 64 bits

The estimates for the world population for 1981 and
2003 are from the US Census web site (www.census.gov).
The description of the IPv4 internet protocol is defined in in
the DARPA Internet Program Protocol Specification [125].
The description of the IPv6 internet protocol is from [63].
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Three Ages of Computing. This description of the al-
phabetic Greek number system is taken from [112, Hist-
Topics/Greek numbers.html].

The SAD History of Computing. The number system
familiar to us is called the Hindu-Arabic number system
and requires the symbol zero. The earliest historical evi-
dence for the use of the symbol zero are from 9th Century
manuscripts from India [23].

The following two formulas, which were developed in
about the 17th century, turn multiplication and division
into addition and subtraction:

ab = exp(log a + log b)

a/b = exp(log a− log b)

Why Symbols Matter. This section is based in part on
[158].

Algorithms as Recipes for Manipulation Symbols.
Here is a simple five line Python function to illustrate how
square roots can be computed iteratively:

def square\_root(a):

x[0]=a/2.0

for i in range(1,20):

x[i] = (x[i-1] + (a/x[i-1]))/2.0

print x[i]

x={}

print ’sqrt of 5934939’

square\_root(5934939)

Here is another example of an algorithm that gener-
alizes the algorithm for finding square roots discussed in
this section. In the 1660’s Newton introduced the following
simple algorithm for computing the solutions of equations
such as f(x) = 0. As an example, to find the square root
of a, let f(x) = x2− a. To find the solutions of a quadratic
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equation, let f(x) = ax2 + bx + c. To find the cube root of
a, let f(x) = x3 − a. And to find the solutions of a cubic
equation, let f(x) = ax3 + bx2 + cx + d.

The algorithm depends upon the function f ′(x) which
Newton introduced and specifies how quickly f(x) changes.
For example, if f(x) is a formula for the path of a trajectory,
then f ′(x) is a formula for its velocity.

1. Take a guess, no matter how bad. Call the guess x0.

2. Let xn+1 = xn − f(xn)/f ′(xn), for n ≥ 0.

3. If xn+1 − xn is small, stop (the answer is xn+1); oth-
erwise, goto Step 2.

Before Newton’s algorithm, there was no simple general
method to solve algebraic equations, no matter how good
the symbols you had nor how fast the computing device.
Newton’s algorithm changed all that.

Computing Devices: From Paper to Chips. For more
information about the Rhind papyrus, see [12]. For more
information about Euclid’s Elements, see [44].

Case Study: The Slide Rule. A still useful and influ-
ential reference book of mathematical tables is the Hand-
book of Mathematical Functions with Formulas, Graphs,
and Mathematical Tables [1]. The handbook is over 1000
pages long and contains a wide variety of different mathe-
matical tables.

For the next few paragraphs we discuss in more detail
how the multiplication of two numbers can be computed by
adding two related numbers. For example, in a first course
in trigonometry, one usually sees the following formula:

sin(A) ∗ cos(B) = (1/2) sin(A + B) + (1/2) sin(A−B).

Formulas like these, together with a table of sines and
cosines, can be used to reduce multiplications to additions
as follows:
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1. To multiply a times b, first use a tables of sines to
find numbers A and B such that a = sin(A) and
b = sin(B).

2. Compute A + B and A−B.

3. Use the table of sines to find sin(A+B) and sin(A−
B).

4. Add the two numbers together from Step 3 and di-
vide by 2. By the formula above, this is the desired
product of a and b.

In these days of calculators and spreadsheets, it is hard
to appreciate why in many cases it is easier to multiply two
numbers together using these four steps involving additions
and mathematical tables instead of multiplying the num-
bers directly. Perhaps the best way to understand this is
to try one night when you are having trouble sleeping, to
multiple the numbers 1.84825884 and 489.83238535 both
ways.

Today’s logarithm function and its inverse, the expo-
nential function, are quite close to the functions that John
Napier introduced in the 16th century. Their are two es-
sential properties of these functions: First, multiplication
is reduced to addition:

ab = exp(log a + log b).

Second, division is reduced to subtraction:

a/b = exp(log a− log b)

Here exp can be thought of as a function that undoes a
logarithm, in the sense that, if in a table of look up values,
the logarithm function is the look-up from left to right, then
the exp function is the complementary look-up from right
to left. These two formulas and a table of logarithms were
used to add and multiple numbers for sometime before the
invention of the slide rule.
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The history of the logarithm is adapted in part from
[40]. Information about Edmund Gunter is adapted in part
from [112, Biographies/Gunter.html].

From Mainframes to Devices. The quote from Win-
ston Churchill is from a speech he gave to the Royal College
of Physicians in London, in 1944. The quote from Ludwig
Wittgenstein is from [153, page 1]. For information about
the IBM System 360, see [128]. For data about the diffusion
of personal computers, see [46].

Case Study: Punch Cards. This case study is adapted
from [83].

The Second Era: Desktop Software Applications
and the PC. Information about VisiCalc is from [14].

The Fourth Era: Clouds of Devices and Services. It
would be convenient if the fourth era had a well recognized
name, such as the term “web,” which so nicely character-
ized the third era. Instead, various terms are used today for
the fourth era, such as “Device Net” and “EmNet” [100].
Also, sometimes the term “Cloud” is used, although this is
generally used for something else [84]. It is still very early
in the Fourth Era and I expect a name will catch on before
long.

Case Study: Routers In fact, not all computers
on the internet have unique IP addresses. First, with the
current IP addressing scheme (IPv4), they are simply not
enough addresses. Second, for security reasons, many com-
puters are behind firewalls and have IP addresses that are
part of private networks. This is not all that different than
the telephone system. Telephones that are part of a PBX
system usually share a common phone number and are ac-
cessed through an extension number.

The example in this section of how routers work is
adapted from [154], page 160–164.
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Notes for Chapter 2

The Title. The Oxford English Dictionary defines com-
moditization as a noun with the meaning of commodifica-
tion. Commodification is defined as “The action of turning
something into, or treating something as, a (mere) com-
modity; the commercialization of an activity, etc., that is
not by nature commercial [118].” As used in this Chapter,
commoditization is perhaps better defined as “the process
by which a good or service transitions from a relatively
scarce and expensive item to one that is widely available
and inexpensive.” In short, items that are commodities are
ubiquitous.

Christmas and Easter. Easter Day is often described
as the first Sunday after the full moon that occurs next
after the vernal equinox [146]. The subtlety is that the full
moon in this description is not the full moon as observed
by an astronomer but rather an ecclesiastical full moon
as determined from tables agreed to by an ecclesiastical
council. These tables roughly, but not exactly, follow the
astronomical full moon. The reference [146] contains a good
description of how these tables work and how they differ
from astronomical observations.

Danti’s Law - The Commoditization of Time. Merid-
ian lines are describe on page 23 of [73]. Information about
the accuracy of various types of clocks and watches is from
[107]. Information about the solar year using the calendars
of Julius Caesar’s, Gregory XIII and Kahan is from [69].

The Commoditization of Space. This section is
based upon information about Harrison and his chronome-
ters from the following sources: [129], [67, pages 169–177],
and [68, pages 26–29].

Moore’s Law – The Commoditization of Process-
ing Power. The quote by Gordon Moore is from a video
transcript [94]. The projection is contained in the 1965
Electronics Magazine article [93].
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Commoditization is All Around Us. The history of
the meter is taken from [68, pages 278–280].

Storage and Johnson’s Law. In 2011, you can get a
2 TB disk for less than $100. In 2007, you could buy a
Seagate 750 GB Barracuda 3.5 inch Ulta-ATA/100 internal
hard drive for $309.00 from Amazon (the retail prices is
$399.99). This disk drive has four platters and spins at
7,500 rpm. is 4 inches by 5.8 inches and weighs 1.5 pounds.

The data about disks from mainframe computers is from
the Disktrend web site. The first three columns of this table
was extracted from www.disktrend.com on June 10, 2002.
The remaining columns are computed.

Software and Stallman’s Law. Richard Stallman’s vi-
sion for free software is described in [136]. Stallman is a
social activist. A good overview of his social activism can
be found on his web site (www.stallman.org).

GNU is an abbreviation for Gnu is Not Unix.

Microsoft’s Client Business Unit had $13.2 billion of
revenue in 2006 and $12.1 billion of revenue in 2005 [91].
Microsoft’s overall revenue for 2006 was $44.3 billion and
$39.8 billion in 2005.

In June 2005, Sun Microsystems posted more than 5
million lines of source code from their Solaris operating
system as part of an initiative that transforms a proprietary
operating system that Sun estimates cost $500 million into
an open source operating system called Open Solaris. [138].

A good analysis of how to estimate source lines of code
(SLOC) has been done by David A. Wheeler [157]. In par-
ticular, the SLOC estimates for the Red Hat Linux distri-
bution are from this paper. This paper also contains the
COCOMO estimates. More information can also be found
on his web site (www.dwheeler.com/sloc).

The size of the Debian Linux distribution are from the
papers [4] and [54]. These references also contain informa-
tion about the SLOC for the various Microsoft Windows
distributions.

There is no agreed upon methodology for measuring
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SLOC. Different tools will report somewhat different re-
sults. It is especially difficult for an outsider without ac-
cess to the Microsoft source code to estimate the SLOC. For
this reason, all the SLOC of code should be considered ap-
proximate, but especially those for the Microsoft Windows
systems.

My comments about designs for successful open source
software projects is in adapted in part from [152].

Data and the Bermuda Principles GenBank is main-
tained by the U.S. National Institute of Health. More in-
formation about GenBank can be found at the NIH web
site (www.nih.gov), which is the source of the information
here.

According to the Netcraft Web Server Survey there were
108,810,358 distinct websites in February, 2007. In Decem-
ber 2010, Netcraft estimated that there were approximately
266,848,493 web sites. So assuming that 0.1% of these con-
tained some open data, then there would be over 100,000
sources of open data. This is a very, very rough estimate.

Network Effects. Since the convention when writing
semi-popular books about technology is to make technical
assertions, but not always to check them, we will assume
in this section, for simplicity, that Metcalf’s Law is true.

The quote from Bill Gates is from [48].

For additional material on Metcalfe’s Law and network
effects, see [116] and [117] and the references contained
there.

The list of characteristics of network effects in technol-
ogy markets is adapted from [131] and [149].

There is no name that I know of to refer to the network
effect associated with software and data. In this book I use
the names Linus’ Law and Pearson’s Law after Linus Tor-
valds, the the lead developer of Linux, and Karl Pearson, a
statistician who lived from 1857 to 1936.



234 Notes

Notes for Chapter 3

A Case Study in Innovation: Approximating Solu-
tions to Equations The Pythagorean Theorem, relating
the shorter sides a and b of a right triangle to the longer
side c: c2 = a2 + b2, is usually one of the first theorems a
student learns.

The first known statements of the relation appear on
Babylonian tablets dating from the period 1900–1600 B.C.
The first proof is thought to be due to Pythagoras (c.560–
c.480 B.C.) or to someone from Pythagoras’ school. All
we know for certain is that the first written proof that is
extant is due to Euclid (c. 300 B.C.) Euclid’s treatment of
this theorem was the standard treatment for hundreds of
years.

It is important to remember that the equation as writ-
ten today is relatively recent: Euclid gave a geometric (not
algebraic) statement and a geometric proof.

If we substitute a = b = 1 into the equation c2 = a2+b2,
then c2 = 12 + 12 = 2 and c is the square root of 2. More
generally to find the square root of a number c, we need to
need a solution x to an equation of the form:

f(x) = x2 − c = 0.

With this notation, the Newton-Raphson iteration takes
the form:

xn+1 = xn − f(xn)/f ′(xn), n ≥ 1.

Continuing our example of computing the square root of
c using f(x) = x2 − c, we have that f ′(x) = 2x. More
generally, f ′(x) is what is called the derivative of f(x) and
measures the rate of change of the function f(x).

Here is another example of the Newton-Raphson method.
To find a seventh root of a number c, i.e., solutions to the
following equation:

x7 = c,

you can use the following Newton-Raphson iteration:



Notes 235

1. Begin with a guess, say x0 = 1.

2. Compute

xn+1 = xn −
x7n − c

7x6n
, n ≥ 1.

3. If xn+1 and xn are close together, stop because you
have found the seventh root of c. If not, return to
Step 2.

Of course, computers are well suited for computing these
types of iterations.

For more information, about the history of the Newton-
Raphson algorithm, see [34, page 169].

The simple computer program for computing square
roots would never work in practice: First, the program runs
into an error if we divide by zero. So we must check for this.
Second, sometimes five iterations is enough, sometimes it
isn’t. We must check for this. Soon we find ourselves with
a longer program.

Checking the various different special cases cases quickly
takes over as the major task. It turns out that it is easy
to leave out various special cases and that as you add more
and more cases it becomes easier and easier for them to
begin to conflict. This is a simple example of why it is
difficult to write even simple programs.

Most computers today follow IEEE Standard 754 for bi-
nary floating point arithmetic. Under this standard, float-
ing point numbers are written as +/- d.ddd x 10eee. The
number eee is called the exponent and the number d.ddd
is called the significand or mantessa. For example, a 32 bit
representation for floating point numbers allocates 1 bit for
the sign, 8 bits, for the exponent, and 23 bits for the sig-
nificand. This provides about 8 decimal digits of accuracy
for the significand [52].

Even though only 8 decimal digits are significant, the
default behavior for simple programs is to write out more
than 8 digits after the decimal point. It is important to
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realize that in general these are incorrect. To get more ac-
curacy, one either needs to use a 64 bit or larger represen-
tations for the floating point numbers or to use specialized
programs that use variable length representations. With
the latter, operations are much slower, but much greater
accuracy can be obtained.

A Case Study in Clutter: Business Intelligence.
This section was written in 2003. At that time, a key
word search using “business intelligence” was done using
the online DM Review site www.dmreview.com on March
9, 2003; 1392 documents were returned. A key word search
using “business intelligence” was done on Google on March
9, 2003; Google reported that 1,1600,000 were identified
containing this phrase. In 2011, a search on Google for
“business intelligence” returned approximately 124,000,000
documents containing this phrase.

The Imperative to be in the Upper Right. There are
a lot of industries in which a company can choose from in
order to be a leader. The U.S. Department of Commerce’s
book describing the North American Industry Classification
System (NAICS) is 1390 pages long [143]. The NAICS
uses six digits to identify particular industries: the first two
digits designate a business sector, the third digit designates
a subsector, the fourth digit designates an industry group,
and the fifth digit designates a particular industry. For
example, NAICS code 511210 includes packaged computer
applications software. See [143] for more details.

Who Clutters. In the Seventh Century B.C.E, standard
technology for predicting the future included the entrails
of beasts and the motion of the stars. Virgil was a Roman
poet who was born in 70 B.C.E, died in 19 B.C.E., and
who wrote an epic, which consolidated some of the legends
about the ancestors of the Romans. Here is a description
of a seer from Book X of his Aeneid [150]:

Third in the line was Asilas, the mighty seer
who mediated between men and gods, and who
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knew the secrets held by the entrails of beasts,
the stars in the sky, the voices of birds, and the
flash of presaging thunderbolts, ...

Virgil, The Aeneid, Book X, translated by G.
R. Wilson Knight [150].

Sources of Clutter: Features. The five page mar-
keting brochure “Crystal Reports XI: Feature Comparison
by Version and Edition” contains over 150 features. This
brochure was retrieved from the the Business Objects web
site on November 20, 2005.

A Case Study in Innovation: Databases. The mar-
ket research firm IDC estimate of the size of the database
market in 2004 was reported in eWeek in the article “Study:
2004 Database Market Grew 12 Percent” [148]. IDC esti-
mated the following worldwide sales of databases as follows:
Oracle - $6.2 Billion (41 percent of the market); IBM - $4.59
Billion (31 percent of the market); Microsoft $2.01 Billion
(13 percent of the market); Other vendors 2.21 Billion (15
percent of the market).

A brief description of the history of SQL is in [99] pages
162-164.

A Case Study in Innovation: Searching for primes.
Since a natural number n always has 1 and n as factors,
these are not considered when deciding if a number can be
factored into a product of smaller numbers. For example,
even though 7 = 1 × 7, 7 is still considered to be a prime
number. If a number n is not prime it is called composite .

Historical facts about Mersenne primes are from [27]
and [28], which are excellent resources. The tables listed
the large known prime by year from there also. Some of
the table entries were computed using a simple Python pro-
gram.

Here is a Python program for computing primes using
the Sieve of Erastosthenes.
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def sieve(n):

candidates = range(1, n+1) # [1, ..., n+1]

candidates[0] = 0 # candidates[0]=1 is not prime

for p in candidates:

if p: # skip zeros

if p*p>n:

break # done

for q in range(p*p, n+1, p): # sieving

# candidates[q-1]=q is not prime

candidates[q-1] = 0

# return non-zero candidates

return filter(None, candidates)

# print first n primes

n = 100

print sieve(n)

A Python implementation of the Sieve of Erastosthenes.

Lock-In or the Tyranny of Vendors and Users. The
discussion of vendor lock in strategies is adopted from [131,
Page 117].

A Case Study in Innovation - Routing Packets. Class
A, B, and C IP addresses are being replaced by a new ap-
proach, which more efficiently allocates the address space
called Classless Inter-Domain Routing or CIDR.

Notes for Chapter 4

The Basic Equation of Marketing. Innovators, early
adopters, main street, and laggards are well described in
[92]. The core ideas are also well described in [38].

How Long to Reach Main Street. The average price
for a car in 1914 is from the Cadillac Database [26]. See
also [6] and [22]. The corresponding 2003 price was calcu-
lated using the US Department of Labor’s Bureau of Labor
Statistics estimate of the consumer price index of 10.0 for
1914 and 181.7 for 2003 [18]. According to the US Census
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Bureau, the US population is about 270 Million, so that
using an estimate of 100 Million for the consumer market
underestimates its size.

Case Study: The Nike Pagasus. The history about
the Nike Pegasus is from the Nike web site [105].

Technology Roadmaps. The table describing the semi-
conductor roadmap is from the International Technology
Roadmap of Semiconductors (ITRS) [66].

Case Study: Grid Computing. The following facts
about SETI@home are from a 2002 article about the project
[5]. SETI@home was announced in 1998 and the first soft-
ware was released in May, 1999. By July 2002, over 3.8 mil-
lion individuals had participated in the project by down-
loading the SETI@home application and donating cycles
to the computation. During the 12 month period starting
in July, 2001, the average throughput of the project was
27.36 Teraflops. A Teraflop is a trillion floating point op-
erations per second, such as an addition or multiplication
of two floating point numbers. According to the 2002 Top
500 List of the most powerful computers, the SETI@home
virtual supercomputer ranked as one of the 10 ten super-
computers that year [139].

The USA Today article describing shared computing is
from [70]. The business week article is from [123]. An
excellent introduction to grid computing is the book The
Grid: Blueprint for a New Computing Infrastructure [47].

Context. There is no term that I am aware of that refers
to factors such as complexity, lock-in and standards that
affect the rate at which new technology is adopted by the
marketplace. For lack of a better alternative, I use the term
context in this book.

In [58], the Boston Consulting Group analyzed various
markets and pointed out that the top three vendors usually
prospered, while the others struggled along.

See [116, page 37] for more discussion about the role of
efficiency for inexpensive goods or services.
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Forces Effecting Technology Adoption. Information
about the growth in the user base of Hotmail is from a
Microsoft Press Release [89].

Case Study: Adoption of Relational Databases. The
description of the technology adoption of relational databases
is based in in part on [99], [55] and [135]. The time line and
major events are described in [99, pages 159–169], and [37].

The complexity of querying navigational databases, such
as hierarchical and network databases, is described in text-
books on databases, such as [37] and [132].

The number of installations and downloads for MySQL
is from the MySQL web site (www.mysql.com).

Case Study: Adoption of Open Source Linux Ker-
nel. The email is from Linus Torvalds [140]. The esti-
mates for the number of Linux users is from [86].

Notes for Chapter 5

Introduction. The quote “Big Data is a Big Deal” is the
title of Tom Kalil’s March 29, 2012 blog post (www.white-
house.gov/blog/2012/03/29/big-data-big-deal).

Thinking About Big Data. The study by Peter Lyman
and Hal R. Varian about how how much new information
is created each year can be found on their web site called
“How Much Information? 2003” [82]. The project carefully
collected data in 1999 and 2002 and published an analysis
of the data in 2000 and 2003. The quote is from their 2000
analysis. In 2003, they revised their 1999 estimate upwards
from 1–2 Exabytes to 2–3 Exabytes. It would be nice to
include a more recent estimate, but I am not aware of a
more recent one that is as authoritative as their 2000 and
2003 studies. The 2003 study contains the estimate that
new information from streaming data (such as a person to
person telephone call) is about 3-3.5 times larger than the
new information from data that is stored on media, such as
a hard disk.
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Marissa Mayer, the Vice President for Search Products
& User Experience at Google, gave a talk at Xerox PARC
in Palo Alto California on August 13, 2009 (www.parc.com-
/event/936/innovation-at-google.html).

The table illustrating the sizes of kilobytes, megabytes,
etc. of storage is adapted from [159].

The Commoditization of Data. The announcement
by Nikon that it is concentrating on manufacturing digital
cameras is from January 12, 2006 edition of the New York
Times.

The Data Gap. The data in the first table in this section
about earned doctorates is from [103]. The information
from the second table about the amount of storage required
for different types of multimedia files is from [57].

The British naturalist Charles Darwin lived from 1809
to 1882. The British Penny Post was introduced in 1840.
With the Penny Post, a letter could be sent anywhere within
England for a penny.

The estimate of 28,800 minutes corresponding to 20
days assumes that a messenger on a horse travels approxi-
mately 50 miles per day. Of course, your mileage (carrying
data on a horse) may vary.

In December 2004, Google announced that it is work-
ing with Harvard University, Stanford University, the Uni-
versity of Michigan, Oxford University and the New York
Public Library to digitize the books in their libraries and
make them available through Google [17].

Extracting Knowledge from Data. GenBank is a pub-
licly available database containing genetic DNA sequences
maintained by the U.S. National Library of Medicine and
National Institute of Health. As of February, 2008 it con-
tained approximately 85,759,586,764 bases from over 260,000
different organisms. See [97] and [9].

Here is the argument that the square root of 2 is ir-
rational. Assume not. In other words, assume that there
are integers p and q such that (p/q)2 = 2. Then p2 = 2q2.
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Factor both p and q into a product of primes. Then p2 is
factored into a product of the very same primes as p, but
each occurs twice as often in the factorization of p2 as it
does in the factorization of p. Therefore, p2 has an even
number of prime factors. So does q2. Now since q2 has an
even number of primes, 2 · q2 has an odd number of primes
(it has just one more). This is a contradiction, q2 cannot
have both an even and an odd number of prime factors. We
conclude that the equation (p/q)2 = 2 has no solution for
integers p and q. This is the same thing as saying that the
square root of two cannot be written as a quotient of two
integers and is therefore irrational.

For more information about how simulation is used to
study surface temperatures and global warming, see the
National Academy of Science report on surface temperature
[101].

For the story about why Ulam named the method Monte
Carlo, see [61], page 238.

In October, 2004, the International Human Genome Se-
quencing Consortium, reduced the estimated number of
human protein-coding genes from 35,000 to only 20,000–
25,000 [111]. Although the number may continue to shrink,
our current understanding of the coding of proteins, protein
interactions, and metabolic pathways is based upon much
more than just genes.

Case Study: Mar’s Orbit, Brahe’s Data and Ke-
pler’s Law Tycho Brahe did not publish his celestial ob-
servations, which occupied 17 volumes, but they were used
by other astronomers, including Kepler. Brahe’s data for
the orbit of Mars can be found in [120]. See “A Brief His-
tory of Cosmology [114]” for a concise online history of
cosmology describing the models of Ptolemy, Copernicus,
Brahe, Kepler, and Newton.

Pearson’s Law. It seems clear that the value of a column
of data grows as it is included in larger and larger collections
of other columns, as long as their is a common key for
linking different rows in the various columns. On the other
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hand, whether the value grows linearly, quadratically, or
at some other power is not so clear. Odlyzko and Tilly
investigated the growth in power of a network containing n
sources [117]. They conclude that the power of a network
grows more like n log n, rather than the n2 that occurs in
Metcalfe’s Law. The same power may very well apply here.

Karl Pearson (1857–1936) introduced a formula for quan-
tifying the correlation between two columns of data and
the chi-squared test, both of which are used extensively in
statistics. For more information about him, see [124]. Note
that if two columns of data are normalized using their mean
and standard deviation (into what are called z-values), then
the Pearson correlation coefficient of two columns of data
is simply the average of the row-by-row product of the
columns.

The analysis about voting in Palm Beach County is
adapted from [133]. The data is from: election.dos.state.fl.us.

Lessig’s Law: Data Just Wants to Be Free The gene
(UID 31657232) was obtained from the online GenBank
database

http://www.ncbi.nlm.nih.gov/genbank/,

which is maintained by NCBI, which is part of the National
Library of Medicine.

The Bayh-Doyle Act or University and Small Business
Patent Procedures Act was passed by the U.S. Congress
in 1980. Prior to this act, research by a university small
business, or non-profit organization that was based upon
federal funding could not be easily commercialized since
the government retained the ownership of all patents and
other intellectual property resulting from the research. This
changed with the Bayh-Doyle Act, as the first paragraph
of the Act makes clear:

It is the policy and objective of the Congress to
use the patent system to promote the utilization
of inventions arising from federally supported
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research or development; to encourage maxi-
mum participation of small business firms in
federally supported research and development
efforts; to promote collaboration between com-
mercial concerns and nonprofit organizations,
including universities; to ensure that inventions
made by nonprofit organizations and small busi-
ness firms are used in a manner to promote
free competition and enterprise without unduly
encumbering future research and discovery; to
promote the commercialization and public avail-
ability of inventions made in the United States
by United States industry and labor; to ensure
that the Government obtains sufficient rights
in federally supported inventions to meet the
needs of the Government and protect the pub-
lic against nonuse or unreasonable use of inven-
tions; and to minimize the costs of administer-
ing policies in this area.

U.S. Code 200-212, Title 35, Chapter 18, Patent
Rights In Inventions Made With Federal Assis-
tance.

The central dogma of molecular biology is that DNA
produces RNA in a process called transcription, and that
RNA produces proteins in a process called translation. Dur-
ing the Human Genome Project, it began to be realized that
different proteins could be produced from the same genes.
For example, it turned out that genes were divided into re-
gions that coded directly for proteins (exons) and regions
that do not (introns). By selecting different exons for in-
clusion, a single gene can produce many different proteins.
This is an example of a process called alternate splicing.
So even though by the end of the project, the gene count
was reduced from about 35,000 to about 26,000, the num-
ber of proteins that could be produced from these 26,000
genes was estimated to be much higher than the 35,000 or
so proteins than would be produced by 35,000 genes us-
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ing only the most basic form of translation. By 2004, the
estimated number of human genes was reduced further to
between 20,000 to 25,000.

BLAST is an abbreviation for Basic Local Alignment
Search Tool. BLAST is an algorithm that compares two
sequences for similar subsequences [3]. For example, the
sequence of a newly identified gene in one organism con-
taining a thousand base pairs can be compared to the entire
4 billion base pairs of the human genome in GenBank.

Case Study: The World Population. The table that
estimates the world population at various historical times
is from [142].

The Shape of Data. The XML description of the sta-
tistical model that classifies an Iris into three types is from
www.dmg.org.

Computing statistical profiles while maintaining privacy
is an active area of research today. It is important to note
that although statistical profiles can be assembled without
using any personally identifying information, this does not
mean that profiles computed in this way cannot be ana-
lyzed to reveal personal information. Here is a hypothet-
ical example of how this can occur. Assume that tables
of counts are computed that count the number of students
that missed 1 day of school, 2 days of school, 3 days of
school, etc. Assume that another table of counts contains
the average number of days of school missed by students
who had various diseases. By putting these two tables
together and combining it with some personal knowledge
(such as one of your friends missed thirty days of school),
you might be able to guess what disease he or she had, es-
pecially if there were only a few people in the school that
missed that many days of school.

These types of opportunities to identify personal infor-
mation from summary or aggregated data have been known
to be a problem for a long time and is one of the reasons
that the U.S. Census only releases information at a fairly
high level of summarization.
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For more information, about the Google Page Rank al-
gorithm, see [15].

Here is the R code used to compute the page ranks for
the example in this section.

# initial page ranks

a <- c(0.25, 0.25, 0.25, 0.25)

# number of incoming edges

c <- c(2.0, 1.0, 1.0, 1.0)

# random surfer factor

d <- 0.85

# for simplicity, perform 10 iterations

for (k in 1:10)

{

a[1] <- (1-d) + d*(a[3]/c[3])

a[2] <- (1-d) + d*(a[1]/c[1])

a[3] <- (1-d) + d*(a[1]/c[1] + a[2]/c[2] + a[4]/c[4])

a[4] <- (1-d)

wt <- sum(a)

a <- a/wt

print(a)

}

Case Study: Consumer Credit and Why Not all
Databases About 190 Million Americans Are Bad
The data about reported fraud is from the US Federal Trade
Commission [144]. The data was retrieved from the web site
www.consumer.gov/sentinel on September 1, 2002 for the
years 2001, 2002, and 2003; on September 10, 2006 for the
years 2004 and 2005; and on March 10, 2008 for the year
2007. The data for 2004 and 2005 was revised when the
2006 data was released. Percentages are computed using
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data from [144] and data from Visa about the estimated
yearly dollar volume of credit card transactions [151]. Data
about the growth in credit consumer credit from 1970 to
2001 is from [141].

Creating Digital Data. For more information about the
OdorDB, “Databases for the Functional Analysis of Olfac-
tory Receptors” [36].

Using Data to Make Decisions If a statistical model
predicts one of two possible outcomes (n = 2) and each
outcome can be true or false (m = 2), then the number
of possible types is four (4 = 2x2). More generally, the
number of true/false outcomes is 2n.

Case Study: NASA’s EOS. According to an article
by Lee Gomes in the Wall Street Journal [53], in August,
2006, there 6.1 million videos, compromising 45 terabytes
of digital data, that had been viewed 1.73 billion times.
Approximately 50% of the viewers were under 20 years of
age. The total time spent viewing the videos was 9,305
years.
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