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Preface

This book is about the structure of digital computing:

what is significant, what is novel, what endures, and why

it is all so confusing. The book tries to balance two point

of views: digital computing as viewed from a business

perspective, where the focus is on marketing and selling,

and digital computing from a more technical perspective,

where the focus is on developing new technology.

My goal was to write a short book about digital com-

puting that takes a long term point of view and integrates

to some extent these two perspectives.

The book is shaped by my personal experience in these

two worlds: From 1996–2001, I was the Founder and the

CEO of a company called Magnify, Inc. that developed and

marketed software for managing and analyzing big data.

Prior to this, from 1988–1996, I was faculty member at

the University of Illinois at Chicago (UIC), where I did re-

search on data intensive and distributed computing. From

1996–2010, I remained at UIC as a part time faculty mem-

ber.

I wrote the sections in this book over an approximately

eight year period from 2001 to 2008, with most of the writ-

ing done during 2001–2003. I have left the older sections

by and large as they were originally written.

v



Although there have been some changes since 2003 (for
example, computers are faster, there are more web sites,
and phones are smarter), hopefully as the book will make
clear, at a more fundamental level, we are still on the same
fifty or so year trajectory today that we were on in 2003.

Robert L. Grossman

vi



Chapter 5

The Era of Data

5.1 Introduction

Big Data is a Big Deal

Tom Kalil, White House Office of Science and Technology
Policy, March 29, 2012

The world’s total yearly production of print, film, optical,
and magnetic content would require roughly 1.5 billion
gigabytes of storage. This is the equivalent of 250
megabytes per person for each man, woman, and child on
earth.

Peter Lyman and Hal R. Varian, How Much Information,
2000

This chapter is about the fifth era of computing — the
era of data. For a quick overview of the first four eras of
computing, see Table 1.2 in Chapter 1. Since we are just
beginning the fourth era of computing, the era of devices,
writing about the next era with any specificity is not so
easy.
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164 The Era of Data

5.2 Thinking about Big Data

Digital data is measured in bytes. A byte is enough storage
to store a number in the range 0 – 255. A kilobyte (KB) is
a thousand bytes, a megabyte (MB) is a million bytes, and
a gigabyte (GB) is a billion bytes. A single page of text
(without any graphics or images) can be stored in a few
KB, a MP3 song in a few MB, and a DVD quality movie
in a few GB.

A terabyte (TB) is a trillion bytes and this is a good
unit to think about text information. A terabyte is the
same thing as one thousand gigabytes or one million mega-
bytes or one billion kilobytes. Around 2000, a study that
we will discuss in more detail in the next section, esti-
mated that all printed material available comprised ap-
proximately 200,000 terabytes. At that time, terabyte
sized datasets were rare.

Thinking about terabytes takes a little bit of practice.
A single page of plain ASCII text is about 2–3 kilobytes,
but we rarely see plain ASCII text anymore. The same
amount of text in Microsoft Word is about 100 KB. Adding
a few images can increase the size to a few MB. On the
other hand, scanning a page can reduce this to about 50
KB.

Assuming that a four drawer file cabinet contains enough
space for about 10,000 pages and that each page requires
about 50KB to store it, means that two file cabinets can
hold about 1 GB of data, while 2,000 file cabinets can hold
about 1 TB of data.

For many years, large corporations have managed thou-
sands of file cabinets. On the other hand, until about a
decade ago, spinning a TB of disk was expensive and the
software required to manage it was primitive. For exam-
ple in 1994, a TB of disk cost about one million dollars.
By Johnson’s law this has decreased dramatically over the
past decade. In 2003, a TB of disk cost about $3000, in
2008, it cost $250, and in 2011, you could buy a 2 TB disk
for $100.
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On the other hand, just because our laptops now store
terabytes of data does not mean we have a good under-
standing of how to manage, search, explore, or analyze
that much data.

Over the past decade or so, datasets that are terabyte
size or larger have become common. This is partly due
to the fact that over the past decade text data has be-
come a smaller and smaller fraction of the digital data
that is produced each year. Billions of sensors and other
digital devices (think of phones that constantly broadcast
where they are) now produce streams of data, and thou-
sands of different scientific instruments produce terabyte
size datasets on a daily basis. Digital data is everywhere,
and people can easily carry terabytes of data in their pock-
ets. We entering the era of big data.

Today, talking about big data requires units larger than
terabytes. A petabyte (PB) is one thousand terabytes;
an exabyte (EB) is one million terabytes; and a zettabyte
(ZB) is billion terabytes.

In 2009, Marissa Mayer, who was the Vice President
for Search Products & User Experience at Google gave
a talk at Xerox PARC in Palo Alto California and she
estimated that in 2002 there were about 5 exabytes of data
online. She also estimated that this had grown to about
282 exabytes by 2009, the time of her talk.

When thinking about big data, I have found the fol-
lowing rule of thumb to be helpful: The amount of data
that big data facilities manage increases by a factor of ap-
proximately 1000 per decade as Table 5.1 shows. Also,
the total amount of online data is probably approximately
1000 times larger than that. This rule of thumb has held
true for the last twenty years or so.

For example, in 1996 I worked on a big data project
that spun a few terabytes of disk, which was a very large
amount then. The amount of online data was estimated
to be measured in petabytes at that time. A little over
a decade later, big data facilities managed petabytes of
data and Mayer estimated the amount of online data in
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Data in big data facilities
Period Amount
1990–2000 Terabytes
2000–2010 Petabytes
2010–2020 Exabytes

World wide production of data
Period Amount
1990–2000 Petabytes
2000–2010 Exabytes
2010–2020 Zettabytes

Table 5.1: The amount of data managed by big data fa-
cilities and the approximate amount of online data in the
world.

the world in the hundreds of exabytes. If we assume that
growth will continue at approximately this rate, then over
the next decade, big data facilities will manage exabytes
of data and the world wide production of data will be
measured in zetabytes.

In practice, engineers managing big data today no longer
speak in terms of terabytes and petabytes. Instead they
speak in terms of megawatts (MW). For example, an en-
gineer might say that she works at a 15 MW data center
that manages hundreds of petabytes of data.

5.3 The Commoditization of Data

The amount of new data produced each year is rapidly
growing, but estimating exactly how much new data is
produced each year is not straightforward. A good analysis
was done by a research group led by Peter Lyman and
Hal Varian at the School of Information Management and
Systems at the University of California at Berkeley in 2000
[81]. Although outdated now, it is still very informative.
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Scale Examples Comments
Kilobytes
(1955–1965)

Econometric
models

Computerized economet-
ric models work with kilo-
bytes of data.

Megabytes
(1965–1985)

US Census Individual records from
the US Census are aggre-
gated into data files which
are megabytes in size.

Gigabytes
(1990–2000)

Human genome The human genome is
about 4 gigabytes.

Terabytes
(1995–2015)

Sloan Digital
Sky Survey

Scientific instruments can
produce terabytes of data.
For example, the Sloan
Digital Sky Survey (data
release 1) was a 2.5 ter-
abyte size atlas of the sky.

Petabytes
(2005-2025)

Climate simula-
tions

Numerical simulations of
global warming can pro-
duce petabytes of data.

Table 5.2: This table shows the approximate size of a data
set that could be analyzed using the technology from the
five different eras of computing that are described in Chap-
ter 1. As the table shows, the scale of the data we can
store, analyze, and use as a basis for discovery and deci-
sion support has increased by a factor of over a trillion in
less than fifty years.
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The study clearly showed that by 2000 data was becoming
commoditized.

Interestingly, the study was supported by EMC, a ven-
dor of storage solutions. Table 5.3 summarizes some of
their estimates for the amount of new data produced around
the time the report was written.

Here are some of the conclusions from their study [81]:

• Between 1,000,000 and 2,000,000 terabytes of new
information was generated in 1999.

• This information was stored primarily on print, film,
magnetic, and optical media. The majority was stored
on hard disks (a magnetic media).

• The majority of new data is born digital these days
and not in analog format (such as print and film).

• Approximately three times as much new information
(or between 3,000,000–6,000,000 terabytes of data )
consists of information flows and streams through
electronic channels such as telephones, instant mes-
saging, radio, and TV.

We close this section with two important remarks.
First, it is important to note that Table 5.3 assumes the

data is compressed. For example, the study estimates that
somewhere between 1 TB and 8 TB are required to store in
a digital format all the new books that are published each
year. Approximately a million books are published each
year [81]. Scanning the books at 600 dots per inch yields
about 40 MB per book, which can be compressed to about
8 MB, and which represents approximately 1 MB of text.
This gives an estimate of 40 TB of scanned data, 8 TB
of compressed data, and 1 TB of text data. Viewed from
another perspective, in the year 2000 when the study was
published, you could build a digital library for your home
office consisting of twelve 80 GB disks, requiring less space
than a small boombox, and costing less than $3000, that
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Storage
Medium

Type of Con-
tent

TB/Year,
Upper
Estimate

TB/Year,
Lower
Estimate

Growth
Rate,
percent

Paper

Books 8 1 2
Newspapers 25 2 -2
Periodicals 12 1 2
Office docu-
ments

195 19 2

Subtotal: 240 23 2

Film

Photographs 410,000 41,000 5
Cinema 16 16 3
X-Rays 17,200 17,200 2
Subtotal: 427,216 58,216 4

Optical

Music CDs 58 6 3
Data CDs 3 3 2
DVDs 22 22 100
Subtotal: 83 31 70

Magnetic

Camcorder
Tape

300,000 300,000 5

PC Disk
Drives

766,000 7,660 100

Departmental
Servers

460,000 161,000 100

Enterprise
Servers

167,000 108,550 100

Subtotal: 1,693,000 577,210 55
TOTAL: 2,120,539 635,480 50

Table 5.3: This table contain estimates of the worldwide
production of original content in 1999 that is stored digi-
tally, measured in terabytes. The assumption is that the
data is compressed. Source: Peter Lyman and Hal R. Var-
ian, How Much Information, 2000.
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could store the text for all the books published that year.
Of course, by the time you read this, as a consequence of
Johnson’s law, the cost will be much less.

Second, the transition from analog data (such as analog
photographs) to digital data (such as digital photographs)
comes with certain trade-offs.

In 2006, Nikon, one of the leading manufacturers of film
cameras for the past few decades, announced that it would
stop manufacturing most of its film cameras and instead
concentrate on manufacturing digital cameras [108]. Not
everyone is happy with this transition: analog film gener-
ally has higher resolution and analog cameras can last for
decades, while for many owners, it is a challenge to keep a
digital camera working for two years. On the other hand,
digital photographs are very easy to share with others by
email and to publish on the web.

An important open question though is how many digi-
tal images taken today will be around in 20 years. Taking
photographs using an analog camera, printing them on
high quality paper, and storing then in a shoe box was a
very safe way to preserve photographs for decades. Taking
photographs using a digital camera, publishing them on a
web site, and storing them on your home PC, may not be
a safe way to preserve photographs for even five years.

5.4 The Data Gap

Unfortunately, although the amount of data produced each
year is growing very rapidly, the number of people who
have the proper training to analyze this data is essentially
constant. For example, as Table 5.4 shows, the number of
new Ph.D.’s who graduate each has been essentially con-
stant. What this means is that there is a growing gap —
the data gap between the amount of data available and our
collective ability to analyze it.

There are only three possibilities:

1. We ignore more and more data. In large part, this
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is what is taking place.

2. We develop new technologies to automate in part our
ability to analyze data and extract useful information
from it. To some degree, this is in fact taking place.

3. We have no problem, because the people who analyze
data are much smarter and more efficient than they
were ten years ago. Some of my friends who analyze
data tell me that this is the case and that therefore
their salaries should be about 10–1000 times higher
than they were ten years ago to keep pace with their
new abilities. Other people I know are more skepti-
cal.

One of the fundamental challenges for the Fifth Era of
Computing is to reduce this data gap. For perhaps the first
time in human history, data is now becoming a commodity.
It joins hardware cycles, computer software, and network
bandwidth as a component of our technical infrastructure
that has been commoditized.

To put this into some perspective, Darwin spent 17
years collecting one of the data sets for his monograph Ori-
gin of the Species. This data set consisted of a few hundred
observations (KB of data). In practice the data was avail-
able only to him and his close collaborators and had to be
copied by hand. Today, a scientist can access Gigabytes
of other scientists’ data within minutes, even if that data
is located half way around the world. Viewed from one
perspective, scientists today can access data sets that are
at least 1,000,000 times larger (GB vs KB), in time frames
that are at least 10,000 times faster (in the 19th century a
messenger on a horse would require approximately 20 days
or 28,800 minutes to travel a thousand miles vs just a few
minutes to transfer a GB of data today over a high perfor-
mance network). From this perspective, one is tempted to
either raise one’s opinion of scientists in the 19th century
or to lower one’s opinion of scientists in the 21th century.
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Year Number
New Ph.Ds

1990 22,868
1991 24,023
1992 24,675
1993 25,443
1994 26,205
1995 26,536
1996 27,241
1997 27,232
1998 27,278
1999 25,933
2000 25,966
2001 25,548
2002 24,588
2003 25,289
2004 26,275

Table 5.4: The total number of new Ph.Ds in science and
engineering awarded in the US each year. The number is
essentially constant, and yet the amount of new data pro-
duced each year is growing exponentially. This gap means
that most data today is being ignored. Source: US Na-
tional Science Foundation, Division of Science Resources
Studies, Survey of Earned Doctorates [103].
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Although we are no longer starved for data, the prob-
lem today is that we lack the tools and technologies that
would enable us to extract useful information from even a
small fraction of the available data.

We close this section by looking at the commoditization
of data from another perspective, which is the emergence
of community and personal digital libraries that contain
in an easily accessible digital format significant portions of
all the information that our civilization has ever produced.

For example, Google is partnering with Harvard Uni-
versity, Oxford University, Stanford University, the Uni-
versity of Michigan and the New York Public Library to
build a digital library containing scanned images of all the
books in their holdings.

As another example, as the table below shows, for less
than one thousand dollars, an individual can put together
a personal digital library consisting of several hard disks
that can store enough books, images, and audio recordings
for a lifetime, and enough video recordings to fill a few
hours of each day.

What this means is that, if so inclined, for the first time
in human history, an individual can carry the Bible, the
works of Shakespeare, classic Greek literature, and thou-
sands of other works of literature and art on a memory
stick about the size of your key chain that can easily fit
into your pocket or get lost in your purse.

These are all examples of the commoditization of data
and information. There is no reason to expect that the
impact will be any less than the impact of the commoditi-
zation of time in the 18th century or the commoditization
of processing power in the 20th century.

To summarize, in the Data Era, data is a commod-
ity, but extracting useful information from the data is a
bottleneck.
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5.5 Extracting Knowledge from Data

The goal of statistics is insight, not computation.

Traditional

A mathematician, a physicist, and an engineer were
traveling through Scotland when they saw a black sheep
through the window of the train. “Aha,” says the
engineer, “I see that Scottish sheep are black.” “Hmm,”
says the physicist, “You mean that some Scottish sheep
are black.” “No,” says the mathematician, “All we know
is that there is at least one sheep in Scotland, and that at
least one side of that one sheep is black!”

Traditional

For most of us, data is not an end in itself, but rather
a mechanism to gain knowledge about the world around
us. From the perspective of science, knowledge about the
world comes from only a handful of mechanisms:

• Theory. Arguably, the oldest way that we have gained
knowledge about the world has been through theo-
retical insights. A theory in this context refers to
knowledge gained by starting with axioms and defi-
nitions and proving theorems. One of the best exam-
ples of this type of knowledge are the propositions
and theorems in Euclid’s Elements. For example,
Proposition 6 of Book 1 states: “If in a triangle two
angles equal one another, then the sides opposite the
equal angles also equal one another.” This is just as
true now as when it was written over 2000 years ago.

• Experiment. An important change took place with
the scientific revolution that occurred in the 17th
century. From this time forward, knowledge gained
from experiments became the basis for our under-
standing of the world. For example, Galileo’s exper-
imental observations of the positions of the planets
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began a process that eventually replaced the Ptole-
maic view of the world, in which the planets orbited
the earth, with the Copernican view, in which the
planets orbit the sun.

• Simulation. The idea of simulation is that complex
physical processes can be simulated on computers
and knowledge can be gained by an analysis of these
simulations. One of the early uses of this technol-
ogy occurred in the Manhattan Project during World
War II when the mathematicians Stanislaw Ulam
and Nicolas Metropolis used the technique to study
nuclear fission. An important contemporary use of
simulation is to study global warming. Since surface
temperature records only go back about 150 years,
and since society is producing carbon dioxide and
other gases in unprecedented amounts, simulation is
a very important tool to study the impact of these
gases on future surface temperatures.

• Data Mining. Today, the large amounts of data
that are available from repositories, databases, and
other sources, enable new knowledge to be created
directly by looking for patterns in already collected
data, without having to do new experiments or sim-
ulations. For example, GenBank is a publicly avail-
able online database maintained by the US National
Institute of Health [8]. In 2008, it contained over
85 billion nucleotide base pairs from over 260,000
different organisms and was doubling in size approx-
imately every 14 months. Discoveries can be made
by the analysis of this data and by comparing this
data to other public and private databases. There is
no agreed upon name yet for obtaining knowledge in
this way; in addition to the term data mining, the
terms knowledge discovery from databases (KDD)
and data-driven (DDD) discovery are also used.

Note that the last two mechanisms are both quite re-
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cent, while the experimental method is only several hun-
dred years old.

Theory. Pythagoras made the discovery that some num-
bers are fundamentally different than other numbers in the
sense that they couldn’t be represented either by integers
or by the ratio of two integers.

Today, we use the term rational numbers to include
these two types of numbers; that, is, numbers that are
either integers or the number formed when one integer is
divided by another integer, such as 1/2 or 1/3. If a number
is not rational, it is called irrational.

Another basic property of numbers concerns divisors.
Some numbers have no divisors other than 1 and and the
number itself. They are called prime numbers. For ex-
ample, 2, 3, 5, 7, 11, etc. are prime numbers. Any other
number can be written as a product of primes. For exam-
ple, 12 = 2× 2× 3. It turns out that every number can be
written as a product of primes, and that this is unique ex-
cept for the order of the primes. In this example, although
12 can be written in three different ways as the product of
primes (12 = 2×2×3 = 2×3×2 = 3×2×2), in each case,
the prime 2 occurs twice and the prime 3 occurs once.

If we assume that every number can be written as a
product of primes and that this representation is unique
except for the order of the primes, then a short argument
(called a proof) shows that the square root of two is irra-
tional. The argument requires only a paragraph and can
be found in the notes to this chapter.

Knowledge obtained in this way is a good example of
theoretical knowledge. Although we may have to read the
proof several times (or many times) in order to understand
it, once we we understand it, we are usually pretty confi-
dent of its truth.

According to legend, Pythagoras was quite disturbed
by this theoretical discovery that some numbers were irra-
tional. The Greeks at the time of Pythagoras viewed num-
bers geometrically, as the length of line segments. Using
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a straight edge, a line could be drawn. Using a compass,
equal units could be marked out along the line. These cor-
respond to the natural numbers: 1, 2, 3, etc. Fractions
arose naturally by examining geometric figures and corre-
sponded to the ratios of two line segments. For example,
1/2, 1/3, 3/5, and 7/4 arise in this way. However, a square
whose sides are of length 1 has a diagonal which can be
constructed geometrically using a straight edge and a com-
pass, but whose length doesn’t correspond to the ratio of
any natural numbers, as the argument above shows. No
wonder Pythagoras was disturbed. Today, our approach
would probably be to outlaw straight edges, since we are
careful to protect our children and to keep them from being
disturbed by uncomfortable facts.

Experiment. In 1609, Galileo invented a telescope
which could magnify distant objects by a factor of about
20×. He turned it to the heavens and began to observe and
measure. He immediately observed that Jupiter had four
moons, that the moon had mountains, just like Earth, and
that there were large numbers of stars that could not be
seen with the naked eye. He quickly published a pamphlet
called Sidereus Nuncius, or the Starry Messenger .

With telescopes, it was now much easier to measure
the orbits of the planets, both the fixed stars which “or-
bited” the Earth once a day, and the so-called wandering
stars (planets), such as Mercury, Venus, Mars, Jupiter, and
Saturn. With these measurements, the theory that the
Earth revolved around the sun, which had been advanced
by Copernicus, half a century earlier, suddenly took on a
new urgency.

Simulation. The paper “The Monte Carlo Method” by
Metropolis and Ulam was published in 1949 in the Jour-
nal of the American Statistical Association and explains
how simulation can be used to study complex physical pro-
cesses.

The mathematicians Stanislaw Ulam and John von Neu-
mann introduced the term during the Manhattan Project
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for the computer code that simulated nuclear fission. The
basic idea is to use random numbers to simulate and ap-
proximate complex physical processes. According to [61],
the name “Monte Carlo Method” was due to Ulam. Ulam
had a relative who loved to gamble in Monte Carlo, which
is the capital of Monaco.

The complex simulations that required supercomputers
in the 1980s can now be done easily using personal com-
puters. For example, several different companies now offer
Monte Carlo simulations to help with retirement planning
[45].

Here is a simple example of how Monte Carlo algo-
rithms can be used in retirement planning from [45]. Con-
sider a recent retiree with $200,000 invested in the Stan-
dard & Poor’s 500-stock index with the goal of using the
proceeds over a 20 year period. Since the S&P has had an
average return of about 14% since 1952, one answer is to
withdraw $32,000 each year.

The problem is that a 14% average return means that
some years have a higher return and some years have a
lower return. If there were to be a string of bad years
early in retirement that resembled the stock market in the
mid 1970s, then withdrawing $32,000 a year would use up
all the money in eight years. Monte Carlo simulations can
compute the likelihood of this and related scenarios.

Data mining. On June 26, 2000, there was a joint
press announcement in which the public Human Genome
Project and the private Celera Corporation jointly an-
nounced the completion of a working draft of the human
genome after roughly 10 years of work [110]. The map
of approximately 30,000–35,000 human genes and approx-
imately 3 billion DNA base pairs is publicly available. (By
the way, a few years later in 2004, the number of genes was
reduced to about 20,000-25,000.) Fundamental discoveries
can now be made by using techniques from data mining to
analyze this data and by comparing it to other public and
private databases.
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Item Storage Re-
quired

Comments

Book 1 MB The 20 million books in
The Library of Congress re-
quire about 20 TB to dig-
itize as ASCII text. If
the books are scanned, then
about 10 times more stor-
age would be required.

Low Resolu-
tion Image

20 KB There are about 52 billion
photographs taken each
year, requiring about 520
PB to store.

Medium Reso-
lution Image

1-10 MB The Library of Congress
has about 13 million im-
ages which would require
about 13 TB to archive at
1 MB/image. High res-
olution images might re-
quire up to 130 TB at 10
MB/image.

MP3 audio
files

1 MB/minute 80 years of listening re-
quires about 42 TB of disk.

DVD video
files

2 GB/hour Four hours of video per day
for ten years requires about
16 TB, which is not enough
video for most teenagers.

Table 5.5: A 1 TB disk can be purchased today (in 2011)
for less than $100. It is likely that by 2015, you will be
able to purchase a 800 TB disk for the same amount. This
would hold enough books, images and audio files for a
lifetime, but not quite enough video. The information in
this table is adapted from [57].
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5.6 Case Study: The Orbit of Mars,
Kepler’s Law and Brahe’s Data

Many of the simple facts we take for granted today rest
upon data that is not so easy to collect and not so easy
to understand. In this section we consider a simple yet
instructive case study illustrating this observation. Today,
many school children know that the planets revolve around
the sun (it turns out that not all school children know this),
and many of these know that the orbit of a planet, such
as Mars, is an ellipse with the Sun at one of the foci.

It turns out, though, that determining the orbit of
Mars from visual observations is not straightforward (it
was not until 1610 that Galileo published the The Starry
Messenger describing some of the first observations of Mars
using a telescope). From the viewpoint of predicting the
orbits of the planets, the Ptolemaic system is very good.
The Ptolemaic tables were based on the assumption that
the sun and planets moved in orbits which consisted of
small circles. The centers of these small circles traced
out larger circles whose center was the earth. More pre-
cisely, the model consisted of large circles called deferents
that circled the earth. The planets moved in small circles
called epicycles whose centers followed the deferents. Fi-
nally, the earth was not at the center of the deferent, but
rather displaced from it. This approach allowed very ac-
curate prediction of the motion of the sun and the planets.
With this system, the orbit of a planet around the earth is
determined by the following three parameters: the diam-
eter of the deferent, the diameter of the epicycle, and the
displacement of the earth from the center of the deferent.

Tycho Brahe (1546–1601) spent most of his life making
visual observations of the stars and planets. The data
he collected was some of the most accurate data collected
without a telescope. Brahe fitted a model of the solar
system to this data. In this model, i) the earth was at the
center; ii) the sun revolved around the earth in a circle;
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and, iii) the planets revolved around the sun in circles. It
turns out that this model fitted his data very well.

In fact, both Brahe’s model and the Ptolemaic model
fitted Brahe’s data better than heliocentric model of Nico-
laus Copernicus (1473–1543), in which the sun is at the
center and the planets revolve around the sun in circles.
So much for the simple stories we learned in school as chil-
dren.

This kind of situation occurs quite often when working
with data. Complex models that do not reflect the under-
lying physical phenomena accurately (such as Ptolemy’s
model, consisting of deferents and epicycles, or Brahe’s
model, in which the sun circles the earth and the plan-
ets circle the sun) may yield more accurate predictions
than simpler models (such as the Copernican heliocentric
model, which captures the basic fact that the planets orbit
the sun).

Let’s call this phenomenon Ptolemaic convenience —
often the most accurate statistical model available mis-
represents basic properties of the underlying physical phe-
nomenon it is modeling.

Over time, our understanding of the models that re-
flect the correct underlying physical phenomena grow and
these models become more accurate (and sometimes more
complex).

For example, it was not until 1609 that Johannas Ke-
pler (1571–1630) developed an accurate heliocentric model.
One of Kepler’s fundamental insights was that the plane-
tary motion was not based upon circles but upon ellipses.
With this insight, Kepler produced the first heliocentric
model that was as accurate as Ptolemy’s geocentric model.

Note that ellipses require only two parameters to spec-
ify their shape (the diameter of the major and minor axes).
In other words, Kepler’s model used one fewer parameters
to fit each orbit than Ptolemy’s and was equally accurate.
In data analysis, this is sometimes called Occam’s razor:
there is a strong preference for the statistical model with
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the fewest parameters that fits the data.
Later, Isaac Newton (1643–1727) showed that ellipti-

cal orbits are a consequence of the inverse square law of
gravitation. This provided additional evidence for Kepler’s
heliocentric model.

This tension between Ptolemaic convenience, model
driven insight, and Occam’s razor occurs in many differ-
ent areas. As a simple example, think of how we model
consumer behavior today. The most accurate models for
whether a consumer will respond to an offer to purchase
a product or pay a bill on time are statistical, data-driven
models that represent Ptolemaic convenience and have lit-
tle or no relation to phenomena that actually drive con-
sumer behavior. They are used today simply because they
work, which was exactly the same reason that Ptolemaic
models were used for centuries to predict planetary mo-
tion. Predicting consumer behavior using models that try
to mirror the underlying psychological processes present
is so inaccurate that it is not a serious option for anyone
trying to predict the actual behavior of consumers.
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Developer Description Accuracy

Ptolemy
(83-161)

Earth at center of the
universe. Planets and
stars revolve in small
circular orbits called
epicycles, whose centers
orbit the Earth in much
larger circular orbits.

fits observations very
accurately

Nicolaus
Copernicus
(1473-1543)

Sun at center of uni-
verse. Earth and other
planets revolve in circu-
lar orbits around Sun.
This model explained
the retrograde motion of
the sun without requir-
ing epicycles.

Copernican model
did not fit observa-
tional data as well as
Ptolemaic model.

Tycho
Brahe
(1546-1601)

Earth at center of so-
lar system. Sun revolves
around earth; planets
revolve around sun in
circular epicyclic orbits.

Brahe’s data fits his
observational data
very well, but has
the sun orbiting the
earth.

Johannas
Kepler
(1571-1630)

Sun at center of solar
system. Planets revolve
in elliptical orbits, with
the sun at one of the el-
lipse’s foci.

Kepler’s model fits
Brahe’s observa-
tional data very well
and is much simpler
than Brahe’s or
Ptolemy’s models.

Isaac New-
ton (1643-
1727)

Newton showed that
Kepler’s model follows
from the inverse square
law for gravitation.

By this time, the
telescope had pro-
duced better ex-
perimental data,
which fitted Kepler’s
model.

Table 5.6: Accurately predicting the motion of planets and
stars was critical both for both producing calendars and
for navigating.
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5.7 Pearson’s Law

The value of a column of data grows as the square of the
number of columns it is compared to.

Pearson’s Law

A particularly simple form of data is regular and rect-
angular. Data like this can be thought of as being orga-
nized into tables, with each table consisting of rows and
columns of data, and with a separate table for each source
of data. Given data like this, we can ask the question,
what additional insight into the data do we gain as we add
additional data sources containing additional columns of
data?

It is the experience of many people that the knowledge
we gain from data grows quickly as we add new attributes
(if the data is regular and rectangular, attributes are sim-
ply new columns of data). If we are optimistic, then we
can hope that as we add more columns of information,
then our insight into the data grows as the square of the
number of columns. There is no standard name for this
law, so we call it Pearson’s Law, after the statistician Karl
Pearson, who lived from 1857–1936.

Pearson’s law is not meant to be understood literally,
but rather more metaphorically, in the same way that Met-
calfe’s law was first formulated by George Gilder. For con-
venience, we repeat here Gilder’s description of Metcalfe’s
Law, which we discussed in Chapter 1.

In this era of networking, [Robert Metcalfe] is
the author of what I will call Metcalfe’s law
of the telecosm, showing the magic of inter-
connections: connect any number, “n,” of ma-
chines - whether computers, phones or even
cars - and you get “n” squared potential value.
Think of phones without networks or cars with-
out roads. Conversely, imagine the benefits of
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linking up tens of millions of computers and
sense the exponential power of the telecosm.

George Gilder, Metcalf’s Law and Legacy, Forbes
ASAP, September 13, 1993.

Here is an example of Pearson’s Law. A study pub-
lished in 2000 noted that there is a relation between El
Nino and the outbreak of cholera [121]. More precisely,
there is a correlation between the El Nino-Southern Oscil-
lation (ENSO), a measure of the sea surface temperature
anomalies off the coast of South America, with the out-
break of cholera in Africa. Both the outbreak of cholera
and El Nino have been studied extensively, but by com-
paring their respective oscillations over time, it appeared
that the the two oscillations were related. Further inves-
tigation showed the El Nino events increased the temper-
ature of certain areas of the sea surface. This increase in
temperature resulted in increased numbers of the Vibrio
cholerae bacteria that cause cholera and that live among
the zooplankton in the ocean.

Here is an another example of Pearson’s Law. Consider
the following data about Florida voters during the 2000
Presidential campaign. There are 67 counties in Florida.
In this campaign, Buchanan was a Reform candidate who
received an unusually large number of votes in Palm Beach.
The ballot in Palm Beach county was a butterfly ballot
that many voters found difficult to decipher. From one
database, you can obtain the number of registered Reform
voters by county. The first table below contains the num-
ber of voters by county who were registered as Reform
party members for the 2000 Presidential election. The sec-
ond table below contains the number of votes by county
for Buchanan. If you think of county as a link or a key, you
can combine the information in the first two tables to pro-
duce the third table. One way to understand the informa-
tion in this third table is graph it. Let the horizontal axis
represent the number of registered Reform voters and let
the vertical axis represent the votes for Buchanan. Once
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this is done, Palm Beach immediately stands out, sug-
gesting the possibility of something unusual occurring in
Palm Beach. This is a good example showing that columns
of data become more interesting as they are compared to
other columns of data.
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County Registered Reform
Voters

Alachua 91
Baker 4
Bay 55
Bradford 3
Brevard 148
Broward 332
Calhoun 2
etc. etc.
Palm Beach 337
etc. etc.

County Votes for Buchanan
Alachua 263
Baker 73
Bay 248
Bradford 65
Brevard 570
Broward 788
Calhoun 90
etc. etc.
Palm Beach 3407
etc. etc.

Table 5.7: These tables contain data from the 2000 Pres-
idential election in Florida. The top table contains the
number of Reform voters registered to vote in the 2000
Presidential election in Florida by county. The middle
table the number of votes for Buchanan in the 2000 Pres-
idential election in Florida by county.
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County Registered
Reform Voters

Votes
for Buchanan

Alachua 91 263
Baker 4 73
Bay 55 248
Bradford 3 65
Brevard 148 570
Broward 332 788
Calhoun 2 90
etc. etc. etc.
Palm Beach 337 3407
etc. etc. etc.

Table 5.8: The table above is the result of joining the
previous two tables using county as the key or link. Note
that Palm Beach stands out.
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Figure 5.1: Data from the 2000 Presidential election in
Florida. This graph shows the result of comparing one col-
umn of data, the number of registered Reform voters, with
another column of data, the number of votes for Buchanan.
The two columns are merged by using county as the com-
mon key. Note that Palm Beach stands out.
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5.8 Data Just Wants to Be Free: The
Bermuda Principles

Lawrence Lessig, a professor of law at the Stanford Law
School, has argued very persuasively about the opportuni-
ties that will be lost as intellectual property laws put more
and more restrictions on digital content [79].

Lessig distinguishes between controlled resources and
free resources. A basic example of a controlled resource
is private property. The owner of private property has
well established rights to control who has access to the
property. A basic example of a free resource is a highway:
access to highways is open and uniform. If there are fees
to use the highway, then they are applied uniformly and
consistently and no one can be restricted from using the
highway.

The Internet started as a resource whose content was
basically free in this sense. Over time, more and more of
the content has become controlled.

Data is a very specific, but very important, type of
digital content. There is often quite an important benefit
to the public when data is freely available. An interesting
example is provided by research that is funded by the U.S.
Government. The results of research funded by the U.S.
Government are generally required to be made available
to the public. On the other hand, the Bayh-Doyle Act en-
courages universities to commercialize government funded
research. A mechanism for commercializing research is to
restrict the results of research to those who provide licens-
ing revenues. A common practice today is to balance these
two requirements by making data that is “close to the sci-
ence” publicly available without limitation, while patent-
ing processes that are “close to the market” and can lead
directly to an income stream through licensing.

We have discussed open source software in Chapter 2
and some of the mechanisms that have been introduced to
formalize open source software, such as the various open
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source software licenses. Interest is growing these days in
providing a similar framework for data so that it is open
and freely usable by any interested party. Sometimes this
is called open data.

The Human Genome Project was started in October,
1990 with the goals of a) sequencing the approximately 3
billion DNA base pairs that comprise the human genome
and b) identifying what, at the beginning of the project,
was estimated to be about 30,000 to 35,000 genes in this
sequence. (By the end of the project, it turned out that
there were fewer than 20,000 genes, but that each gene
could code multiple proteins in a much richer and more
varied fashion than originally thought.)

At the beginning of the project a fundamental decision
was reached that the Human Genome Project, and sim-
ilar projects that were funded by the U.S. Government,
had to make the genes and sequences that were discov-
ered freely available to the public. The rules for making
genomic data publicly available are sometimes known as
the Bermuda Principles, after a meeting in 1996 that was
held in Bermuda [35]. Today, an online database called
GenBank contains this data and can be freely queried by
anyone in the world. A simple example is below, where
show the first 40 base pairs in the human gene TBC1:

acaatattgt gcagcccaca gatatcgagg aaaatcgaac

The data from GenBank is freely used by scientists
from universities and companies throughout the world and
has significantly sped up the pace of bioinformatics re-
search and discovery. If the GenBank sequence data had
been restricted, many of the analyses that biologists use
daily would be quite different.

For example, a scientist who identifies a new gene in
a rat will use GenBank and a program called BLAST to
search for similar genes in the human.
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5.9 Case Study: The World
Population

Some of the complexities of working with data quickly be-
come apparent if we think a bit about something as basic
as the world population. Suppose you are interested in the
question of how the world population has grown over time.
As a point of reference, the world population in 2010 was
about 6.8 Billion [142].

Data from Table 5.9 is from the U.S. Census Bureau,
which has brought together some data to answer this ques-
tion [142]. The table contains data from several sources
and estimates the world’s population beginning in 10,000
BC (between 1 million and 10 million) and ending in 1950
(between 2.4 billion and 2.5 billion). For simplicity, Ta-
ble 5.9 contains a summary and data from a single source
(Biraben) and ends in 1800. The full table, has nine other
sources.

Data doesn’t get much simpler than this, but already
there is some complexity and some irregularity in the data.
The first irregularity comes from missing values. For ex-
ample, if the data is thought of providing lower and upper
estimates for world population, then the upper limits are
missing for the years 4000 BC to 400 BC. Although a note
on the web site explains that for these years, the lower limit
should be used, the table itself contains missing values for
the upper estimates.

The second type of irregularity comes from the fact of
how the upper and lower population limits are computed.
For some years, there is only a single number, for some
years two numbers, for other years three numbers, and for
some years ten numbers. Presumably, the more numbers,
the more reliable the estimates. Notice that the upper and
lower limits are just one way to summarize the variation
of several estimates. Another is to use a measure of how
close together or how spread out the various estimates are.

A third type of irregularity comes from the fact that
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the intervals between the estimated dates vary from year
to year. Again, this is not a problem for a table as small as
this, but as the size of the table grows, this can introduce
subtleties in how other estimates are produced using data
in this table.

These irregularities are straightforward to recognize
when the data is analyzed by a human. On the other hand,
in the Era of Data, more and more data is analyzed by ma-
chines using automatic processes. In this case, these types
of irregularities can sometimes lead to problems when data
that was collected for one purpose at one time is used for
another purpose at some other time.
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Year
Summary

Biraben
Lower Upper

10000 BC 1 10
8000 BC 5
6500 BC 5 10
5000 BC 5 20
4000 BC 7
3000 BC 14
2000 BC 27
1000 BC 50
500 BC 100
400 BC 162 162
200 BC 150 231 231
1 170 400 255
200 190 256 256
400 190 206 206
500 190 206 206
600 200 206 206
700 207 210 207
800 220 224 224
900 226 240 226
1000 254 345 254
1100 301 320 301
1200 360 450 400
1250 400 416 416
1300 360 432 432
1340 443 443
1400 350 374 374
1500 425 540 460
1600 545 579 579
1650 470 545
1700 600 679 679
1750 629 961 770
1800 813 1,125 954

Table 5.9: The table above shows historical estimates of
the world population. All numbers are in millions. Source:
U.S. Census Bureau.
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5.10 The Shape of Data

It is sometimes helpful to think of data in terms of its
shape. In this section, we will describe five of the basic
shapes that data commonly takes: tables, trees, sequences,
event streams, and graphs.

Tables. Perhaps the most familiar type of data is a table.
Tabular data consists of rows representing data records
and columns representing data attributes. For example, a
company might keep a table of its employees containing
the employee number, first name, last name, date of birth
and date of hire. In another table, it might keep a table
of its employees’ current addresses, containing employee
number, street address, city, state, zip, and the date that
the address was updated.

Dividing data into different tables like this is common.
Here is an example of why organizing data this way is use-
ful. In a corporate database, the data for many different
applications may have the need for an employee address.
There are two options: either this information can be en-
tered explicitly in each table using one or more columns or
this information can linked to each of these tables using an
employee number. In the latter case, when the employee
moves, only one table needs to be updated.

Databases are designed to optimize the accessing and
updating of data records, which are rows in the table. On
the other hand, applications for data analysis are designed
to optimize the analysis of columns of data. When data
is stored on disk it must be stored either by row so that
database operations are fast or by column so that statis-
tical operations are fast. This is because data is moved
from disk to the processing units in chunks called blocks
and whatever data is transferred in a block can be easily
processed together for greater efficiency.

Trees. Another shape that data can take is called semi-
structured. A good way to visualize semi-structured data
is as a tree. For example, statistical models are some-
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times expressed in XML, which is one of the languages
that is used to describe semi-structured data. Figure 5.2
contains a part of XML description of a statistical model
that classifies an iris into one of three types based upon
the length and width of its petal and sepal. XML contains
structures called elements that are enclosed in tags. For
example in Figure 5.2, the first element is called PMML.
The element is bracketed by the two tags <PMML> and
</PMML>. Similarly, the element PMML contains two
other elements: DataDictionary and Classification Model.
This structure continues and both DataDictionary and
Classification Model contain other elements, giving this
data the structure of a tree.

Sequence Data. Although sequence data has been
around for some time, its importance has grown recently
as the Human Genome Project made large amounts of
genome sequence data publicly available. Here is an ex-
ample of a sequence from the human gene TBC1, which
we have already seen above:

acaatattgt gcagcccaca gatatcgagg aaaatcgaac

tatgctcttc acgattggcc agtctgaagt ttacctcatc

agtcctgaca ccaaaaaaat ...

This is a sequence of length 100 built from the four
letters “a”, “c”, “t” and “u,” called bases, which repre-
sent the four amino acids Adenine, Cytosine, Guanine and
Thymine. The sequence data in the human genome con-
sists of a sequence just like this but of length 3 billion
instead of length 100. Given another sequence, say 1000
bases from the genome of a mouse, a typical question a
molecular biologist might ask about this data is: “Does
the sequence match, either exactly or approximately, a se-
quence of the same length, in the human genome?” Se-
quence data has the shape of a line in a long row of old
fashioned printer’s type. Think of it this way. When a
printer sets type, the printer chooses a letter from a pile of
letters and then set the letter into a line or slug of metal
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<PMML version="2.0">
<DataDictionary numberOfFields="5">
<DataField name="PETALLENGTH" optype="continuous"/>
<DataField name="PETALWIDTH" optype="continuous"/>
<DataField name="SEPALLENGTH" optype="continuous"/>
<DataField name="SEPALWIDTH" optype="continuous"/>
<DataField name="SPECIES" optype="categorical">
<Value value="setosa"/>
<Value value="versicolor"/>
<Value value="virginica"/>
</DataField>

</DataDictionary>
<ClassificationModel functionName="classification">
<MiningSchema>
<MiningField name="PETALLENGTH" usageType="active"/>
<MiningField name="PETALWIDTH" usageType="active"/>
<MiningField name="SEPALLENGTH" usageType="supplementary"/>
<MiningField name="SEPALWIDTH" usageType="supplementary"/>
<MiningField name="SPECIES" usageType="predicted"/>
</MiningSchema>
<Node score="setosa" recordCount="150">
<ScoreDistribution value="setosa" recordCount="50"/>
<ScoreDistribution value="versicolor" recordCount="50"/>
<ScoreDistribution value="virginica" recordCount="50"/>
<Node score="setosa" recordCount="50">
<SimplePredicate field="PETALLENGTH" operator="lessThan"

value="24.5"/>
<ScoreDistribution value="setosa" recordCount="50"/>
<ScoreDistribution value="versicolor" recordCount="0"/>
<ScoreDistribution value="virginica" recordCount="0"/>
</Node>

...
</Node>
</Node>

</ClassificationModel>
</PMML>

Figure 5.2: This figure contains some semi-structured data
that describes (a fragment) of a statistical model for clas-
sifying an Iris into threetypes: Iris setosa, Iris versicoloar
and Iris virginica.
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type. Sequence data has the same shape: what matters is
the letter chosen and the order of the letters in the line.

Event Streams. Another simple data shape consists of
a stream of events and an associated collection of entities.
Perhaps the most familiar example of event and entity data
consists of credit card transactions. A merchant selling
goods or services who accepts credit cards sees a stream of
credit card transactions that identify the purchases each
day. On the other hand, each credit card transaction has
a unique account number identifying the cardholder. Over
time, by looking at all the transactions associated with a
specific account number, the merchant can assemble a pic-
ture of the types of goods or services that the cardholder
purchases. Similarly, the bank that issued the credit card
can analyze all of the credit card transactions of the card-
holder and assemble a picture of the cardholder’s purchas-
ing behavior.

Some additional examples of events and entities are in
the table below, and we will discuss this type of data in
more detail in a later section.

Event-entity streams can be thought of as two related
tables. To see this, think of an event stream of credit card
transactions. In this case, the first table is a table con-
sisting of the credit card transactions. Think of these as
sorted by time. Each row contains, for example, the time
and date of the transaction, the amount, the name and lo-
cation of the merchant, and the name and account number
of the card holder. The second table in this case is a table
with one row for each account number that summarizes
the various purchases made by that card holder. For ex-
ample, the columns in this second table might include: the
total number of transactions in the past 30 days, the total
dollars spent in the past 30 days, the total number of trans-
actions in the past 90 days, the total dollars spent in the
past 90 days, the total number of purchases at restaurants
in the past 90 days, the total dollars spent at restaurants
in the past 90 days, etc. With enough features like these,
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Event Entity
credit cards credit card transaction credit card account
frequent
shopper cards

purchases shopper

telephone calls call detail record telephone number
air plane
tickets

passenger name record passenger

online
browsing

viewing a web page Internet user

Table 5.10: This tables contains some common examples
of event-entity streams.

a fairly good statistical characterization of the cardholder
can be generated.

Notice that this statistical characterization doesn’t re-
quire using the name, address, or any other information
that could identify the cardholder. All that is required is
a mechanism for grouping together credit card transactions
that belong to the same person. There are several ways of
doing this that do not require using personal information.

Graphs. You can think of a graph as a diagram that
consists of nodes, viewed as small circles, and edges, viewed
as lines that connect the nodes. The web is a familiar
example of data that can be viewed as a graph. Think
of each web page as a node and connect two nodes with
an edge in case there is a hyperlink from the first page
to the second. With powerful enough web crawlers, you
could compute a graph like this, consisting, say of 8 billion
nodes and 20 billion edges.

Independent of the content of a page, the graph defined
above can provide some interesting information about the
importance of a page. For example, the more links to a
page, the more authoritative you might expect the page
to be. Google was the first commercial search engine to
use page links in this way to help order the results of a
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A

PR = 29

B

PR = 21

C

PR = 42

D

PR = 8

Figure 5.3: This figure shows a simple graph containing
four nodes and five edges. Each node also shows its page
rank (abbreviated PR). The notes for this section give the
formulas for computing the page rank.

search. This ordering is now called the Google Page Rank
and plays an important role in the quality of the Google
search engine.

As a simple example in the figure below, the web page
C has three incoming links, while the pages A and B each
having one incoming link, and the web page D has no
incoming links. In this simple example, the page ranks
would be A - 29, B - 21, C - 42, and D - 8. If two or more
pages contain the same search terms, then the pages with
higher rank would be presented first.
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5.11 Case Study: Consumer Databases

In 1970, the US Congress passed the Fair Credit Reporting
Act (FCRA), which led to the consolidation of the credit
reporting industry and the emergence of three national
credit bureaus: TransUnion, Experian, and Equifax. To-
day, each of these maintains data on approximately 190
million Americans. The data is refreshed daily from hun-
dreds of different sources and used for a variety of purposes,
including the following:

• Credit data is used to compute scores that qualify
consumers for new credit cards. Credit card issuers
use these scores to create direct mail lists of prospects
for new credit cards. These days, once you have a
job and a credit card with a good payment record,
it is rare for a week to go by without seeing a few of
these offers in the mail.

• Consumer credit data is used to provide “instant
credit,” enabling you to qualify for an automobile
loan and to drive away with a new car minutes after
you make the decision to buy the car.

• Consumer credit data is also used to determine the
likelihood that you will default on a home mortgage.
This information is used by companies underwriting
mortgages to determine whether to offer you a mort-
gage and, if so, at what interest rate.

Today we take the wide availability of credit cards, the
existence of instant credit, and the ability to refinance our
homes easily for granted, but prior to the emergence of
national credit bureaus, obtaining credit was not so easy.
An offer of credit was handled locally and credit decisions
were done manually. For example, the decision of whether
to offer you credit would be done by a credit officer at a
local bank, who was often less likely to offer credit if you
were new to town or somehow perceived as untrustworthy.
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An offer of credit was often quite subjective. Today, an
offer of credit is based upon data collected by the three
major credit bureaus and dictated by scores. The higher
the scores the more credit you will be offered and the less
it will cost.

In order to compute credit scores, credit bureaus collect
and maintain a wide variety of information about individu-
als, their transactions, and their public records, including:

• Personally Identifying Information. This infor-
mation is sometimes known by its initials (PII) and
includes your name, phone number, date of birth,
social security number, current address, previous ad-
dresses, current employer, and previous employers.
Personally identifying information is extracted from
a variety of sources, including the credit applications
you fill out.

• Trade and Account Information. For each ac-
count that involves an extension of credit, the credit
bureau maintains a variety of information, includ-
ing the account type, the name of the company pro-
viding the credit, the account number, the date the
account was opened, the current balance, the credit
limit or loan amount, the monthly payment, and the
payment pattern during the past few years. The ac-
count type indicates whether the account is an in-
stallment loan, such as an automobile loan with a
fixed monthly payment, or a revolving line of credit,
such as a credit card account whose monthly pay-
ment varies. The trade and account information is
provided by companies that you do business with, in-
cluding credit card companies (e.g. CitiBank, MBNA),
retail companies with a credit card (e.g. Gap, Land’s
End, etc.), banks and other institutions providing
loans (e.g. mortgages and automobile loans).

• Public Records. Credit bureaus also collect a va-
riety of public records, including bankruptcy records,
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monetary judgments entered against you, and tax
liens from state and county taxing authorities.

• Requests for Credit Reports. A credit report
also includes a list of companies that requested your
credit report.

• Credit Scores. A credit score is often attached
to a credit report. One of the most popular credit
scores is provided by the Fair Isaac Corporation and
commonly called the FICO Score. The FICO Score
ranges from 300 to 850, with higher numbers indi-
cating greater credit worthiness.

As with almost all new technologies, there are trade-
offs. First, any system collecting such a large amount of
information is bound to include a certain amount of in-
accurate data. Getting inaccurate data out of the system
can be quite a challenge. Second, any system used by so
many different businesses for so many different purposes is
likely to attract a certain amount of fraud and related mis-
uses. Third, after a while, there is a tendency for “mission
creep” to take place: although credit bureaus exist to allow
business to make offers of credit, they can be used by law
enforcement agencies to help with investigations, by state
agencies to identify deadbeat parents, and by the Trans-
portation Security Administration to identify potentially
dangerous travelers.

As with most technology trade-offs, a simple rule holds:
as long as the negative aspects of a new technology affect
other people, the technology is good; as soon as the neg-
ative aspects begin to touch me or the people I love, the
technology is bad.

To understand this trade-off better, let’s look at num-
bers for one type of bad event: using stolen identities to ob-
tain credit cards fraudulently. This is an example of iden-
tity theft that occurs when criminals use your personal in-
formation, such as your name, date of birth, or social secu-
rity number to obtain goods, services, or credit in a fraud-
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ulent manner. For example, in 2005 there were 255,565
identify theft reports made to the U.S. Federal Trade Com-
mission, and about 30% of these involve a fraudulent use
of a credit card.

From one perspective, over 250,000 cases of identify
theft is a very big problem. From another perspective, it
is what those in the world of credit refer to as “just the
cost of doing business.” For example, with over 480 million
credit cards used in the U.S., these cases of fraud mean
that each year about 6 out of 10,000 credit cardholders
are affected, which is much less than 1 percent.

Understanding this type of risk is usually quite per-
sonal: it is considered small if during the past year, you
have used your credit card, refinanced your home, or pur-
chased a new car using instant credit without a problem;
it is considered a travesty if during the past year, you or
someone in your family has been the subject of a identity
theft.

Looking at the trade-off from another point of view,
between 1970 and 2002 the percentage of people in the U.S.
with credit cards has grown from 16 percent to 73 percent,
the cost of credit has declined, and the ease of obtaining
credit has increased dramatically. For those people with
good credit scores, credit at low interest rates is readily
obtainable; while for those with poorer credit scores, credit
is generally obtainable, but is more costly. In contrast,
prior to 1970, it was difficult even for those with good
credit histories to shop for good credit rates, while those
with poor credit histories could generally not obtain credit.
Today, with credit bureau data available online to retailers
and vendors, one can obtain credit information so quickly
that credit scores are used for some Internet transactions.

In the fifth era of data, these types of trade-offs will
become more and more common. More and more third
parties will collect more and more data about more and
more people and their transactions. As long as the vast
majority of people benefit, most people will probably feel
comfortable with the trade-off between benefit and risk,
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2000 2001 2002 2003
Identity Theft
Complaints

31,117 86,198 161,819 215,177

Fraud Complaints 107,890 133,891 218,284 327,479
Total 139,007 220,089 380,103 542,656

2004 2005 2006
Identity Theft
Complaints

246,882 255,613 246,035

Fraud Complaints 410,709 437,906 428,319
Total 659,595 695,524 676,360

Table 5.11: Identity theft and fraud complaints reported
to the US Federal Trade Commission Consumer Sentinel
system. Part of the increase from year to year is due to the
growing awareness and use of the system. Source: Federal
Trade Commission.

despite the corresponding loss of privacy. On the other
hand, by the very nature of the system, there will more
and more opportunities for misuse and correcting data will
become more and more difficult.

5.12 Creating Digital Data

The easiest way to think about digital data is that it is
anything that is comprised of bits and that fills up a hard
disk. Originally, computers were primarily used for sci-
entific computation and digital data consisted mainly of
numerical data that was generated by mathematical com-
putations running on the computers.

Later, as businesses began to use computers also, the
type of digital data computers worked with began to change.
Companies were primarily interested in working with data
about their customers, suppliers, and internal business
processes. Digital data was created either manually, such
as when a new employee was hired and the employee’s
address and salary were manually entered, or a memo or
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email was written and sent out, or automatically, such as
when a payroll was paid by the payroll system and various
records were generated.

More recently, the type of digital data that computers
work with has changed again as consumers have begun
to use computers. Today, more and more digital data is
being generated by consumer devices, such as .mp3 files
containing music that has been ripped from a CD, JPEG
images produced by digital cameras, and MPEG-4 video
files produced by digital video recorders.

Once data is in a digital format, it becomes much eas-
ier to manipulate it and to study it. For example, people
have been studying the bible ever since it was first writ-
ten. A concordance, which shows for each word each of
its occurrences, is often useful when carefully studying a
text. Until very recently, creating a concordance has been
a monumental work.

Once a text has been digitized, however, concordances
can be created with a very simple program. For example,
a very basic concordance for Genesis can be created on
a laptop today with a program of less than a hundred
lines that takes a fraction of a second to run. One quickly
finds that Genesis has 38,277 words and that a concordance
contains 2588 words. Processing the text more carefully
will take a bit longer, but even so, a clean concordance can
be obtained in less than a minute of computation using a
laptop computer.

Working with text data in English is relatively easy, be-
cause of the simple encoding used: for example, the ASCII
encoding uses 0-127 to represent the 26 letters in the al-
phabet and other standard characters such as a line feed
or space. In ASCII, a space is coded as 32, a period is
coded as 46, A is coded as 65, B is coded as 66, C is coded
as 67, etc.

The process by which speech is converted into a digital
format is worth considering. The first step is creating an
alphabet and rules for converting speech into words formed
from the alphabet. Although this may seem obvious, think
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A Simple Taste Alphabet
Taste Coding
salty 1
sweet 2
sour 3
bitter 4

Table 5.12: A simple encoding of tastes.

Another Taste Alphabet
Sensation Coding
salty 1
sweet 2
sour 3
bitter 4
umami 5
astringent 6
pungent 7

Table 5.13: A more complex encoding of tastes.

about how you would create an alphabet for a language
with which you are not familiar, such as Chinese, or how
you would create an alphabet for another sense, such as
pictures that you see, sensations that you feel, or scents
that you smell.

Another example is provided by odors. The Yale OdorDB
contains 140 different odors. Imagine building an odor
coder that monitors odors in a room and once a second
producers a vector containing 140 numbers (an “odor vec-
tor”), with the first component in the vector measuring
the concentration of the first odor, the second component
measuring the concentration of the second odor, etc. Sim-
ilarly, imagine that you wanted to fill a room with a par-
ticular odor. In this case, one could build an odor decoder
that given an odor vector would release the appropriate
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decoder

digital 
processing of 
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digital odor

odor

Camphor - A
Citral - B

Limonene - C
...

Vanillin - XC

Dictionary of odors

Figure 5.4: This diagram shows how odors might be digi-
tally encoded.

amounts of each of the 140 different odors. It would con-
tain 140 different small vials, just as a color printer con-
tains 4 colors.

Once an alphabet is available, it is a simple matter to
encode the alphabet in a digital format, such as ASCII for
text, JPEG for images, etc.

Once the data is stored digitally, the next step is to
analyze and transform it in different ways using a pro-
gram. For example, a digital concordance simply counts
and indexes all the words in a text document.
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To summarize, creating and working with digital data
usually involves the following basic steps:

1. Defining the symbols - The first step is to define a
collection of symbols (an alphabet) and rules for cre-
ating more complex structures from the symbols. For
example, text is created from letters that form an al-
phabet, and words are defined by a sequence of let-
ters. As another example, a pixel is created from
symbols coding red, green and blue (RGB) values,
while an image is created from a two-dimensional
grid of pixels.

2. Encoding - taking an analog signal and creating dig-
ital data out of it using the different words in the
dictionary.

3. Processing - processing the digital data using a vari-
ety of programs and processes.

5.13 Using Data to Make Decisions

Solving a problem simply means representing it so as to
make the solution transparent.

Herbert A. Simon, The Sciences of the Artificial

There are two possible outcomes: If the result confirms
the hypothesis, then you’ve made a measurement. If the
result is contrary to the hypothesis, then you’ve made a
discovery.

Attributed to Enrico Fermi

People have various relationships with data. Broadly
speaking, you can divide these relationships into three
groups. The first group is the largest and consists of peo-
ple who have a perfectly natural tendency to either ignore
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data or to run away from it. (This is one of the reasons
that consultants who analyze data always have work to
do.)

The second group is a smaller group of people who
enjoy organizing and managing data. This is a very im-
portant group of people and most companies and organiza-
tions have at least one or two people from this group who
play an important, but often ignored role, tending and car-
ing for corporate databases. People from the second group
spend a lot of time and effort counting the data and writing
reports that summarize the data. In fact, there is whole
segment of the software industry that supports people with
these tendencies (it is the software segment that includes
data warehouses and business reporting software).

The third group is by the smallest and consists of peo-
ple who develop a deep enough understanding of the data
that they can summarize the data statistically and, more
importantly, develop statistical models of the data that
can be used as a quantitative basis for decision making.

Here are two examples of decisions that benefit from
statistical models.

• Your company runs a web site and has an inventory
of over 10,000 ads that can be displayed each day
in a small text box on the web page. By properly
analyzing historical data about the visitors to your
web site, you can build a statistical model that can
predict the likelihood that a visitor will click on a
specific ad. Using this model, you can then offer ads
to visitors that are most likely to result in clicks on
the ad.

• You live in Chicago and are visiting the art mu-
seum on the weekend. You carry four credit cards
in your wallet, including one from Citibank. Dur-
ing this visit, Citibank receives a request to approve
an authorization for purchase of a flat screen TV
from a store in Denver. Should Citibank approve
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the purchase, decline the purchase, or request more
information about the purchase?

Here is an example of a very simple statistical model.
Suppose that you are trying to determine whether a credit
card transaction is fraudulent or not. To help you do this,
you define what statisticians building a model call a fea-
ture. First, you divide the historical data into two groups:
“normal transactions” that are not involved in any fraud-
ulent activities and “fraudulent transactions” which are
involved involved in some type of fraud. You then ex-
amine the fraudulent transactions and notice that many
of them have a lot more transactions at electronics stores
with a dollar amount greater than $500 than the normal
transactions. Specifically, in this hypothetical example,
you notice 7% of the fraudulent transactions have three
or more purchases over $500 at electronics stores within
fours hours, while only 1% of the normal transactions do.
Because of this, you define a feature which is the number
of purchases over $500 at stores that sell electronics during
the previous four hours.

Suppose now that you are trying to determine whether
a certain transaction is suspicious and that it belongs to
an account that has 4 transactions at electronics stores
during a four hour period. Using this feature you have
some evidence that the transaction is fraudulent.

Of course, this model is much too simplistic ever to
be of value. On the other hand, with enough features, a
statistically valid procedure for determining the constants,
such as “3 or more” and “4 hours”, and a good mechanism
for combining information coming from different features,
one could begin to build a good statistical model in this
way.

What is important to realize is that although statistical
models built in this way may not be very good, they are
almost always better than alternative approaches, such as
asking an employee at a convenience store to report any in-
dividuals that they suspect may have criminal tendencies



212 The Era of Data

and are using credit cards in ways they think are suspi-
cious.

In other words, it is almost always better to focus on
the question of “Given two statistical models, which one is
better,” than the question of “Should I go with my business
judgment since I know I never make errors or should I use a
statistical model built by people with poor social skills that
I know has errors.” In the era of data, it will be more and
more natural to focus on the former question and it will
be easier and easier to access the data required to build
good statistical models. On the other hand, there will
probably always be 100 books explaining how to improve
your business judgment for every book explaining how to
improve your statistical skills.

One of the things that people find confusing about sta-
tistical models is how to measure their accuracy. Here is
an example: Suppose a fingerprint is discovered at a crime
scene and compared to a database of fingerprints using a
methodology (called M) based upon a statistical model for
comparing two fingerprints. There are four types of error
that can occur:

1. The individual identified from the database actually
left the fingerprint at the crime scene. This is called
a true positive. The more true positives, the greater
the detection rate of the methodology.

2. No individual from the database is identified by M
and in fact no individual from the database left the
fingerprint at the scene. This is called a true nega-
tive.

3. An individual from the database is identified by M,
but did not in fact leave the finger at the crime scene.
This is called a false positive.

4. No individual from the database is identified by M,
but in fact, an individual from the database did leave
the fingerprint at the crime scene. This is called a
false negative.
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All tests have false negatives and false positives. For
example, fingerprints are generally presented as being 100%
reliable meaning that their false positive and false negative
rates are zero. On the other hand, in practice, the rates
can be quite different. In 1999, while preparing for the
case U.S. v. Byron, an assistant federal public defender
in Philadelphia named Epstein Mitchell tested this com-
monly accepted wisdom.

[Epstein] showed that standards for examiners
vary widely, and that errors on proficiency tests
which are given irregularly and in a variety of
forms are far from rare. The critical evidence
consisted of two fingerprint marks lifted from a
car used in a robbery. To prepare for the trial,
F.B.I. officials sent the prints to agencies in all
fifty states; roughly twenty per cent failed to
identify them correctly.

Michael Specter, Do Fingerprints Lie? New
Yorker, May 27, 2002.

This is not to say that fingerprints are not effective,
but rather that any test in practice has false positives and
false negatives and the crucial question is always one of
balancing the benefits versus the costs of a test. In many
situations, the costs for different types of errors can vary
quite a bit. Just think about the impact of convicting the
wrong individual based upon a faulty test.

Another important issue is the quality and training of
those interpreting tests. The accuracy of tests is usually
measured using well-trained experts. Unfortunately, tests
are often deployed by individuals with much less training
and expertise, which lowers the overall accuracy of the test
in practice.
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Assertion
True

Assertion
False

Test Positive Detection Rate
(True Positives)

False Positives

Test Negative False Negative Specificity (True
Negatives)

Table 5.14: There are four possible outcomes for a test that
measures the truth or falsity of an assertion and two types
of errors - false positives and false negatives. In the exam-
ple described above, the assertion is that the fingerprint
at a crime scene matches the fingerprints of an individual
that is part of a database of fingerprints.

Yes
No

True

False

Question World

Assertion /

Prediction

Statistical 

Model

Figure 5.5: This diagram illustrates one way to think
about statistical models. Suppose there is a credit card
transaction and you are interested in determining whether
the transaction is fraudulent or not. In this case, you can
think of the statistical model as making predictions, such
as whether the credit card transaction is fraudulent.
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5.14 Case Study: Mammograms

This case study is about using data to make decisions.
Some predictions from data turn out to be right and some
wrong. Something that almost everyone finds confusing is
the different types of errors that arise in this way. This
case study looks at the different types of errors that occur
with mammograms.

We begin with an excerpt from a CNN article that
is available on the web and provides information to help
women decide at what age they should begin to have yearly
mammograms to screen for breast cancer.

More false positives. Because mammograms
are more difficult to read in younger women,
they have a higher incidence of false positives
and undergo more unnecessary biopsies. Ac-
cording to the [National Cancer Institute (NCI)],
86 percent of women age 50 and older with an
abnormal mammogram turn out not to have
cancer. This number jumps to 97 percent in
women between the ages of 40 and 49. While
it’s fortunate that these women turn out to be
cancer-free, they still must undergo a painful
and perhaps unnecessary procedure to — in
most cases — rule out cancer.

More false negatives. There is also a higher
rate of false negatives in women younger than
50. The NCI estimates that mammograms miss
up to 25 percent of breast cancer in women in
their 40s, as opposed to 10 percent for women
in their 50s and older. A sense of false security
can develop, which may lead to a woman being
less vigilant about checking for cancer.

The Mammogram Screening Controversy: When
Should You Start? retrieved from cnn.com [31].

The medical study that is the basis for this article was
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published in the New England Journal of Medicine in 1998
[43] and followed 2227 women over a 10 year period in order
to measure the effectiveness of mammograms for screening
for breast cancer. A good way to use this type of informa-
tion as a basis for decision making is to create a diagram
like the one in the figure below.

The diagram is read from left to right and consists of
nodes that represent groups of individuals and arrows that
show how different groups are connected. On the left is a
node that represents the number of women in the study
(2227 women). On the right are nodes for each of the four
possible outcomes of the test. In the middle are branches
that divide the women in the study into two groups - those
that were diagnosed with breast cancer sometime during
the study (88 women) and those that were free of (diag-
nosed) breast cancer during the study (2139 women).

Looking at the figure below, it is easy to see that of
2227 women who had screening tests, 58 of them had a
positive screening mammogram that correctly diagnosed
cancer, while 530 of the women had at least one screen-
ing mammogram that indicated an abnormality but no
breast cancer was present. In other words approximately
10 women had false positives for every woman who was cor-
rectly diagnosed with breast cancer by the screening test.
This doesn’t mean that there is something wrong with the
test, but just reflects the fact that all such tests have a
certain number of false positives and false negatives.

5.15 Case Study: Events, Profiles
and Alerts

In the Data Era, an important question to ask is whether
data is at rest or in motion. In prior eras, data was by
and large at rest in the sense that data was collected,
stored, and then analyzed. The results of analysis were
typically written up as reports. For example, in the case
study about screening mammograms from the last section,
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screening 
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Col Sums 88 2139 2227

Figure 5.6: This diagram illustrates one way to organize
false positive and false negative information so that it is
easier to understand. The diagram summarizes informa-
tion about false-positives and false-negatives from a 10
year study of mammograms that were used to screen for
breast cancer. The data is from [43].
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data was collected for ten years, analyzed over a period of
months, and an article was then written and published.

In the Data Era, data can also be in motion in the
sense that it can consist of a continuous stream of data.
In this section, we will discuss streams of discrete events.
In the next section, we discuss continuous streams of data,
such as those from weather satellites.

With event streams, it is often of interest to process
the events as they occur and, if required, to take an ac-
tion. Events processed in this way are said to be processed
in real time (although of course there is no such thing as
“non-real time.”) It is interesting to compare real time au-
tomated decision-making with the more familiar example
from the prior section, in which data is collected for years,
analyzed for months, and decisions are made by trained
experts interpreting data.

Streams of event data commonly contain information
about one or more entities. Recall that we have discussed
events and entities above in Section 5.10. See Table 5.10
for some examples. One way of analyzing these types of
events is to consider the events in a window that stretches
back to older events (perhaps all the way to the first event)
and to construct statistical summaries of the event data,
with one summary for each entity. These entity level sum-
maries are sometimes called profiles. In Section 5.10 about
the shape of data, we mentioned several examples of these
summaries. Here are three of them: clicking on online ads
(events) and summaries associated with clicks (user pro-
files), credit card transactions (events) and summaries as-
sociated with transactions (account profiles), and purchas-
ing items at grocery store (events) and summaries about
purchases (shopper profiles).

In this section, we will look at another example of
streaming event data. This example concerns defending
a corporate network from possible cyberattacks. In this
example, the events consist of network packets (See Sec-
tion 3.11) and the summaries consist of information about
the IP address which is the source of the packets (IP pro-



5.15 Events, Profiles and Alerts 219

files). The goal is determine in real time whether the par-
ticular IP address is the source of some type of suspicious
behavior, perhaps the beginning of an possible network
intrusion.

We have mentioned network packets several times. Two
computers on the web typically talk to each other by send-
ing packets of data containing the IP numbers of the source
and destination computer, as well as the port number of
the source and destination computer. Think of the port
number as part of the address - it helps specify exactly
where on the destination computer to send the packet.
For example, web packets use Port 80 and email traffic
uses Port 25.

Sometimes it is useful to think of packets as envelopes
— the destination IP and port number are the address,
while the source IP number and port number are the return
address. Inside the envelope is the payload of the packet
(the actual data that is being sent).

In one of the simplest types of attacks, a hostile com-
puter (perhaps because it has been taken over by a moody
teenager with too much free time on his hands) sends
so many packets that the target computer cannot handle
them and crashes. This is called a denial of service attack.
These attacks are very simple to detect. A moving win-
dow of packets is monitored, summaries are formed, and
a statistical model is used to distinguish between normal
and abnormal behavior. See Figure 5.7.

For example, most IPs might send a few packets per
second, while a denial of service of attack might send 1000
packets or more per second. The goal of a statistical model
is to distinguish between these two types of behavior as
quickly as possible and to send an alert in real time that
can take the appropriate action, such as filtering out all
packets from the offending computer. Note that this type
of attack can be detected without ever looking at the data,
but instead just by building certain statistical profiles ob-
tained by computing statistics in moving windows.

Processing event data to produce summary profiles, an-
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Figure 5.7: This figure illustrates how features are com-
puted statistically from moving windows of TCP packets.

alyzing these summary profiles using statistical models,
sending alerts in real time, and then taking the appropri-
ate action is emerging as one of the key characteristics of
the Data Era.

5.16 Case Study: NASA’s EOS

Streaming data is of various types, including audio streams,
video streams, streams of images, and streams of data from
scientific instruments. Perhaps the most familiar type of
streaming data are radio and TV broadcasts. Today, most
of this streaming data is analog. Over the next decade
though, as we enter the Data Era, more and more of this
streaming data will be digital, and more and more of it
will be captured and archived. A good metric that cap-
tures this transition is the amount of streaming video that
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is watched on computers, tablets and phones versus the
amount of video that is watched on televisions.

We now turn to the streaming data provided by NASA’s
Earth Observing System or EOS. The goal of EOS and
related NASA programs is to study the earth as an envi-
ronmental system by collecting data using satellites and a
variety of airborne and ground based instruments. After
about a decade of planning, NASA launched the first EOS
satellite called Terra in December, 1999.

The Terra Satellite contains several instruments, with
names like ASTER, CERES, MISR, MODIS, and MO-
PITT. Each instrument contains a variety of sensors and
each sensor sends a continuous stream of data to earth
for processing. From EOS, data is streamed to a NASA
ground station in White Sands, New Mexico at a rate
of 150 Mb/sec, where it is archived. The data is then
streamed from White Sands to several distributed NASA
data centers where it is processed to produce dozens of
different data products. These various data products are
then analyzed by scientists around the world. By the time
the EOS program is completed, several petabytes of data
will have been collected, processed and archived to produce
one of the largest scientific data sets ever created.

The data from Terra is processed to produce a vari-
ety of different data sets, such as data sets that include
atmospheric temperature, atmospheric water vapor, pre-
cipitation, radiation, vegetation, and ocean temperature.

Today, the collection, processing, and analysis of high
volume data streams is an expensive, complex process.
Systems take a decade or longer to plan, billions of dol-
lars to operate, and produce petabytes of archived data
products. Over the next decade or so, the generation of
streaming data by sensors and its processing and analysis
will most likely become commoditized.

The cost of sensors, including wireless sensors, has fallen
dramatically over the past several decades. Sensors can
now be manufactured for a few dollars. Over the next sev-
eral years, wireless sensors will be commonly attached to
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DAAC Location Discipline Instrument
EROS Data
Center (US
Geological
Survey)

Sioux Falls,
South Dakota

Land pro-
cesses data

ASTER,
MODIS

Goddard
Space Flight
Center
(NASA)

Greenbelt,
Maryland

Upper at-
mosphere
chemistry,
atmospheric
dynamics,
global bio-
sphere, hy-
drology, and
geophysics

MODIS

Langley Re-
search Center
(NASA)

Hampton,
Virginia

Radiation
budget,
clouds,
aerosols,
surface radi-
ation, land
processes,
and tro-
pospheric
chemistry

CERES,
MISR, MO-
PITT

National
Snow and Ice
Data Center
(University
of Colorado)

Boulder, Col-
orado

Snow and ice,
cryosphere,
and climate

MODIS

Table 5.15: Data streams from on the EOS Terra Satel-
lite via a downlink at 150 Mb/sec to White Sands, New
Mexico. From White Sands it is distributed over high per-
formance networks to five sites called Distributed Active
Archive Centers or DAACs for further processing. Source:
NASA’s Earth Observing System [95].
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Atmosphere Aerosols, Air Quality, Atmo-
spheric Chemistry, Atmospheric
Phenomena, Atmospheric Tem-
perature, Atmospheric Water Va-
por, Clouds, Precipitation, Radi-
ation Budget

Biosphere Ecological Dynamics, Microbiota,
Vegetation

Cryosphere Sea Ice, Snow/Ice,
Human Dimensions Environmental Effects

Hydrospere Surface Water, Snow/Ice
Land Surface Land Use/Land Cover, Topogra-

phy
Ocean Ocean Chemistry, Ocean Heat

Budget, Ocean Optics, Ocean
Temperature, Ocean Wave,
Ocean Wind, Sea Ice, Sea
Surface Height, Tide

Radiance/Imagery Infrared, Microwave, Radar

Table 5.16: The different streaming data products pro-
duced by NASA EOS. Source: NASA’s Earth Observing
System [95].
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a variety of objects, including bridges, cars, trucks, air-
planes, and packages.

Each of these sensors will produce a stream of digital
data as output. The world will be filled with billions of
these inexpensive, wireless sensors, which will be one of
the fundamental forces pushing us further and further into
the Device Era. The challenge of the Data Era will be to
process all this data, extract useful information from it,
and use this information to make better decisions.

Over time, we will develop technology that will com-
moditize the processing of this data and extraction of use-
ful information from it, leading us into the next Era, an
era that is not so easy to identify just yet.


