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Preface

This book is about the structure of digital computing:
what is significant, what is novel, what endures, and why
it is all so confusing. The book tries to balance two point
of views: digital computing as viewed from a business
perspective, where the focus is on marketing and selling,
and digital computing from a more technical perspective,
where the focus is on developing new technology.

My goal was to write a short book about digital com-
puting that takes a long term point of view and integrates
to some extent these two perspectives.

The book is shaped by my personal experience in these
two worlds: From 1996–2001, I was the Founder and the
CEO of a company called Magnify, Inc. that developed and
marketed software for managing and analyzing big data.
Prior to this, from 1988–1996, I was faculty member at
the University of Illinois at Chicago (UIC), where I did re-
search on data intensive and distributed computing. From
1996–2010, I remained at UIC as a part time faculty mem-
ber.

I wrote the sections in this book over an approximately
eight year period from 2001 to 2008, with most of the writ-
ing done during 2001–2003. I have left the older sections
by and large as they were originally written.
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Although there have been some changes since 2003 (for
example, computers are faster, there are more web sites,
and phones are smarter), hopefully as the book will make
clear, at a more fundamental level, we are still on the same
fifty or so year trajectory today that we were on in 2003.

Robert L. Grossman
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Chapter 3

Technical Innovation
vs. Market Clutter

3.1 Technical Innovation vs.
Market Clutter

Each generation has its few great mathematicians, and
mathematics would not even notice the absence of the
others. They are useful as teachers, and their research
harms no one, but it is of no importance at all. A
mathematician is great or he is nothing. . . . The
mathematical life of a mathematician is short. Work
rarely improves after the age of twenty-five or thirty. If
little has been accomplished by then, little will ever be
accomplished.

Alfred Adler, Mathematics and Creativity, 1972 [2]

Hollywood has its Oscars. Television has its Emmys.
Broadway has its Tonys. And advertising has its Clios.
And its Andys, Addys, E�es and Obies. And 117 other
assorted awards. And those are just the big ones.

Joanne Lipman, 1987 [41]

In this chapter, we examine the second and third themes
of this book—the rarity of innovation and the pervasiveness

81



82 Technical Innovation vs. Market Clutter

of market clutter. The consensus of most experts in a field
is that technical innovation is relatively rare in the sense
that genuinely novel ideas occur only every few years. A
consequence of this is that by beginning with a firm foun-
dation of the basic principles in a field and by keeping up
with the genuine innovations, it is practical to have a good,
if not detailed, understanding of a technical field.

On the other hand, reading almost any business or com-
puter industry publication generally produces the opposite
impression — that many companies are innovative and that
only by working with these innovative companies can you
keep up. In other words, the market is cluttered by compa-
nies claiming to be innovative and claiming to o↵er prod-
ucts and services that they assert are essential if you want
to remain productive and competitive.

There is a fundamental tension between the actual pace
of technical innovation and claims made in the market place,
most of which just add to the clutter. For this reason,
making technological decisions and completing technical
projects is quite challenging.

In this chapter, we begin by looking at technical inno-
vation in greater detail. Broadly speaking, the power of
a computer today can be measured along several di↵erent
axes: how fast it can compute, how much it can store, and
how many other computers it can communicate with. For
this reason, we look at three case studies in innovation:
one that is related to computation involving prime num-
bers; one that is related to storage, the evolution of the
database; and one that is related to communication, rout-
ing packets.

We then look at some of the reasons for market clut-
ter, not all of which are pretty. One reason for clutter is
that everyone likes to work with winners. The result is in-
stead of a market of 60 technology vendors selling database
software with three winners and 57 non-winners, there are
20 sub-markets consisting of three winners each, plus full
employment for a large number of marketing consultants
whose job is to create and maintain these 20 sub-markets.
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3.2 A Case Study in Innovation:
Approximating Solutions
to Equations

This case study is about an innovation in computing that
dates back to the 17th century but is still commonly used.
The innovation was a new way to approximate solutions to
equations and was introduced by Isaac Newton.

A good way to describe the method Newton introduced
is to show how it applies to finding square roots, which can
be thought of as the solution of an equation involving the
square of a variable, such as x. Square roots are naturally
associated with right triangles, which is where we begin.

About 530 BC, Pythagoras knew that if a right triangle
has sides of length a, b and c, then (using modern language),
the square of the longest side (call it c) is the sum of the
squares of the other two sides (a and b). The simplest case
is when a = b = 1, and, in this case, computing c is the
same thing as computing the square root of 2.

Pythagoras discovered that c cannot be written as a
fraction a/b, where a and b are integers. This was probably
one of the first numbers discovered that one could be sure
could not be written as a fraction of two integers. The notes
for this chapter contain a simple argument why this is so.

To understand innovation in computation generally, it is
instructive to understand Newton’s method in more detail.

The Pythagoreans viewed numbers from a geometric
point of view in the sense that integers were often viewed
as lengths — think of a ruler with n equally spaced tick
marks, one for each integer being counted. A compass could
be used to create the tick marks on the ruler, and the ruler
and compass together could be used to construct triangles
and other geometric objects, as is taught in a high school
geometry course.

From this viewpoint, fractions such as a/b, arise nat-
urally with triangles when you consider the ratio of two
sides of a triangle or rectangle. It was reasonable to as-
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sume that if the distance between the tick marks was made
small enough, then any number that arises from a construc-
tion using a ruler and a compass could be written this way.

It turns out that this is not the case. It was this fact that
the Pythagoreans discovered and which caused so much
angst.

Today, we are familiar with lots of numbers that can-
not be expressed as integers or ratios of integers, but for
Pythagoras and members of his school this was a very
important discovery, and one that probably caused a fair
amount of discomfort, for the simple reason that it must
have seen very odd that such a simple triangle (a right tri-
angle with two sides the same length) did not fit into their
framework.

On the other hand, to understand numbers such as c

above, a di↵erent point of view is required. Rather than
think of numbers as counting objects, or as geometric lengths
and ratios of lengths, numbers can be thought of as the so-
lutions to certain types of equations. One of the simplest
such equations is the equation that the square of c is the
sum of the squares of a and b. Although, this is a familiar
point of view for us today, it was not so for the Greeks in
Pythagoras’ time.

If numbers are thought of from this point of view, here
is a natural question to ask: Given an equation, how can
you find the numbers that solve the equation? It turns out
that this is a di�cult problem. One of the most powerful
algorithms for solving equations was discovered and refined
by several mathematicians in the 17th century, including
Newton.

During the period 1664 – 1671, Newton discovered a
simple way to approximate solutions to a very wide class
of equations. Newton’s method is an iterative algorithm,
which, given a guess, say xn that is close to the answer,
refines the guess with a new guess xn+1 that is even closer
to the answer. In other words, rather than trying write
down the solution using a formula (which is usually quite
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di�cult to do) an iterative algorithm begins with a guess
x0 and produces a sequence

x0, x1, x2, x3, . . .

that get closer and closer to the solution of the equation.
The version of the algorithm that is usually used today

is due to Raphson, who published a version in 1697. To
illustrate this, here is how, what is today called the Newton-
Raphson Method, can be used to find the square root of a
number c:

1. Begin with a very estimate (a guess) for the square
root of c, say x0 = 1.

2. Compute xn+1 = xn � (x2n � c)/2xn, for n � 1.

3. If xn+1 and xn are close together, stop because you
have found an approximation to the square root c. If
not, return to Step 2, to compute the next iteration
in the sequence.

Note that this algorithm, estimates x1 from the initial guess
x0; estimates x2 from the estimate x1; estimates x3 from
the estimate x2, etc. We can write a Python program to
compute x1, x2, . . . , xn in a few lines:

def sqrt(c,n):

x = 1.0

for i in range(1,n):

x = x - (x*x-c)/(2*x)

return x

If this were part of a real computer program, we would have
to be more careful and check to see if x is close to zero so
we don’t divide by zero and to check more carefully when
to stop. On the other hand, for our purposes here, these
five lines are all we need, and this is what we find:

Iterative methods like the Newton-Raphson method have
turned out to be a major innovation: not only does the al-
gorithm e�ciently find square roots, but it also can find the
solution to a wide variety of di↵erent types of equations.
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Iteration Sqrt 2 Check
1 1.0 1.0
2 1.5 2.25
3 1.41666666667 2.00694444444
4 1.41421568627 2.0000060073
5 1.41421356237 2.0
6 1.41421356237 2.0
7 1.41421356237 2.0

Iteration Sqrt 3 Check
1 1.0 1.0
2 2.0 4.0
3 1.75 3.0625
4 1.73214285714 3.00031887755
5 1.73205081001 3.00000000847
6 1.73205080757 3.0
7 1.73205080757 3.0

Iteration Sqrt 5 Check
1 1.0 1.0
2 3.0 9.0
3 2.33333333333 5.44444444444
4 2.2380952381 5.00907029478
5 2.23606889564 5.00000410606
6 2.2360679775 5.0
7 2.2360679775 5.0

Table 3.1: Computing square roots using the Newton-
Raphson Method contained in the program fragment above.
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The Newton-Raphson method also gave us new ways
to think of numbers. Recall that prior to algorithms like
this, numbers were thought of as representing counts, ra-
tios of counts, lengths, and ratios of lengths. With the
Newton-Raphson method, it also becomes natural to think
of numbers as being the solutions of equations and as the
limits of iterations.

3.3 A Case Study in Clutter:
Business Intelligence

In the last section, we presented a case study in innovation.
In this section, we consider the other extreme and present
a short case study in market clutter.

Data mining is a relatively new field that began in the
early 1990’s, although the roots are older. The goal of data
mining is to find interesting structures in data. As the
amount of digital data grew, traditional statistical tech-
niques did not always scale to large data sets and a variety
of new techniques were developed, and are still being devel-
oped, to address this requirement. From this perspective,
data mining can be thought of as statistics on steroids,
where steroids in this context is a metaphor for high per-
formance computers.

Each year there are several technical conferences in the
field that have papers describing data mining techniques
and their applications. One of the oldest is the ACM SIGKDD
International Conference on Knowledge Discovery and Data
Mining, which began in 1995.

I was the general chair for the 11th SIGKDD confer-
ence that took place in Chicago during August, 2005 (KDD
2005). One of my tasks was to be part of a technical com-
mittee that selected some of the most influential papers that
were published in the field during the previous 10 years.
Each year since 1995, the ACM SIGKDD conference has
published about 50–100 papers. After looking at the re-
sulting list of several hundred papers, it was clear that field
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had produced some important advances, but it was equally
clear that many of the papers were not as significant several
years later as they might have seemed at the time.

Sitting down with the spreadsheet listing the paper ti-
tles and authors and looking back over the ten years, it was
easy to be proud of the field’s accomplishments.

On the other hand, at about the same time that the
KDD 2005 took place, the phrase “data mining” returned
about 7,790,000 results and 48 sponsored links on Google;
11,000,000 documents and 11 sponsored links on Yahoo;
and 3,000,000 documents and 8 sponsored links on MSN
Search. The most charitable description I have for most of
these documents is that they are simply clutter. The clutter
produced by this many documents can also lead to despair,
or what Richard Saul Wurman describes as information
anxiety [160].

When data mining technology is used to analyze busi-
ness data, the term business intelligence is usually used. In
2005, phrase “business intelligence” returned 17,900,000 re-
sults and 48 sponsored links on Google; 28,000,000 results
and 11 sponsored links on Yahoo; and 6,700,000 results and
8 sponsored links on MSN Search. The number of results
returned grows each day and represents a lot of clutter.

There is general consensus in the business intelligence
field today about the main steps required when undertaking
a business intelligence project, and in the data mining field,
about the main innovations in the field that have taken
place over the past decade. The problem is that it is di�cult
to identify what is essential, given all the clutter produced
by these millions of documents.

3.4 The Changing Perception of Tech-
nical Innovation

The perception of what is innovative almost always changes
over time. Agreement about what is innovative seems to
go through phases, with each phase taking approximately
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a decade or so:

1. Chaos. The first phase is one of chaos without any
agreement on what is innovative. The only people
claiming to know are the pundits, and they are almost
always wrong during this period.

2. Consensus. In the second phase, a consensus emerges
and most of the experts agree on what is innovative.
This is the nicest phase since it is rare for experts to
agree.

3. Simplification. In the third phase, the views of the
researchers in the field are simplified, pared down and
become more broadly known. Most popular accounts
tend to describe the field using essentially the same
terms and simplifications.

4. Revision. In the fourth phase, historians begin to look
at the events in some detail and with some historical
perspective. During this phase, the consensus view
sometimes changes. On the other hand, no one seems
to care much.

To better understand these phases, let us examine some
of the computing infrastructure underlying the web from
this perspective.

Chaos. In this phase, experts in the field tend to view
their own work as innovative, but under-appreciated, while
outsiders tend to have quite varied and idiosyncratic views
about what is innovative. Today, the field of distributed
computing is in a chaotic period. The claims for innovations
include peer-to-peer computing, cloud computing, service-
based architectures, collaborative computing, etc.

Consensus. After a decade or so, a consensus slowly be-
gins to emerge. Most experts in the field tend to agree on
the key events and their significance. Outsiders tend to be
aware of the key events, but do not always fully understand
them. Several papers have come to be viewed as pivotal.
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Journalists have written anecdotal histories. For example,
there is a broad consensus about the early history of the
Internet today, with the following key events usually being
included [102] :

• 1962 - Leonard Kleinrock invents packet-switching
technology.

• 1963 - J.C.R. Licklider, head of computer research at
ARPA, articulates vision of worldwide network.

• 1967 - Larry Roberts publishes a paper proposing the
ARPAnet network.

• 1968 - DOD initiates the ARPAnet development.

• 1972 - E-mail introduced by Ray Tomlinson.

• 1989 - Tim Berners-Lee introduces the world wide
web

• 1991 - Gopher, a document retrieval system, is intro-
duced at University of Minnesota

• 1993 - Marc Andreesen develops MOSAIC, the first
Internet browser, at the University of Illinois

Simplification. After another decade or so, the consen-
sus view tends to become simpler and more pared down.
For example, here is a description from Business Week in
2000 of a description of the history of the web: “In 1989,
Tim Berners-Lee, a researcher at CERN, the high-energy
physics laboratory in Geneva, Switzerland, invented a way
to link together documents on research projects so they
could be accessed over computer networks. He called it
the World Wide Web [74].” The chronology above is now
simplified to:

• 1989 - Tim Berners-Lee invents the web
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• 1993 - Marc Andreesen develops MOSAIC, the first
Internet browser, at the University of Illinois

Revision. Since the web is a bit young for a revisionist
history, consider the early history of the computer, which
is currently going through a revisionist period. One of the
key events was the publication in 1945 of the EDVAC Re-
port written by John von Neumann. John von Neumann
(1903–1957) made fundamental contributions in mathemat-
ics as well as several other fields and the EDVAC Report
was widely circulated and influential. A number of sci-
entists, including Aiken, Atanaso↵, Eckert and Mauchly,
also made key contributions at that time. These contri-
butions tended to be forgotten and overshadowed by von
Neumann’s contribution during the phase in which the his-
tory became simplified. The early history of the computer
is now being sorted out and several revisionist histories have
been written, including the popular book ENIAC by Scott
McKartney [85]. In these revisionist histories, some of the
contributions that were forgotten for a time are being high-
lighted again.

3.5 The Imperative to be in the Upper
Right

People like winners. Most of us can remember the first per-
son to step on the moon, but few of us can remember the
second person to step on the moon. There are over 600 pub-
licly traded software companies and not all of them can be
number 1. This creates a problem for software companies
that naturally enough want to be remembered as number
1, and one of the principal goals of marketing is to try in
some way to make their company a leader. This creates
lots of market clutter.

There are several standard things that companies do in
order to position themselves as a leader.

Introduce a sub-market. A good strategy is for a vendor
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to introduce a sub-market and to define the sub-market in
such a way that they are number one. For example, in
2001 within data warehousing, Cognos was the leader of ad
hoc querying, Microstrategy was the leader of server side
OLAP, Business Objects was the leader of client side object,
Crystal Reports was the leader of end user reporting, and
SAS was the leader of decision support systems. A couple of
years earlier and a couple of years later, there were di↵erent
sub-markets, which only added to the clutter.

Introduce a new feature. It turns out that it is rela-
tively easy for an end user to ask for a feature, and often
times, end users are surprised when they see their feature
show up in the next product release. Generally mature
products have lots of features. Vendors exploit this by
preparing charts that emphasize their features, while min-
imizing the features of their competitors. This generally
leaves their competitor looking weaker than it might oth-
erwise, but that is just life in the big city. From the end
user’s perspective though, having lots features does not al-
ways equate to happiness. For example, think of how many
of the features you typically use in your favorite word pro-
cessor.

Focus on a dimension for which you are winner.
For example, there is often a di↵erent winner in each of
the following categories: sales volume, years in business,
customer service, price, technology, partnerships, financial
backers, significant customer wins, and market cap.

Focus on a vertical industry. Vertical marketing tar-
gets specific industries, such as the the financial services
industry or the travel industry, while horizontal marketing
identifies a target audience by common characteristics, such
as geography, job title, or the size of the company. By fo-
cusing on a vertical industry, a vendor can fill out a product
in a such a way as to provide more of a complete solution
than is possible when supplying a product to a horizontal
segment. There are many vertical industries: for example
the North American Industry Classification System uses 6
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digits to identify a particular industry. This is good, since
it means that there will be many number ones. This is
why marketing is so important for companies — without
marketing, there would be room for only one number one.

With all these ways of winning, confusion is inevitable.
The traditional response has been to produce a two dimen-
sional chart in which the vendor that produces the chart
is in the upper right corner and its competitors are to the
left and below. For some reason, many people find a cer-
tain psychological satisfaction in choosing a vendor in the
upper right corner. It is a little bit like eating comfort food
after a long, hard day — it may not be good for you, but
it does make you feel better for a short while.

Of course, there is a problem from the end user’s view-
point. Users don’t care about sub-markets, features, di-
mensions, or vertical industries. They care about getting
their problem solved. They usually have simple expecta-
tions: they don’t want to spend any money; they don’t
want the project to take any time; they don’t want to have
to devote any internal resources; they do want to obtain
internal approval; and they would like a solution created
specifically for them. Sometimes their expectations are not
met.

Naively, you might expect that this tension between
the desires of vendors and the needs of customers creates
a problem. But that is not the way it works. Rather, it
creates an opportunity. Consultants exist to exploit this
opportunity; industry analysts and pundits exist to write
about it; and, each year, new companies are started and
promise that they will change things.

3.6 Why Clutter Is Inevitable

Products are built by companies and companies usually
survive by competing in one of only a few basic ways:

• By Price. A company can sell a less expensive prod-
uct than its competitors. Think of Wal-Mart and its
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promise of “always low prices.”

• By Service. A company can provide better service
than its competitors. Think of Hertz. It can charge
more for its cars because it provides a higher level of
customer service. Its cars all have four wheels and
are essentially the same as those of its competitors.

• By Technical Leadership. A company can sell a prod-
uct by providing better performance or functionality
than its competitors. Bose’s tag line is “better sound
through research.” For example, in 1989 it introduced
noise canceling acoustic headsets for airplane pilots.
Fifteen years later, it’s common to see them being
used by frequent travelers.

• By Brand. A company can sell its product by
building its brand. For example, polo tee shirts from
Brooks Brothers are not very di↵erent from those of
many of its competitors, but are more expensive be-
cause of the Brooks Brothers brand. Given the clutter
in the market place, many purchases are simply made
based upon the brand.

Most companies will attempt to position themselves as a
leader in at least of one of these categories. Because of
this, instead of having one leader for each industry; instead,
each industry tends to have multiple leaders, a price leader,
technical leader, etc.

As mentioned in the last section, one strategy compa-
nies use to position themselves as a leader is to begin with
a market and to make it more and more narrow until their
company emerges as the clear leader. A simple “back of the
envelope” computation gives some idea of what to expect.
Consider a Market X with the following properties:

• The size of Market X is about $1B per year.

• Seventy-five percent of the market is controlled by the
three largest vendors.
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• The revenue of the smaller vendors (i.e. not one of
the top three) in Market X varies between $20–$100
Million, with an average revenue of $50 Million year.

If 75% or $750 Million of the market is controlled by
the three largest vendors, this leaves about $250 Million to
be split among all the other vendors. A good strategy in
a case like this, is for one or more of the smaller vendors
to position the $250 Million fragment as a new market, in
which it can be the leader. These dynamics tend to split
markets into smaller and smaller markets, in which it is
easier for the companies to compete.

For example, di↵erent analysts split the data warehouse
(DW) market into a number of sub-markets, including, for
example, Query & Reporting (QR), Executive Information
Systems (EIS), On Line Analytic Processing (OLAP), and
Extraction, Transformation, & Loading (ETL). In addition,
there are other markets which overlap the data warehous-
ing market, including Decision Support Systems (DSS),
Customer Relationship Management (CRM), Supply Chain
Management (SCM), Business Intelligence (BI), Data Min-
ing (DM), Knowledge Management (KM), and Enterprise
Resource Planning (ERP). Each vendor in each sub-market
must claim leadership each year to stay competitive. There-
fore, in this example, instead of three leaders in the data
warehousing market, you have three leaders in each of the
4 sub-markets, along 5 dimensions (namely, market share,
price, service, technical leadership and brand). This gives

• 3 leaders x 4 sub-markets x 5 dimensions = 60 leaders,
instead of three leaders in data warehousing per se;
and, another

• 3 leaders x 7 related sub-markets x 5 dimensions =
105 leaders in the 7 overlapping markets.

Even if the marketing team and its consultants for each
of these companies takes weekends o↵ and an occasional
vacation, there is plenty of opportunity to create clutter.
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As just one contributing factor, instead of one acronym
(DW), there are now 12 acronyms (DW, QR, EIS, OLAP,
etc.) No wonder there is market clutter.

3.7 Who Clutters

An expert is someone who knows some of the worst
mistakes that can be made in his subject, and how to
avoid them.

Werner Heisenberg (1901-1976), Physics and Beyond,
1971.

To be an analyst you basically have to be an egomaniac,
number one, and obnoxious, number two.

Charlie Gulotta, head of analyst relations for IBM Global
Services, quoted in Christopher Kock, Under Influence,

Darwin Magazine, March, 2001.

Understanding the nature of marketing clutter is easier
with a better understanding of who clutters. Clutter comes
from a number of sources.

Vendors. Vendors provide products and services to the
market place. There are over 600 publicly traded software
companies. If each one puts out just 15 press releases a year,
that results in about 9000 press releases a year. Vendors
produce clutter for the simple reason that their job is to
create market niches in which they are in the top right
hand corner. Since all the other vendors are doing the same
thing, marketing clutter results.

Technology Analysts. There are several di↵erent types
of industry and financial analysts, including analysts from
market research firms, brokerage firms, investment banks,
and firms that supply data. Industry analysts also bene-
fit from market clutter since their job, in part, is to sort
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through the clutter and to speculate about which compa-
nies they expect to do well, which companies they expected
to make their numbers, and which companies they expect
to miss their numbers. The higher the visibility of analysts,
the happier their employers are. This has a tendency to en-
courage some analysts to be a bit more controversial than
they might otherwise be.

Pundits. In addition, there are individuals who track
the space and report on it. They write columns, opinion
pieces, and reviews. They also benefit from clutter since
their job is to sort through it in an entertaining fashion. It
is useful to keep in mind that many pundits are naturally
interested in attracting as large an audience as possible,
and, for that reason, are often as interested in entertaining
as in informing.

Consultants. Consultants benefit from clutter since they
are paid by the hour to sort it out. In other words, they
have little incentive to reduce clutter.

The technology research industry started soon after com-
puters started being sold. At the beginning, these compa-
nies sold data about the market size and vendor share to
technology companies and to Wall Street. In 1979, Gideon
Gartner started a company with a di↵erent focus — selling
research and analyst face time to companies who needed
help selecting technology and to vendors who wanted in-
sights into their markets. By 2001, Gartner had expanded
to over 4000 employees in 90 locations, did $952 million in
revenues, and was part of a market segment with over $2B
of yearly revenue.

The role of a technology analyst has the potential for
conflict. The reason is simple. Technology analysts have
a natural tendency to recommend vendors that they know
well. The easiest way for a company to get contact with an
analyst is for the company to purchase products and ser-
vices from the research company that employs the analyst.

Today, end users often base decisions upon the advice
of consultants, industry analysts, and pundits. In some
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ways, this is not all that di↵erent than the way that Roman
soldiers in the seventh century B.C.E. prophesied the future
using entrails of animals (see, for example [150]). It may
be not always work, but it is not so bad until a better
technology comes along.

3.8 Sources of Clutter: Features

In this section, we walk through an example of how a busi-
ness might make a technology decision in order to gain a
better understanding of why there is so much clutter in the
market. Here is the basic idea: technology is often selected
using lists of features. Hence, from this perspective, the
more features a product contains the more likely someone
is to buy it. Clutter quickly follows.

Here is a simple example. An important activity these
days is making lists. A related activity is checking o↵ items
in a list. Both require technology, and unfortunately, the
choice of technology is not obvious, and, depending upon
the technical requirements, a ball point, fountain pen, or
pencil may be required.

Here is a common process that a business might use
to select new technology. First, technical requirements are
gathered (each requirement becomes a column in a table).
Next the technical requirements are used to develop a re-
quest for proposals (RFP) which are sent to potential ven-
dors. The proposals that are returned are then evaluated
and one is selected. Finally, a contract process is started
in order to purchase the technology selected. This can take
months.

There is a great deal of risk, though, with this approach.
Even in this simple example, there are three choices. On
average with a random guess, the wrong technology would
be selected 2/3 of the time or about 66% of the time. In my
experience, many companies select the wrong technology
much more frequently than they would if they just guessed.

For this reason, an external consultant is generally used
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to issue a report containing a product feature table (prod-
uct feature tables are described below). The consultant can
then take the blame if the project fails. It is usually impor-
tant to use a large firm, since one is paying for safety and
not the quality of advice. There is more safety with a large,
well-recognized firm, since its sheer size means that others
are obtaining the same advice from the consultants, and the
methods being used are more likely to be standard industry
practice, even if they are wrong. Therefore, you cannot be
fired for relying on their advice. Of course, large firms have
higher overheads and cost much more than smaller firms.

A product feature table is a table with each row con-
taining a di↵erent product and each column containing a
di↵erent feature. There are three sample product feature
tables below: one from a pencil vendor’s perspective, one
from a ball point pen vendor’s perspective, and one from
a fountain pen vendor’s perspective. Notice that each ta-
ble selects a di↵erent combination of features so that their
preferred product ends up in the upper right corner of the
table. This is usually not hard: selecting the features “ease
of use” and “erasable” works for pencils; selecting the fea-
tures “ease of maintenance” and “permanent” works for
ball point pens; while, selecting the features “impact” and
“permanent” works for fountain pens.

One of the reasons for clutter is now clear. Essentially
the same information is in each of these tables — it is sim-
ply presented in slightly di↵erent way in the pencil table
(pencils are erasable) compared to the pen table (pens are
permanent). As the technology becomes less familiar, it be-
comes harder and harder to see through this type of repack-
aging.

Of course, technologies selected in this way usually re-
quire training, and generally training is supplied by the
vendor, usually for an additional price. This is true with
this example also. If you buy an expensive pen, the clerk
is always happy to teach you how to use it.
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Create
Lists

Ease of Use Erasable

Pencil Yes Easy: Ready to
Use

Yes

Ball Point
Pen

Yes Medium: Click
or Twist Re-
quired

No

Fountain
Pen

Yes Di�cult: Eas-
ily Broken

No

Table 3.2: A feature list for a vendor selling pencils.
Clearly, a sensible person would buy a pencil.

Create
Lists

Maintenance Permanent

Ball Point
Pen

Yes Easy to Main-
tain: Refill
Cartridges

Yes

Fountain
Pen

Yes Di�cult to
Maintain:
Must Refill

Yes

Pencil Yes Cannot Main-
tain: Must Re-
place

No

Table 3.3: A feature list for a vendor selling ball point pens.
Clearly, a sensible person would buy a ball point pen.

Create
Lists

Impact Permanent

Fountain
Pen

Yes High: Conveys
Quality

Yes

Ball Point
Pen

Yes Medium: Neu-
tral Impression

Yes

Pencil Yes Low: Negative
Impression

No

Table 3.4: A feature list for a vendor selling fountain pens.
Clearly, a sensible person would buy a fountain pen.
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Clutter comes not only from these three separate tables,
but also from all the other tables produced by consultants,
columnists, reviewers, and industry analysts produced from
these. For example, given these three tables, the Table 3.5
is a a typical summary. Note that the scores are computed
to two decimal points conveying great confidence in their
validity. On the other hand, the inputs are rather quirky,
to say the least. For example, a pencil is assigned a score
of 1 (the worst) for maintenance since the reviewer has de-
cided that it is very bad that pencils cannot be maintained
but instead must be replaced. On the other hand, another
reviewer might decide that this is very good — after all the
cost is very low — and assign the pencil a score of 3 for
maintenance. This would increase the score of the pencil
to 2.33, tying it for first. In this circumstance, a second
consultant is usually brought in to sort everything out.

Although this example may seem far-fetched, this is
only because the technology is so familiar. The same pro-
cess is used to evaluate hardware, software, networking and
data technologies in general. Clutter comes from the pro-
cess, from the number of features considered, and from the
presentation. As the number of features increases, the pro-
cess becomes more and more arbitrary. This is to the ad-
vantage of many of the participants and feature lists gen-
erally become quite long. For example, Crystal Reports,
which is used for generating reports from a data warehouse,
provided a feature list for their product that was five pages
long and contained over 150 features.

3.9 A Case Study in Innovation:
Databases

We turn now from looking at market clutter to looking at
technical innovation. The next three sections each contain
a case study about innovation. This section contains a case
study in innovation that describes some of the innovations
that have taken place in data management over the past 50
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Create
Lists

Ease of
Use

Maint. Erasable

Ball
Point
Pen

3 2 3 1

Fountain
Pen

3 1 2 1

Pencil 3 3 1 3

Impact Perm. Score
Ball
Point
Pen

2 3 2.33

Fountain
Pen

3 3 2.16

Pencil 1 1 2.00

Table 3.5: A feature list as prepared by a consultant. Note
that the scores are computed to two decimal points convey-
ing great confidence in their validity. On the other hand,
the evaluations are often rather odd, like the assignment of
the lowest score of 1 to a pencil for maintenance since a tra-
ditional pencil cannot be refilled. Another reviewer might
decide on the other hand that this is a positive, making the
pencil very easy to maintain, and assign a score of 3. This
would increase the pencil’s over all score to a 2.33, tying it
for first.
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years. This topic is mature enough that there is a broad
consensus on what some of the major innovations are. We
describe the consensus history, which, by and large, follows
a paper of Jim Gray [55].

One hundred years of data processing. During the last
one hundred years or so, data processing has gone through
five major periods.

1. In the first period (1900-1960), data was stored on
punched cards. The data was processed by mechani-
cal or electrical machines that read the punched cards
and tabulated various quantities. As an example, the
1890 US Census used punched cards and electrical
tabulators.

2. In the second period (1955-1970), data was stored on
magnetic tapes. The data was processed by programs
that read the tapes and computed various quantities,
possibly writing new tapes. A typical application of
this technology was direct mailing.

3. In the third period (1965-1985), the first databases
were introduced, which abstracted and standardized
some of the operations performed on data. In this
period, data was stored on-line using disks. A typical
application was an airline reservation system.

4. In the fourth period (1980-2000), relational databases
were introduced and client server systems became com-
mon. Today, relational databases are ubiquitous, with
millions of such systems now deployed. Together, Or-
acle, IBM, and Microsoft sell over $12 Billion of rela-
tional databases per year.

5. Currently, we are in the fifth period (1995-present).
Today’s databases can store not just tables of num-
bers but also a variety of media types, including doc-
uments, images, audio, and video. A typical applica-
tion is to support an online order system containing
pricing data, catalog images, and inventory levels.
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Punched Cards: 1900–1960. As discussed in more de-
tail in Section 1.11, the 1890 US Census used punched cards
to manage the data that was collected. Each household was
encoded in a di↵erent card, and electro-mechanical ma-
chines would read the cards and tabulate the number of
people in blocks, census tracts, congressional districts, and
states. Programming was done by re-wiring patch panels
(similar to an old fashioned telephone switch board). The
results of one computation could be written onto new punch
cards, to be used as input for another computation.

Although quaint by today’s standards, using punched
cards and tabulating machines was an order of magnitude
faster and could handle several orders of magnitude more
data than the hand systems used previously.

A company started by Herman Hollerith, which pro-
vided the punched card technology, eventually became IBM.
IBM supplied punched card technology to business and gov-
ernment customers from 1915–1960. Punched cards sur-
vived for a quite a few years after that. I was using them
for the programs that I wrote in 1972.

Batch Processing of Tapes: 1955–1970. The second
period saw several major innovations. Data was stored on
tapes, instead of punch cards. 1n 1951, the Census De-
partment accepted delivery of the first UNIVAC computer
developed by the Remington Rand Corporation. This was
the first general purpose computer to use magnetic tape. A
single magnetic tape could hold as much information as ten
thousand punched cards. Tapes could be read and written
at 12,800 characters per second.

In this period, software was developed to process records
stored on tape. The preliminary design of the computer lan-
guage COBOL was completed in the period June to Decem-
ber, 1959. COBOL was the first general purpose computer
language for processing business data. A typical COBOL
application would read several input files from disk or tape
and write an output file to disk or tape [130].

In this period, file systems were introduced and used to
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store the records, and a job control language was introduced
to run the jobs.

The first batch processing systems were also introduced
in this period. Transactions about records were recorded
throughout the day. Typically, once a day all the records
were sorted by key and all the records associated with a
given key were collected and used to update the master file
with that key. Batch systems are e�cient and still used to
this day. For example, many systems for producing lists
in direct marketing still use files of transactions which are
processed in batch to produce updated master files.

Batch systems had several draw backs. First, errors
in transaction data were not usually detected until the
batch run and could take some time to correct. Second,
the database was never current except for the brief period
after the batch run.

Online Network Databases: 1965–1985. Batch pro-
cessing of transactions to update master files was well suited
to a variety of applications ranging from direct marketing to
preparing credit card statements. Since credit card state-
ments are sent out once a month, and direct mail campaigns
are typically sent out several times a year, using a batch
system was adequate.

On the other hand, some important applications such as
airline reservation systems, stock market trading systems,
and defense systems require immediate access to the most
current data. To handle these types of applications, sys-
tems that became known as online transaction processing or
OLTP systems began to be developed. These consisted of a
variety of components, including distributed terminals for
accessing the systems and Teleprocessing Monitors (TPs)
that collected the requests from the possibly hundreds of
distributed terminals and queued them to the component
that accessed the data on line.

Data was arranged in records and stored in secondary
storage, such as magnetic disks, and could be accessed in
less than a second. The OLTP allowed a terminal to access
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a few records, update them, and return the result. Data
records were accessed by key, a unique number assigned to
each record. Specialized data structures and programs were
developed to access large collections of records by key.

At this time, it was becoming common to view data not
only as consisting of records, but also as the associations or
links between records. For example, in an airline reserva-
tion system, a city was linked with all the flights that left
the city. A flight was linked with the passengers having a
reservation on the flight. A customer was linked with the
flights for which he held a reservation. Rather than storing
data records in flat files, data could now be accessed first by
key, and then by associations by following the appropriate
links. This was a major innovation.

During this period, the COBOL community created a
Data Base Task Group (DBTG) to define standards for
accessing data. One of the outcomes was the concept of
schemas. A database had a logical schema that defined the
fields in records and the associations between records. A
database also had a physical schema that defined the phys-
ical layout of data on disks and indices that are needed to
access the data e�ciently. Finally a program could have
a sub-schema defining just the fields required by the pro-
gram. Although a simple idea, the separation of logical and
physical structures was one of the innovations that created
the modern database.

The ability for many distributed terminals to access
and update the database also created new problems. The
database could become inconsistent if two terminals tried
to update the database at the same time. Another key
innovation introduced at this time was the concept of a
transaction. A database transaction allowed an update to
lock a record for a period of time so that other processes
could access it but not update it. Transactions were also
logged and procedures put in place so that if the database
were to fail a consistent version of the database could be
reconstructed from the transaction log.
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Relational Databases: 1980–2000. Developing pro-
grams for network databases required programmers to write
code that explicitly navigated the links between records.
This presented an important trade-o↵ — the code executed
very e�ciently but was di�cult to write.

An alternative was provided by the relational data model,
which was introduced in a fundamental 1970 paper by E.
F. Codd, who was working at IBM [33].

With a relational data model, data can be thought of as
distributed between one or more tables, with links formed
between records using identifiers called keys. For exam-
ple, an Employee ID or EID can be used to link one table
containing employee names and addresses, a second table
containing employee salaries, and a third table containing
an employee’s department and the name of his or hers su-
pervisor. With this approach, when an employee moves
and the database is updated with his or her new address,
only one record needs to be updated. The other tables ac-
cess the new address implicitly using the EID key, instead
of explicitly using links of network databases. This was a
nice advantage provided by relational databases compared
to network databases.

Another advantage of a relational database was that
programmers could use higher level abstractions to access
data, allowing them to write programs and queries more
quickly and e�ciently. The trade-o↵, though, was that the
programs were sometimes less e�cient than programs us-
ing network databases. Indeed, initially there was a fair
amount of skepticism whether relational databases would
ever be fast enough to replace network databases.

In contrast, accessing data with network databases is
done using procedural languages, such as COBOL. With
procedural languages, the programmer explicitly describes
how to follow links from one data record to another. Access-
ing data with relational databases is done using declarative
languages, such as the Structured Query Language or SQL,
which was developed and standardized by a group at IBM
in the 1970’s. With SQL, one simply specifies the tables
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containing the data, the columns one wants, and any op-
erations, such as joining two or more tables, how the rows
should be ordered, and how the rows should be grouped.
The database itself then turns this declarative description
of the query to code that can be executed to retrieve the
data.

Over time, relational databases became more e�cient
and people querying databases became much smarter about
how to organize data in relational databases e�ciently and
how to write queries in SQL e�ciently. Today, relational
databases are ubiquitous.

Recent Developments: 1995-today. Recently, data-
bases have been extended in several important ways. First,
more complex data can be stored in databases today, in-
cluding text, XML documents, images, videos, multime-
dia documents, and data types defined by users. Although
these types of data are now common, there is always a lag
as a mature technology, like databases, adopt to support
them.

Second, databases are being extended to work with data
that is distributed over more than one computer and over
more than location. During the period of network databases
and relational databases, network bandwidth was limited
and, by and large, only user queries and the response to
queries were transported over networks. Today, more and
more systems are being deployed over networks with much
more abundant bandwidth, and it is now possible for dis-
tributed databases to also move the underlying data over
the network.

Third, databases now allow users not only to define
their own data types but also their own functions. In this
context, functions are computer programs that take input
data, process it, and produce output data. Today, data
and functions are often combined together to create what
are called objects, and databases have been extended to
support these.

Since we are still in the middle of this period, rather
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than speculate any more about it, it would perhaps be best
to wait another ten years or so, and then look back.

3.10 A Case Study in Innovation:
Searching for Primes

This case study is about determining whether a number is
prime. One of the interesting things about this case study is
the very long period of time over which continuous progress
has been made, beginning with the work by the Greeks in
the third Century BC. We begin by reviewing what a prime
number is.

The set of counting numbers 1, 2, 3, . . . divides naturally
into two classes of numbers: numbers, such as 12, that can
be factored into a products of smaller numbers, for example:

12 = 2⇥ 2⇥ 3.

and numbers such as 37 that have no such factorization. A
number from the latter class of numbers is called a prime
number, and a number from the former class is called a
composite number.

Prime numbers have fascinated people for a long time.
Important results about prime numbers were proved by
Greek mathematicians who were part of the Pythagorean
School during the period 500–300 BC. About 300 BC, Eu-
clid published several important results about primes, in-
cluding a proof that there are an infinite number of primes
(i.e. there is no largest prime) and that every integer can
be written essentially uniquely as a product of primes.

Sieve of Eratosthenes. One of the first innovations in
the search for large primes is due to Eratosthenes, who lived
from 276 BC–194 BC. It is called the Sieve Method and it is
simple to describe. First, make a list of counting numbers
as in the first row of Table 3.6. Begin, by removing 1 from
the list since it is not prime. Continue, by removing every
second number after 2, since each of these numbers is divis-
ible by 2. This produces row 2 of Table 3.6. Next, remove
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every third number after 3, since each of these numbers is
divisible by 3. This produces row 3 of Table 3.6.

Continuing in this way, we are left with only the primes
remaining. In the example above, the numbers remaining
are 2, 3, 5, 7, 11, and 13 and these are all the primes less
than 15. Given enough paper (or papyrus) and enough
time, it is straightforward to write long lists of primes.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
- 2 3 - 5 - 7 - 9 - 11 - 13 - 15
- 2 3 - 5 - 7 - - - 11 - 13 - -

Table 3.6: The Sieve of Eratosthenes is used to compute
prime numbers. The first row shows the sieve at the start,
and the second row shows the sieve after 1 and all multiples
of 2 are removed. The third row shows the sieve after all
multiples of 3 are removed.

It is easy to write a computer program that implements
this algorithm. For example, in the notes there is an eleven
line Python program that computes primes in this way.
Using this program, I can compute on my laptop all the
primes less than or equal to 250, 000 in a second or so. By
the way, there are 22, 044 of them — try it.

If all the primes smaller than a fixed number are needed
— say all the primes less than 1, 000, 000 — then the Sieve
Method (and its variants) is still the best way to find them.
This is not bad for an algorithm that is over 2000 years old.

Mersenne Primes. Numbers of the form

Mn = 2⇥ 2⇥ 2 · · ·⇥ 2� 1, (2 occurs n times)

are called Mersenne Numbers. If a Mersenne number Mn

is prime, it is called a Mersenne Prime. For a small prime
numbers n, Mersenne Numbers are prime, which led to
the mistaken belief that they are prime for all n. They
are named after Marin Mersenne, who was a French monk
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living from 1588–1648. In the preface to his book Cogi-
tata Physica-Mathematica (1644), Mersenne claimed that
Mersenne numbers were primes for n = 2, 3, 5, 7, 13, 17, 19,
31, 67, 127 and 257 and were composite for all other pos-
itive integers n < 257. This is not true as the table below
shows, but as usual, the names that are used in technology
are not usually closely connected to those who deserve the
most credit.

Today, many people devote unused computing cycles
of their PCs to a project called GIMPS that uses loosely
connected clusters of PCs to compute Mersenne Primes.

Although outside the scope of the book, a lot of inno-
vative mathematics and computer science has been created
to study primes and to discover the largest primes.

3.11 A Case Study in Innovation:
Routing Packets

This case study is about the networking infrastructure that
made the Internet possible. The story begins in the early
1960’s. To provide context, it is helpful to compare the
Internet to the telephone network, which is how we begin.

The Internet is in a certain sense like an inside-out tele-
phone network. The telephone network (until recently) con-
sisted of inexpensive, easy to use devices (telephones) con-
nected to an expensive, intelligent, homogeneous network
with good security and central management designed to
carry voice. The Internet consists of expensive, hard to use
devices (computers) connected to an inexpensive, dumb,
heterogeneous network with poor security and distributed
management designed to carry data. See Table 3.8.

Here is a simplified description of how data is sent over
the (traditional) telephone network. Things are more com-
plicated today, since the same local area code may be split
between several area codes, and since cell phones interop-
erate with the traditional telephone network.

Think of the telephone as a simple device that takes
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n Mn Digits Prime?
2 3 1 Prime.
3 7 1 Prime.
5 31 2 Prime.
7 127 3 Prime.
11 2, 047 4 Not prime. In

1536 Hudalricus
Regius showed that
2047 = 23 ⇤ 89.

13 8, 191 4 Prime. Proved prime
in 1456. Discover not
known.

17 131, 071 6 Prime. Cataldi proved
prime in 1603 using
trial division.

19 524, 287 6 Prime. Cataldi proved
prime in 1603 using
trial division.

23 8, 388, 607 7 Not prime. Cataldi
claimed as prime in
1603. Fermat showed
was composite in 1640.

29 536, 870, 911 8 Not prime. Cataldi
claimed as prime in
1603. Euler showed
was composite in 1738.

31 2,147,483,
647

10 Prime. Euler proved
prime in 1772.

37 137,438,953,
471

12 Not prime. Fermat
showed was composite
in 1640.

61 2,305,843,
009,213,693,
951

19 Prime. Pervushin
proved prime in 1883.

Table 3.7: Mersenne Primes Mn are prime numbers of the
form 2 ⇥ 2 ⇥ 2 · · · ⇥ 2 � 1, where there are n copies of the
number 2. Some Mn are prime and some are not. Source:
Chris Caldwell, The Largest Known Prime by Year [27].
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your voice and encodes it for transmission over a network.
The traditional telephone network consisted of number of
circuits. Telephone circuits are set up at the beginning of
the call and torn down at the end of the call so that other
calls can use them. The telephone network is designed to
route a call from the sender, to the sender’s local telephone
exchange, to the receiver’s local telephone exchange, and
to the receiver’s telephone. The local telephone exchange
of the sender and the receiver may be the same, may be
connected via a metropolitan network, or may be connected
via a long distance network.

Using the telephone number itself, you can determine
how the call is routed. The first two or three numbers
of a seven digit phone number identify the local telephone
exchange. For many years, the telephone exchanges had
names such as Wyoming, where the first two letters iden-
tified the telephone exchange. Numbers at this exchange
would begin 99X-XXXX (W $ 9, Y $ 9). Two telephone
exchanges within a metropolitan area specified by an area
code are routed using a metropolitan area network, while
two telephone exchanges in di↵erent areas are routed using
the long distance telephone network.

The traditional telephone network required that there
be a pair of copper wires from the sender’s phone to the
local telephone exchange, as well as as from the receiver’s
phone to his or her local telephone exchange. Between the
local exchanges are wires that are shared by many phone
calls. To share calls, at switching centers that connect the
various local exchanges, the voice signal is time-sliced about
8000 times a second so that the long distance circuits can
carry many di↵erent phone calls over the same physical
wires at the same time.

In the 1960’s, during the cold war with the Soviet Union,
the United States Department of Defense (DOD) became
concerned by the impact of the loss of one or more switch-
ing centers, since not only were civilian communications
carried by the telephone network but also military commu-
nications.
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In 1968, the Defense Advanced Projects Agency or DAR-
PA, part of DOD, awarded a contract to Bolt Beranket and
Newman, Inc. (BBN) to build a new innovative type of
communication network, based upon ideas published in the
early 1960’s for something called packet switching. With
packet switching instead of using circuits, data is divided
into units called packets. Each packet is labeled with its
source address and destination address and sent on the net-
work. Devices on local area networks route the packets from
computer to computer and to special devices that became
known as routers that connect two di↵erent local area net-
works.

With this approach, two di↵erent packets might take
entirely di↵erent routes from the sender to the receiver. A
computer on the receiver’s end reassembled the di↵erent
packets. This design was in improvement because the re-
sulting network of networks or Internet was resilient if one
or more routers were destroyed.

Over time, several other advantages for this approach
began to emerge. For example, since the network was no
longer centrally managed, it was relatively inexpensive to
connect additional local area networks. One simply added a
router between two local area networks. Another advantage
was that it was also relatively easy to add new types of
applications. Where as the telephone network was designed
to carry voice using relatively dumb devices (telephones),
the Internet was simply designed to carry data divided into
packets using relatively smart edge devices (computers).
By writing a new computer application and installing it on
two or more computers, new applications could be added
to the Internet relatively easily.
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Just as a telephone number, say 312-214-1234 consists
of an area code (312), an telephone exchange (214), and
a device ID specifying a particular phone on the exchange
(1234), an IP address specifying a computer consists of dif-
ferent components.

Although IP addresses today work a bit di↵erently, ini-
tially they consisted of a 32 bit binary integer that is usually
written as four numbers separated by dots, for example,
209.87.112.90. This represents the 32 bit binary integer
11010001 01010111 01110000 01011010.

The IP address is split into two parts. The first part
specifies the Network ID, which identifies a specific local
area network. The second part, identifies the Host ID,
which specifies a particular computer on the local area net-
work. From this point of view, the Internet is simply a large
collection of di↵erent networks, each specified by a di↵erent
Network ID. Each network has its own collection of hosts,
each of which is specified by a Host ID.

Two networks are connected together by using a special
device called a router or gateway, which has an IP address
on both networks, and is responsible for moving packets
between the di↵erent networks as required.

Initially, there were three types of addresses, called Type
A (identified by a leading binary 0), Type B (identified by
a leading binary 10), and Type C (identified by a leading
110). Type A addresses allocate 7 bits for the Network ID
and 24 bits for the Host ID. There is room for 128 type
C networks, and each Type C network can have no more
than about 16 million hosts. Type B addresses are used
for intermediate size networks and devote 14 bits to the
Network ID and 16 bits to the Host ID. There is room for
about 16,000 type B networks, and each one can have no
more than 65,536 hosts. Type C addresses are used for
small networks, and allocate 22 bits to the Network ID and
8 bits to the Host ID. There is room for about 4 million
type C networks, each with no more than 256 hosts.

For example, the first three bits (110) identify the bi-
nary address above as a Class C type address, which means
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the next 21 bits (10001 01010111 01110000 or 1,136,496)
identify the Network ID, and the remaining 8 bits (01011010
or 90) identify the Host ID on the particular network.

Thirty two bit binary addresses provide about 4 bil-
lion unique addresses, which was plenty when the Inter-
net was young. But today a large company or university
can easily have 10,000 hosts and there is only room for
16,000 such networks around the world. With IPv4, many
organizations found themselves without enough public IP
addresses. To rectify this shortage of IPv4 addresses, a va-
riety of techniques are used: the addressing scheme today
has moved away from simple Type A, B and C addresses to
more complicated structure; addresses themselves are mov-
ing from 32 bit addresses to larger 128 bit addresses; and
many computers are not on the public Internet themselves,
but instead on private networks, that are connected to the
public Internet using a single IP address.

Sending packets over the network follows a simple pro-
cedure. The computer sending the packet examines the
packet and compares the source IP address to the destina-
tion IP address. There are two possibilities:

1. The two computers are on the same network. The
sending computer looks at the address of the packet
that is being sent and extracts the Internet address of
the destination. If the source and target hosts share
the same Network ID, then they are are both on the
same physical network and the packet can be sent on
the local network. The target machine examines all
packets sent over the local network and grabs packets
with its Host ID.

2. The two computers are on di↵erent networks. In this
case, the source host extracts the Network ID of the
destination and uses what is called a routing table.
The routing table specifies that packets with certain
Network IDs should be forwarded to certain specified
gateways for processing. A default gateway is also
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specified, which is used for routing any packet that is
not a local packet and whose routing is not specified
elsewhere in the routing table.

Routing works well for several reasons: First, the rout-
ing table can be small and only has to change when new
networks are added to the local network. Second, routing
decisions can be made by examining just the Network ID
of the destination IP. Finally, since routing tables only con-
tain local information, it is relatively easy to keep them up
to date.


