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Preface

This book is about the structure of digital computing:
what is significant, what is novel, what endures, and why
it is all so confusing. The book tries to balance two point
of views: digital computing as viewed from a business
perspective, where the focus is on marketing and selling,
and digital computing from a more technical perspective,
where the focus is on developing new technology.

My goal was to write a short book about digital com-
puting that takes a long term point of view and integrates
to some extent these two perspectives.

The book is shaped by my personal experience in these
two worlds: From 1996–2001, I was the Founder and the
CEO of a company called Magnify, Inc. that developed and
marketed software for managing and analyzing big data.
Prior to this, from 1988–1996, I was faculty member at
the University of Illinois at Chicago (UIC), where I did re-
search on data intensive and distributed computing. From
1996–2010, I remained at UIC as a part time faculty mem-
ber.

I wrote the sections in this book over an approximately
eight year period from 2001 to 2008, with most of the writ-
ing done during 2001–2003. I have left the older sections
by and large as they were originally written.
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Although there have been some changes since 2003 (for
example, computers are faster, there are more web sites,
and phones are smarter), hopefully as the book will make
clear, at a more fundamental level, we are still on the same
fifty or so year trajectory today that we were on in 2003.

Robert L. Grossman
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Chapter 2

Commoditization

2.1 Christmas and Easter

High-accuracy timekeeping is critical to a number of
important systems, including telecommunications systems
that require synchronization to better than 100 billionths
of a second and satellite navigation systems such as the
Defense Department’s Global Positioning System where
billionths of a second are significant. Electrical power
companies use synchronized systems to accurately
determine the location of faults (for example, lightning
damage) when they occur and to control the stability of
their distribution systems. . . . Time is also important in
the ordering of many human activities including the
activities of financial markets. Time/date stamps are
used to identify transactions so that these can be placed
in order, a process that is becoming increasingly
important as commerce moves electronically at faster and
faster speeds.

Who Needs High-Accuracy Timekeeping and Why?,
NIST Press Release, December 29, 1999.

Sixty dollars will buy a watch which will keep time to
within a second a year. Periodically, it will connect to an
atomic clock in Boulder, Colorado by radio and synchronize
itself. After ten years, the watch will still be accurate to
within a second. There about 31,556,000 seconds in a year.

45



46 Commoditization

The sixty dollar watch will not lose track of any of them.
In the words of Dave Barry, I’m not making this up.

Using the watch and a ten dollar calculator, you can
calculate the position of the sun and the moon to within a
degree two thousand years back in time and two thousand
years into the future. This is important, since some holi-
days, such as Christmas, depend upon the position of the
sun, while other holidays, such as Easter, depend upon the
position of the moon. Knowing the position of the sun and
moon is important, since otherwise you and your family
would not know when to get together for holidays, which
would be bad.

Five hundred years ago, telling time to within an hour
was a challenge and required the best science and technol-
ogy of the 16th century. Predicting the position of the sun
and moon was di�cult and astronomical tables could be o↵
by days or even months. Millions of dollars (measured in
terms of today’s dollars) were spent by the church during
the fifteen and sixteenth centuries in order to better calcu-
late the date of Easter. The rules for determining Easter
depend upon astronomical tables and getting these tables
right was not easy.

During the intervening five hundred years, the accuracy
with which we can compute lunar and solar time has in-
creased by about six orders of magnitude, while the cost of
instrumentation has decreased from about $10,000,000 to
$100 or by a factor of about 100,000. Lawyers can bill in 15
minute increments, doctors can schedule appointments in 7
minute increments, sprinters can win racers by hundredths
of a second, and geeks can prefer one computer over an-
other because the clock ticks at 1.2 billion times a second
instead of 1.1 billion times a second.

This way of thinking would be incomprehensible to some-
one in the fifteenth century, yet is understood by any ten
year old today. Clearly something has changed. You can
view this change as the commoditization of time. Over five
hundred years, we can now tell time to an accuracy which
is millions of times more accurate and less than a hundred
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thousandth of the price, and that has changed the way we
live our lives.

In this chapter, we will examine the commoditization
of several other technologies, some of whose impact is just
beginning to be realized.

2.2 Danti’s Law: The Commoditiza-
tion of Time

In the sixteenth century Egnatio Danti wrote a primer
on time called the Sphere of Sacrobosco. Danti built a
meridian, which tracked the progression of sunlight shining
through a small hole in a wall using a line (the meridian
line) on the floor containing precise markings [73]. Compu-
tations based upon meridian measurements were used for
calendrical computations, such as measuring accurately the
length of the solar year and the length of the lunar month.
This was needed since it takes 365.2422 days for the earth
to complete its orbit around the sun and 29.53059 days for
the moon to complete its orbit around the earth and these
numbers are not simple multiples of each other.

A calendar based upon the sun must add corrections so
that 0.2422 becomes a whole number. If this is not done
accurately, over enough years the seasons will drift with
respect to the calendar. This happened to the calendar
created by the decree of Julius Caesar in 45 B.C. This cal-
endar worked quite well for a quite a while, but after several
centuries needed to be reset. This was finally done by Pope
Gregory XIII on October 4, 1582. He decreed the next day
to be October 15, 1582 and instituted the calendar that
bears his name.

The adoption of new technology is never smooth, some-
thing we will discuss in more detail in Chapter 4. Sixteenth
century Catholics did not have a problem adopting the Gre-
gorian calendar, but followers of the Church of England did.
The British Empire waited until September 2, 1752 to do
so, which by decree became September 14, 1752. On that
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day there were riots in England, but the calendar of the
British Empire now agreed with the calendar used by the
rest of Europe. Finally, after the October revolution of
1917, Russia also adopted the Gregorian calendar.

Julius Caesar approximated the 365.2422 day solar year
by a 365 day year plus an extra 366 day (February 29) every
fourth year. This means that Julius Caesar’s solar years
lasted a bit too long: 365.25 days on average instead of
365.2422 days. Over the decades, Julius Caesar’s calendar
drifted behind the seasons, causing problems for holidays
such as Easter.

Pope Gregory XIII listened to his technology experts
and did not count as a leap year any century that was not
divisible by 400 as well as 100. For example, 1600 and
2000 are leap years, but 1700, 1800, and 1900 are not. The
Gregorian solar years are 365.2425 days on average, better
than Julius Caesar’s 365.25 days, but still a bit too long.

Even better would be to also not count as a leap year
any year divisible by 4000. Call this Kahan’s Calendar, af-
ter William Kahan of the University of California at Berke-
ley, someone who has kindly provided open source software
to compute dates in this way. With the Gregorian calen-
dar, 2000, 4000, 6000, 8000, 10,000, 12,000 and 14,000 are
all leap years. With the Kahan Calendar, only 2000, 6000,
10,000 and 14,000 are leap years. With the Kahan Cal-
endar, the solar year is 365.24225 days on average, which
should keep the seasons and the calendar aligned for about
16,000 years. Unfortunately, whether 4,000 is a leap year
or not has not been decided. Fortunately, though, there
have not yet been any riots about this issue.

Another barrier to the commoditization of time is the
di↵erence between the length of a solar day and the length
of watch day. A solar day is the length of time between
one local noon, where the sun is highest in the sky, and
the next. A watch day consists of 24 equal length hours,
each consisting of 60 equal length minutes. It is clear that
these are quite di↵erent — solar days in winter are quite a
bit shorter than solar days in summer. One doesn’t need
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a technology expert to see this, simply a five year old who
doesn’t want to go to bed in the summer because it is still
light outside.

There are two factors at work here. First, the rotation
of the earth is not perpendicular to the plane of the earth’s
orbit around the sun (the ecliptic plane). Instead, the axis
of the earth’s rotation tilts at about 23.5 degrees from the
ecliptic plane. To say it another way, the earth rotates
obliquely to ecliptic plane. Because of this, the length of
the solar day varies from about 8.4 hours to about 16.0
hours, depending upon the day of the year.

Second, because the earth’s orbit around the sun is an
ellipse and not a circle, its apparent motion is faster at per-
ihelion (around January 2) than at aphelion (around July
3). Because of the obliquity and ellipticity of the earth’s or-
bit, 12 noon in the solar day is up to plus/minus 16 minutes
of 12 noon of the watch day. The exact di↵erence is given
by the equation of time and can be seen in Figures 2.1 and
2.2. This is important, since for several centuries the only
way to accurately set a watch was to use a sun dial and
this required corrections using the equation of time. The
commoditization of time was not simple, took centuries,
and required more spherical trigonometry than is readily
available these days, given the wide use of calculators.

2.3 The Commoditization of Space:
Harrison’s Chronometers

The commoditization of time also ushered along the com-
moditization of space. Today, we take for granted the wide
availability of maps and the ability to accurately determine
our latitude and longitude. Using a GPS costing a hun-
dred dollars, we can determine a position to within a dozen
yards. Just a few hundred years ago the story was quite dif-
ferent. For example, in the 17th century, trade depended
upon ships, and navigating a ship over a trade route re-
quired tracking a ship’s latitude and longitude. Trade voy-
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ages lasted months and being o↵ by a couple of degrees of
longitude could easily be the di↵erence between returning
safely and not returning at all. When navigating straights,
especially when visibility was poor, accurately knowing lon-
gitude can be critical. Four minutes of longitude is about
60 miles, which can easily be the di↵erence between sailing
safely or running aground. The commoditization of space
is another example of a transforming technology which has
fundamentally changed our lives.

A ship’s latitude could be determined relatively easily
by observing the elevation of certain stars over the hori-
zon. On the other hand, determining a ship’s longitude
required not only astronomical observations, but also know-
ing the di↵erence between the ship’s local solar time and
the solar time at a reference point, such as the Greenwich
meridian, which is longitude 0. Since there are 360 degrees
of longitude and 24 hours in a day, for every 15 degrees
(360/24) one travels eastward, the local solar time moves
ahead one hour. Solar time means the time as measured
by the sun. To determine your longitude, you could use
the sun to determine local solar time, compare this to so-
lar time of the Greenwich observatory as maintained by a
shipboard chronometer and convert to longitude by using
the formula:

longitude in degrees = (local solar time in hours

� Greenwich solar time in hours) · 15 degrees/hour.

For example, determining the longitude to within half
a degree on a six week voyage requires a means of main-
taining the Greenwich Time to an accuracy of about three
seconds a day. Determining time that accurately was possi-
ble in the 17th century, but only by using a combination of
large pendulum clocks coupled to observatories. These can
be thought of as the temporal “mainframes” of the 17th
century.

In 1714, the British Parliament o↵ered a reward to
“such person or persons as shall discover the Longitude.”
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The challenge was to determine the longitude on a test
voyage from Britain to the West Indies. Twenty thousand
pounds was o↵ered for a solution accurate to within half
a degree; ten thousand for a solution accurate to within a
degree. An Act of Parliament created a Board of Longi-
tude to oversee the trials, to award the prize money, and to
ensure that the technology was transferred to the British
Navy and the merchant fleet.

Determining time on board a ship in the 18th century
was not easy and worked this way: A watch called a marine
deck watch was carried to an observatory to be set using
the observatory’s regulator clock. The deck watch was then
returned to the ship where it was used to set the ship’s box
chronometer, which was rarely moved. The observatory’s
regulator clock was set using the observatory’s transit in-
strument, which used the position of the sun and stars to
set the time.

A watch maker named John Harrison spent most of his
life overcoming fundamental engineering challenges to build
a chronometer accurate enough to meet the challenge of
England’s Board of Longitude. The chronometers were
called H.1, H.2, H.3, and H.4 (names that would work
just as well today for a series of supercomputers) and were
built over the period 1730–1761 [129], [67]. England’s Navy
was important for England’s security during this time; and
knowing the longitude was critical for Navy ships.

Harrison spent five years designing and building H.1,
which weighed about 72 lbs and was about 2 feet by 2 feet
by 2 feet in size. H.1 was finished in 1735 and was tested
in a voyage from Portsmouth to Lisbon and back.

H.1 was constructed primarily out of wood. It was fol-
lowed by H.2, which was made out of brass, took another
four years, and was even larger, weighing 102 lbs. Harrison
then worked on the next design H.3, which took seventeen
years to build and was completed in 1757.

Before H.3 was tested at sea, Harrison decided to com-
plete another version, H.4, which was based on the design of
the traveling coach clock. H.4 was quite di↵erent in appear-
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ance than its three earlier siblings and was only 5.2 inches in
diameter. H.4 was tested in 1761, when Harrison was sixty
seven years old, on a voyage from Portsmouth to Jamaica.
It was accurate to within the limits set by the Board of
Longitude, but the Board was then strongly influenced by
Reverend Nevil Maskelyne, who advocated a di↵erent sys-
tem based using lunar distances to find longitude. Because
of this, it was not until 1773 that the Board recognized the
success of H.4 by awarding him further funds.

In some sense, things have not changed all that much.
The creation of new technology is still dependent upon gov-
ernment funding; the funding is often more closely tied to
military applications than most people realize; and personal
politics impact the emergence, recognition, and adoption of
new technology more than most people would desire.

2.4 Moore’s Law: The Commoditiza-
tion of Processing Power

The laptop computer I’m using today – an IBM Think
Pad with a Pentium III processor – would have ranked as
one of the 500 fastest computers in the world in 1995.
The exponential growth is just staggering.

Source: Jack Dongarra, Oak Ridge National Laboratory,
HPCwire, July 25, 2003, Volume 12, No. 29

The digital era has been fundamentally shaped by the
fact that every two to three years it takes about half as
long to multiply two numbers using a computer. During
this same period the number of transistors that an inte-
grated circuit contains approximately doubles. The hard-
ware providing the processing infrastructure for the digital
age is being commoditized, just as the temporal and spatial
dimensions were commoditized during the prior 300 hun-
dred years. This commoditization of hardware is usually
summarized by citing Moore’s Law:
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For more than 30 years, Moore’s Law has gov-
erned Silicon Valley like an immutable force of
nature. The idea that processing power will
double every 18 months has been treated as an
axiom...

From Wired Magazine, May 1997.

Here is how Gordon Moore explains the law named after
him:

Moore’s Law is a name that was given to a pro-
jection I made actually in 1965. I was given the
chore of predicting what would happen in semi-
conductor components over the next 10 years
for the 35th anniversary edition of Electron-
ics Magazine. That was the early day of in-
tegrated circuits. The most complicated ones
on the market had something of the order of 30
transistors and resistors. We were working on
things of about twice that complexity, about 60
components. And I just plotted these on a piece
of semi long paper and noticed that since the
first planar transistor was introduced in 1959,
with integrated circuits following essentially on
the same technology, that the number of com-
ponents on an integrated circuit was about dou-
bling every year.

Source: Moore’s Law, An Intel Perspective [94].

Table 2.1 illustrates a remarkable phenomenon. The
growth in the computing power of an integrated circuit, as
measured by the number of transistors, has grown geometri-
cally over a period of roughly thirty five years. At the same
time the price per integrated circuit has dropped. It is this
phenomenon that we call commoditization. More precisely,
we say that a technology has been commoditized in case, if
over a period of years, the following two conditions hold:
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1. The function provided by the technology increases ge-
ometrically in capacity or capability.

2. Over the same period, the cost of the technology re-
mains the same or decreases.

2.5 Commoditization is All Around Us

The commoditization of digital technology does not end
with Moore’s Law. What is perhaps surprising is the sheer
variety of other digital technologies which have also been
commoditized. Not only have integrated circuits been com-
moditized, but so have disk drives, computer networks, and
software. See Table 2.2. Also, as we will describe in detail
in Chapter 5, data itself has been commoditized, changing
the way we make discoveries.

As we have discussed above, with the emergence of the
industrial age, mechanical devices commoditized time and
space. In some sense, we are in the midst of a second indus-
trial age, in which digital devices are taking this commoditi-
zation a step further. In this process, the ways we measure
time and space have become closely connected. Here are
some examples.

In the 1790’s, France introduced the metric system to
simplify measurements. The meter was define as 1/10, 000, 000
the distance between the North Pole and the equator. The
problem was that it was not very easy to measure this dis-
tance. In 1889, the meter was redefined to be the distance
between two lines on a platinum-iridium bar kept at a con-
stant pressure and temperature near Paris. This was better,
since it didn’t involve getting on a ship, but still not great
since there was only one bar at one location. Although the
bar could be replicated, this approach allowed lengths to
be measured to about one part in a million. This level of
accuracy was fine for mechanical devices, but not for digital
devices.
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Year Number of
Transistors

Processor Average
Yearly
Growth

Months
to Double

1971 2,300 Intel 4004
1972 3,500 Intel 8008 52% 20
1974 6,000 Intel 8080 31% 31
1978 29,000 Intel 8086 48% 21
1982 134,000 Intel 286 47% 22
1985 275,000 Intel 386 27% 35
1989 1,200,000 Intel 486 45% 23
1993 3,100,000 Pentium 27% 35
1998 7,500,000 Pentium II 19% 47
2000 28,000,000 Pentium III 93% 13
2003 77,000,000 Pentium IV 40% 25
2006 291,000,000 Intel Core 2

Duo
56% 19

Table 2.1: Over a thirty five year period the number of tran-
sistors on an integrated circuit has increased from 2,300 to
291,000,000. This represents geometric growth averaging
44% per year. On average, number of transistors has dou-
ble every 26 months. For the past several years, Intel has
developed several di↵erent processors in each product line
and the growth rate and doubling period vary a bit depend-
ing upon which processors are selected from each product
line. Source: The first three columns of data are from the
Intel Web site, (www.intel.com). The remaining columns
are computed.
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Item Period Units Comments
Integrated
Circuits

1970 – present number of
transistors per
chip

Moore’s
Law

Storage 1956 – present Gigabytes per
disk

Johnson’s
Law

Bandwidth 1980 – present Megabits per
second

Gilder’s
Law

Software 1975 – present Lines Of Code
(LOC) per
application or
system

Stallman’s
Law

Data 1975 – present The number
of rows and
columns of
data in a data
set

Bermuda
Principles

Table 2.2: This table contains some of the key enabling
technologies of the digital era that have been commoditized.
The commoditization of processing power has been known
as Moore’s Law since shortly after it was described by Gor-
don Moore in 1965. There are no standard names for the
commoditization of storage, bandwidth and software. In
this book, we refer to the commoditization of storage, band-
width and software as Johnson’s Law, Gilder’s Law and
Stallman’s Law, after Reynold B. Johnson, George Gilder
and Richard Stallman, respectively. Perhaps the best ex-
ample of the the commoditization of data is the availability
of the entire human genome, which was provided the Hu-
man Genome Project and whose data release policy was
governed by what are known as the Bermuda Principles.
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In 1960, the meter was redefined as 1, 650, 763.73 wave-
lengths of the reddish-orange light emitted by the rare gas,
krypton-86, when heated. This was better since anyone
could heat krypton-86, but still provided an accuracy of
only about 4 parts per billion.

Things changed in 1983. In that year, again in Paris, the
General Conference on Weights and Measures redefined the
meter once again. The new definition defined the meter as
the distance that light travels in 1/299, 792, 458 of a second.
Since atomic clocks are accurate to about 1 part in 1013,
this in principle improved the accuracy of the meter by at
least 103. With this definition, length was defined in terms
of time.

Although this may seem odd at first, in the digital age
of CPUs with clock ticking at over 1 billion times a second
and networks that span the earth, this definition is sur-
prisingly natural. For example, three hundred years ago,
Chicago and Amsterdam were separated by a five hour dif-
ference between local time and Greenwich mean time as
measured by a chronometer. Today, they are separated by
110 milliseconds, as measured by the network latency be-
tween these two locations.

Network latency is a fundamental property of computer
networks. It arises as follows: As we learned in Chapter
1, the most common types of networks today divide data
into chunks and put headers on the chunks containing their
destination and certain other information to form what are
called packets. Packets travel over networks at approxi-
mately the speed of light. On the other hand, even at this
speed, the time required for a packet to travel long dis-
tances can begin to add up and a↵ect human computer
interactions. This property of packets is called latency.

Latency and bandwidth may appear similar, but in fact
are quite di↵erent. Think of a long water hose. Latency is
the time required for a drop of water to travel from one end
of the hose to the other. Bandwidth is the amount of water
the hose can deliver per second. A long fire hose has the
same latency as a long garden hose, as long as the pressure
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is the same. On the other hand, the fire hose has much
more bandwidth.

The average latency from Chicago to Amsterdam is
about 110 milliseconds. The average latency from one side
of the Netherlands to the other is about 7 nanoseconds. To
summarize, in the digital age, clocks tick at over a billion
times a second, distance is naturally measured in terms of
these clicks, and we can measure more accurately than ever
how late we are.

2.6 The Doubling Game

To understand commoditization, it is helpful to understand
a little bit about geometric growth. Geometric growth is
easy to understand. With geometric growth, the number
of items grows by fixed percentage with each generation,
say 25%. In contrast, with arithmetic growth, the num-
ber of items grows by a fixed number of items with each
generation. After a few generations, the di↵erence is quite
striking. See the Table 2.4.

Geometric growth has the following property. If items
grow geometrically, then the number of generations required
for them to double is constant. In the example above with
25% growth, the number of generations for the items to
double is approximately 3.1. Either of these two numbers
can be computed from the other. With arithmetic growth
the number of generations required for doubling increases
with the size of the number. For example, with arithmetic
growth it takes four generations for a capacity of two to
double to a capacity of four, and eight generations for a
capacity of four to double to a capacity of eight. This dif-
ference provides a litmus test for commoditization.

If the number of generations required for doubling is
constant or decreases, the technology is on the way to being
commoditized. If the number of generations required for
commoditization increases, then the technology is not yet
ready for commoditization. This is the doubling criterion.
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Item Period Comments
Time 1600-1900 Analog watches keep

time to within min-
utes. They need to
be set occasionally us-
ing the town’s watch
tower.

Time 1960-2000 A ten dollar digital
watch can determine
the time to within a
second.

Space 1700-1800 Marine chronome-
ters were developed
through advances in
mechanics that can
determine latitude to
within a degree.

Space 1960-2000 A Geographical Posi-
tioning System (GPS)
can determine position
within yards.

Table 2.3: Moore’s law describing the commoditization of
the processing power of integrated circuits is well known
and has occurred over the last 40 years or so. It is useful
to apply this perspective to other phenomena, such as the
commoditization of how we measure time and space that
has occurred over the past few hundred years. During the
first industrial era, mechanical devices were developed to
measure time and space to an accuracy that was previously
unknown. During the second industrial era, digital devices
were developed to measure time and space to an accuracy
that was previously unknown.
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Generation Geometric Arithmetic
start 2.00 2.00
1 2.50 2.50
2 3.13 3.00
3 3.91 3.50
4 4.88 4.00
5 6.10 4.50
6 7.63 5.00
7 9.54 5.50
8 11.92 6.00
9 14.90 6.50
10 18.63 7.00
11 23.28 7.50
12 29.10 8.00
13 36.38 8.50
14 45.57 9.00
15 56.84 9.50
16 71.05 10.00
17 88.82 10.50
18 111.02 11.00
19 138.78 11.50
20 173.47 12.00

Table 2.4: This table illustrates the di↵erence between ge-
ometric growth and arithmetic growth. The first column
contains the generation, the second column the number of
items after 25% of geometric growth, and the third column
the number of items after adding 0.5 items of arithmetic
growth. Note that with each generation, the ratio of ge-
ometric growth to arithmetic growth becomes more pro-
nounced. For the first few generations, the ration is about
1; but, after 6 generations, the ratio is over 1.5x; after 9
generations, the ratio is is over 2.0x; and after 18 genera-
tions, the ratio is over 10x.
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2.7 Transforming Technologies

As we have just discussed, time and space underwent a com-
moditization during the sixteenth through the eighteenth
centuries. The process fundamentally transformed the lives
of individuals. During the sixteenth century monks prayed
six times a day (at the canonical hours) and a sundial was
perfectly adequate for this requirement. Three hundred
years later, trains crisscrossed America and this required
that the local time be replaced with universal time, that
time zones be used so that time could be consistently mea-
sured from place to place, and that time be accurately mea-
sured to minutes, not hours.

Danti’s Law and Moore’s Law describe technologies that
we call transforming. A transforming technology represents
a core technological function that has been commoditized
and has the following characteristics:

• It is an important enabling technology. In this chap-
ter, we discuss the commoditization of integrated cir-
cuits, storage, bandwidth, and software. These are
some of the key enabling technologies for today’s com-
puting platforms.

• The geometric increase in capacity over decades is
not due to a single technology, but rather a number
of technologies, most of which were not even invented
at the beginning of the phenomenon.

• The phenomenon is long lived. Moore’s law has per-
sisted for over thirty years, as have similar laws de-
scribing the commoditization of bandwidth and soft-
ware.

• The trend is regular. Over thirty years, the average
yearly growth has never deviated more than 15 per-
centage points from the average of 40%.

To summarize, the character of computing, and in par-
ticular of Internet computing, is to a large degree deter-
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mined by transforming technologies that are long lived and
regular. These characteristics are in sharp contrast to the
way that computing is usually presented as a series of un-
expected and revolutionary breakthroughs.

2.8 Storage and Johnson’s Law

Input/output has been the orphan of the computer
architecture. Historically neglected by CPU enthusiasts,
the prejudice against I/O is institutionalized in the most
widely used performance measure, CPU time. . . . This
attitude is contradicted by common sense. A computer
without I/O devices is like a car without wheels – you
can’t get very far without them.

John L. Hennessy and David A. Patterson, Computer
Architecture: A Quantitative Approach, second edition,

Morgan Kaufmann Publishers, Inc., San Francisco,
California, 1996, page 485.

The first disk drive was built by a team at IBM headed
by Reynold B. Johnson in 1956 for a machine called RA-
MAC (Random Access Method of Accounting and Con-
trol).

The essential design of the disk drive has not changed.
The RAMAC disk consisted of fifty platters coated on both
sides with a magnetic material. Read/write heads moved
over the platters to access information at a specific location.

Data was divided into circular tracks and tracks were
divided into sectors by radial lines. Tracks over each other
were grouped into cylinders, since the read/write head did
not need to move within a cylinder, just to access a di↵erent
platter. See the Figure 2.1.

The RAMAC disk consisted of fifty aluminum platters
coated with iron oxide. The disks were two feet in diameter
and used two read/write heads. They rotated at 1,200 rpm.
Each side of the disk had 100 tracks, each of which could
hold 500 characters. The entire disk could hold about 5
MB of data.
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Track

Platter

Sector

Head

Figure 2.1: The basic design of a disk drive has not changed
since the first disk drive built in 1956. Disks are divided
into platters, platters into tracks, and tracks into sectors.
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By 2007, you could buy a disk from Amazon for $400
that stores 750 GB of data, consisting of 4 platters that
rotate at 7,200 rpm. During the period 1956–2007, the
surface area of a disk has shrunk by a factor of about 800,
while the storage capacity has increased by about 150,000
times. This means that the number of bits stored by square
inch (the areal density) has increased by a factor of about
120 million.

During the period 1960–1990, the areal density doubled
about every three years. In 1991, a new technology for read
heads called magneto-resistive (MR) read heads reduced
the doubling time to about two years.

Over this period, the cost of storing a megabyte of data
has fallen from about $10,000 in 1956, to about $100 in the
early 1980’s, to about $1 in the mid 1990’s. In 2002, the
cost was about $1 per gigabyte, much less than the cost
of paper required to store the same amount of information
[57]. Five years later, in 2007, the cost for a gigabyte of
storage was about $0.53. In other words, over a period of
about 50 years, the cost to store a gigabyte of data has
fallen from $10,000,000 to just over 50 cents.

To summarize, data storage has become commoditized
and is just as much a transforming technology as CPU cy-
cles. Data storage is often used in surprising ways. Nap-
ster, which operated between June 1999 and July 2000,
exploited the fact that student dormitories contained lots
of unused gigabytes to create a distributed storage and ac-
cess system that contained millions of disk drives. At one
point Napster had over ten million users. If we assume that
each user provided approximate 100 megabytes of storage
to Napster, then the Napster network had an aggregate
distributed storage of 1000 terabytes or 1 petabyte. This
means that a student in a dormitory in 2000 could access
over 100 million times as much on line disk storage as a
scientist or engineer could in 1960.
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Year Size
(GB)

Brand Average
Yearly
Growth

Months
to
Double

1980 0.005 Seagate
Technology
ST506 5.25
inch

1983 0.01 Rodime RO
352 3.5 inch

26% 36

1988 0.02 PrairieTech
220 2.5 inch

15% 60

1991 0.04 Maxtor 7000
Series 3524

26% 36

1993 2.1 Seagate
Technology
ST12550
Barracuda

625% 4

2001 80 Seagate
Technology
Barracuda IV

58% 18

2002 120 Seagate
Technology
Barracuda V

50% 21

2006 750 Seagate
Technology
Barracuda
7200.10

58% 18

Table 2.5: Over the past 25 years, disks that are small
enough to fit into a personal computer have grown by a
factor of about 150,000x, from 5 MB to 750,000 MB.
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2.9 Bandwidth and Gilder’s Law

The bandwidth of optical fibers doubles every six months.

Gilder’s Law - various sources.

Beginning with an influential 1993 Forbes ASAP article,
George Gilder popularized two fundamental insights that
are complementary, and mutually reinforcing.

1. The price of bandwidth is being commoditized (Gilder’s
Law).

2. The value of a network increases as the square of the
number of nodes (Metcalfe’s Law).

Gilder’s influence was based not just on his insight into
these two phenomena, but also, at least in part, to the
prophetic quality of his pronouncements. He compared and
contrasted the microcosm created by the commoditization
of microprocessors to the telecosm created by the commodi-
tization of bandwidth.

Here is an example:

Meanwhile, the law of the telecosm is launch-
ing a similar spiral of performance in transmis-
sion media, ultimately increasing their band-
width, also by a factor of millions. Bandwidth
is a replacement for switches. If you can put
enough detailed addressing, routing, prioritiza-
tion and other information on the packets, you
don’t have to worry about channeling the data
through ATM switches. The emergence of dumb,
passive all-optical networks with bandwidths some
ten-thousandfold larger than existing fiber op-
tics will obviate much of the pressure on switches.

George Gilder, Metcalfe’s Law and Legacy, Forbes
ASAP, September 13, 1993.
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Roughly speaking, the Internet can be thought of as
millions of nodes that can communicate with each other by
passing messages over a network of networks. The maxi-
mum speed of these networks has grown geometrically over
the past twenty years or so, from 56 Kb/s in 1986 to over
1 Gb/s in 2001. By 2007, 10 Gb/s networks were being
deployed and by 2010 100 Gb/s networks were being de-
ployed.n

Roughly speaking the Internet as a communications net-
work has approximately the same complexity and cost as
the telephone network. On the other hand, the two are
organized quite di↵erently. The telephone network con-
sists of a smart network with relatively dumb user devices
(telephones), while the Internet consists of a dumb network
using packet switching, with relatively smart user devices
(computers).

2.10 Software and Stallman’s Law

Once GNU is written, everyone will be able to obtain
good system software free, just like air.

Richard Stallman, The GNU Manifesto, 1985.

Richard Stallman is a software developer who, begin-
ning about 1984, articulated a vision for software in which
it is just as much a commodity as air. Remarkably, in less
than twenty years, this vision became a reality.

Operating systems are expensive to build and maintain.
As a very rough order of magnitude estimate, it requires
about $10,000,000 per year of engineering costs to develop
and maintain an operating system. Here are two examples:
Ten million dollars is the amount of revenue generated if
1,000,000 users pay Microsoft about $100 for each license
of Microsoft’s Windows. Ten million dollars is also the
amount of revenue generated if 100,000 users pay $1,000
to Sun Microsystems for Sun’s Solaris. With these user
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Year Mbps AYG
(%)

Months
to
Double

Comments

1986 0.056 NSFNET
started

1988 1.544 425 5 NSFNET back-
bone upgraded
to T1

1991 44.736 207 7 NSFNET back-
bone upgraded
to T3

1995 155.52 37 27 vBNS started
with OC-3
backbone

1997 622.08 100 12 vBNS backbone
upgraded OC-12

1999 2,500 100 12 vBNS backbone
upgraded OC-48

2001 10,000 100 12 MREN back-
bone operates at
10GE

2006 40,000 32 30 Some limited
deployment in
Japan of OC-768

Table 2.6: Data about Gilder’s law is a bit harder to get
than data about Moore’s Law. To quantify the growth in
bandwidth over a fifteen year period, this table details the
bandwidth of the backbone of some academic research net-
work during the twenty year period 1986–2006. During this
period, the average yearly growth (AYG) has been about
143%, while the average time to double has been about 15
months. Note that Gilder’s Law is a bit more optimistic.
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bases, both companies can produce operating systems and
be profitable.

This back of the envelope rule is sometimes called Bill’s
Law. The Bill in Bill’s Law refers to both to Bill Gates,
the co-founder and Chief Software Architect of Microsoft,
and Bill Joy, the co-founder and Chief Scientist of Sun Mi-
crosystems. Bill Gates’ Rule: “Don’t write software for less
than 1,000,000 platforms.” Bill Joy’s Rule: “Don’t write
software for less than 100,000 platforms.”

Actually, during the past few years, Bill’s Law has be-
come a bit more complicated: In 2005, Sun Microsystems
began a transition that transformed Solaris into an open
source operating system. Clients can elect to pay Sun
for support and maintenance contracts. In the same year,
Microsoft’s Client business segment, which included Mi-
crosoft’s Windows XP, as well as Microsoft’s other oper-
ating systems, generated $12.1 Billion of revenue or over a
thousand times the $10 million estimate above, but you get
the idea — it is expensive to develop an operating system.

Because of the cost and complexity, relatively few com-
panies have developed operating systems, and even fewer
have survived and evolved for a decade or more. Successful
operating systems include Microsoft’s DOS, Windows NT,
and Windows XP; IBM’s MVS; Sun’s Solaris; and Apple’s
Mac OS. Bill’s Law was perceived as a barrier to the com-
moditization of operating systems and the lack of commodi-
tization of operating systems was perceived as a barrier to
the commoditization of software.

Linux changed all that. The Linux operating system is
developed and maintained by volunteers, but has approx-
imately the same user base as Sun’s Solaris. The Linux
operating system itself is free if downloaded over the net,
but a number of third party vendors, such as RedHat, dis-
tribute Linux and provide support and maintenance. That
a operating system could be developed and maintained by
a loosely organized group of volunteers was unexpected and
was the result of a number of di↵erent factors that emerged
over a period of several decades. For example, the infras-
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tructure for the thousands of volunteers to work together on
the Linux distribution depends upon email and web based
collaboration software. Without these types of tools, it is
very hard to imagine how so many distributed volunteers
could work together on so complex a project.

Using a commonly employed measure of the cost to de-
velop software called the COCOMO cost model, it would
take over 8,000 person years of development and over one
billion dollars to develop the 30,000,000 lines of source code
in the 7.1 Release of RedHat. As members of the U.S.
Congress are prone to say, a billion here and a billion there
add up to real money.

The term open source itself is more recent, dating from
a meeting in April, 1998 hosted by Tim O’Reiley [119]. The
term was adopted to shed some of the baggage associated
with the previous term free software, which had negative
connotations to many business users at that time, such as
unreliable, unsupported, not commercial quality, etc.

One of the key events in the commoditization of soft-
ware occurred over 20 years ago when Richard Stallman
started the GNU project in 1984. At the beginning of the
GNU project, Stallman wrote a manifesto explaining the
project and why he was undertaking it.

I consider that the golden rule requires that if I
like a program I must share it with other peo-
ple who like it. Software sellers want to divide
the users and conquer them, making each user
agree not to share with others. I refuse to break
solidarity with other users in this way. I cannot
in good conscience sign a nondisclosure agree-
ment or a software license agreement. For years
I worked within the Artificial Intelligence Lab
to resist such tendencies and other inhospital-
ities, but eventually they had gone too far: I
could not remain in an institution where such
things are done for me against my will.

Richard Stallman, The GNU Manifesto, 1985.
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Product SLOC
NASA Space Shuttle flight
control

420K (shuttle); 1.4
million (ground)

Sun Solaris (1998-2000) 7-8 million
Microsoft Windows 3.1 (1992) 3 million
Microsoft Windows 95 15 million
Microsoft Windows 98 18 million
Microsoft Windows NT 5.0
(1998)

20 million

Microsoft 2000 (2000) 29 million
Microsoft XP (2001) 40 million
Red Hat Linux 6.2 (2000) 17 million
Red Hat Linux 7.1 (2001) 30 million
Red Hat Linux 8.0 (2002) 50 million
Debian 2.2 (2001) 55 million
Debian 3.0 (2002) 105 million
Debian 3.1 (2005) 230 million

Table 2.7: Software has become commoditized. The NASA
Space Shuttle code was less than 2 million SLOC and took
cost about $100 million dollars per year to develop. Linux
contains tens of million of lines of source code and is avail-
able for free. Sources: [157], [98], and [4].
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GNU began with just a few programs targeted at soft-
ware engineers: a text editor called Emacs, a debugger to
help programmers find software bugs, a parser and a linker,
which are tools for programmers and about 35 utilities or
small programs.

It turns out that because of the way the industry works
and because of the way software licenses work, for soft-
ware to be free, it must be licensed. To keep software free,
Stallman developed a software license to ensure that there
would be no restrictions on any application which included
GNU software. This license eventually became known by
its initials (GPL): The idea of the license is simple:

GNU is not in the public domain. Everyone will
be permitted to modify and redistribute GNU,
but no distributor will be allowed to restrict its
further redistribution. That is to say, propri-
etary modifications will not be allowed. I want
to make sure that all versions of GNU remain
free.

Richard Stallman, The GNU Manifesto, 1985.

Software applications are often complex, consisting of
many di↵erent components, written by many di↵erent soft-
ware engineers, from many di↵erent organizations. Restric-
tions on any single component, no matter how small, af-
fect the entire application, since the application cannot run
without the component, at least without some modification.
The GNU license was viral in the sense that any software
distributed with any GNU software as a component had to
carry the GNU license. This turned out to work well and to
lay the foundation for today’s open source software. Over
time though, it became clear that this approach to licensing
was too restrictive for some applications and several other
open source software licenses began to be used. [49].

Many open source projects succeed despite the fact that
they ignore many of the basic principles of good software
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Year Version Estimated
SLOC

AYG Months
to
Double

1991 0.01 10,000
1992 0.96 40,000 300% 6
1993 0.99 100,000 150% 9
1994 1.0 170,000 70% 16
1995 1.2 250,000 47% 22
1996 2.0 400,000 60% 18
1997 2.1 800,000 100% 12
1998 2.1.110 1,500,000 88% 13
2000 RedHat 6.2 1,500,000;

17,000,000
237% 7

2001 RedHat 7.1 2,400,000;
30,000,000

76% 15

Table 2.8: The commoditization of software as illustrated
by Linux. Linux is a volunteer e↵ort. Prior to the success of
Linux, according to conventional wisdom, it was not prac-
tical for a collection of individuals to develop an operating
system — that was something that could only be done by
companies such as Microsoft, IBM, Sun and Apple. SLOC
is an abbreviation for source lines of code. AYG is an ab-
breviation for average yearly growth. The two numbers for
the RedHat 6.2 and 7.1 refer to the estimated number of
lines in the Linux kernel and the Linux distribution. Using
a commonly employed measure of the cost to develop soft-
ware called the COCOMO cost model, it would take over
8,000 person years of development and over one billion dol-
lars to develop the 30,000,000 lines of source code in the
7.1 Release of RedHat. Sources: [86], [156], and [157].



74 Commoditization

engineering. Developing good software is extremely di�-
cult. The goal of software engineering is to a provide a
framework of techniques so that software projects are more
likely to succeed. Although there are quite a few di↵erent
software engineering methodologies, most are based on the
following fundamental observation: If a software project is
divided into three phases, design, coding, and testing, then
approximately equal time should be spent with each. In
contrast, the natural inclination of software engineers is to
spend all the time coding — this is the fun part — and to
leave to others the design and testing.

In some very rough sense, vendor developed software
has the advantage with the first phase (design), while open
source software projects have a potential advantage with
the second two phases (coding and testing). Successful
open source projects have usually had one or a handful
of key volunteer developers who created the overall design
and coded the key components, and then leverage the open
source community to flesh out the development and to un-
dertake the testing.

Today, Source Forge, one of the open source software de-
velopment platforms, has over 50,000 registered open source
software projects. Most will never be used. On the other
hand, by a process not all that di↵erent from software Dar-
winism, a handful will be widely successful. Of the latter,
although they usually do not start with a good design, a
good design is almost always a part of the project by the
second or third versions.

The third era of computing was an era in which software
was a gating factor. With the arrival of the fourth era
and the emergence of many successful open source software
projects, software is now a commodity.

2.11 Data and the Bermuda Principles

The amount of data available on the Internet is growing
geometrically. This is one of the drivers for the Fifth Era
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of computing that will emerge over the next decade or so
and is discussed in more detail in Chapter 5.

As a motivating example, Table 2.9 describes the growth
during the past two decades of genetic sequence data in
GenBank, which is maintained by the U.S. National Insti-
tute of Health (NIH). GenBank was created as part of the
Human Genome Project (1990–2003). The goals of the Hu-
man Genome Project included i) determining the sequences
of the 3 billion chemical base pairs (G, T, C and A) that
make up human DNA; ii) identifying the approximately
20,000 - 25,000 genes in human DNA; and iii) storing the
information in a database (which became GenBank). Here
is an example of the base pairs that make up one of our
genes:

gagccccagg actgagatat ttttactata ccttctctat

One of the reasons that GenBank had such an impor-
tant impact is that the data it contains is freely available.
The release of data in the Human Genome Project is gov-
erned by what are sometimes called the Bermuda Princi-
ples. The Bermuda Principles calls explicitly for the rapid
public release of DNA sequence data. Think of this as an
example of open data, broadly analogous to open source
software. Open data promises to be just as much as a
transforming technology as open source software, although
its impact may be further out.

GenBank is just one example of the open data that
is available on the web. The number of data sources like
GenBank available over the web has not been accurately
measured. As a very rough estimate, if just 0.1% of the
web sites on the Internet made available some open data,
then there would be over 250,000 sources of open data.

2.12 Network E↵ects

Ethernet works in practice but not in theory.

Attributed to Robert Metcalfe
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Year Base Pairs Sequences AYG Months
to
Double

1982 680338 606
1983 2274029 2427 234% 7
1984 3368765 4175 48% 21
1985 5204420 5700 54% 19
1986 9615371 9978 85% 14
1987 15514776 14584 61% 17
1988 23800000 20579 53% 19
1989 34762585 28791 46% 22
1990 49179285 39533 41% 24
1991 71947426 55627 46% 22
1992 101008486 78608 40% 25
1993 157152442 143492 56% 19
1994 217102462 215273 38% 26
1995 384939485 555694 77% 15
1996 651972984 1021211 69% 16
1997 1160300687 1765847 78% 14
1998 2008761784 2837897 73% 15
1999 3841163011 4864570 91% 13
2000 11101066288 10106023 189% 8
2001 15849921438 14976310 43% 23
2002 28507990166 22318883 80% 14
2003 36553368485 30968418 28% 33
2004 44575745176 40604319 22% 42
2005 56037734462 52016762 26% 36
2006 59750386305 54584635 7% 130
2007 71292211453 67218344 19% 47

Table 2.9: The amount of sequence data in GenBank has
grown exponentially during the past twenty five years. Over
this period the average annual growth in sequence data has
been about 64% and the average doubling period has about
25.6 months.
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We have already examined Gilder’s Law that describes
the commoditization of bandwidth. Gilder was one of the
first to popularize what he called the network e↵ects of
communications networks. Here is how he described it:

In this era of networking, [Robert Metcalfe] is
the author of what I will call Metcalfe’s law of
the telecosm, showing the magic of interconnec-
tions: connect any number, “n,” of machines —
whether computers, phones or even cars — and
you get “n” squared potential value. Think of
phones without networks or cars without roads.
Conversely, imagine the benefits of linking up
tens of millions of computers and sense the ex-
ponential power of the telecosm.

George Gilder, Metcalfe’s Law and Legacy, Forbes
ASAP, September 13, 1993. Also, George Gilder,
Telecosm, Simon and Schuster, 1996.

Metcalfe’s Law is based upon the observation that given
a network with n nodes, each node can communicate with
up to n � 1 other nodes, and so there 1

2n(n � 1) di↵erent
communications paths in the network. For large n, this
is approximately n

2. If the value of each new link is a
constant, then the value of a network of n nodes grows as
n

2.
Unlike Gilder’s Law about the commoditization of band-

width, which is more or less a direct consequence of the
falling price and increasing power of devices such as net-
work routers and switches, Metcalfe’s Law is an observation
about the structural properties of large networks. There
is an important di↵erence between Gilder’s Law and Met-
calfe’s Law: The amount of available bandwidth and its
cost can, in principle, be computed each year. In con-
trast, the value of a network node, is usually much harder
to measure. For this reason, although it seems consistent
with experience that the value of a network increases with
the number of nodes n, there is no consensus at this time
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how best to measure the value of a node in a network and
whether the value of a network increases like n, or n log n,
or n2, or in some other way.

Network e↵ects arise, in part, when one product or ser-
vice has a small advantage over another, and through a
feedback mechanism, that advantage begins to grow. This
is sometimes called a feedback loop, after the feedback dis-
played by electrical circuits and control systems. Here is
how Bill Gates describes the feedback loop, which he feels
was partly responsible for the creation of the Microsoft
monopoly:

A positive-feedback cycle begins when, in a grow-
ing market, one way of doing something gets a
slight advantage over its competitors. It is most
likely to happen with high-technology products
that can be made in great volume for very lit-
tle increase in cost and derive some of their
value from their compatibility. ... A positive-
feedback cycle began driving the PC market.
Once it got going, thousands of software appli-
cations appeared, and untold numbers of com-
panies began making add-in or “accessory” cards,
which extended the hardware capabilities of the
PC.

Bill Gates, The Road Ahead.

Over the past several years, economists have become
interested in network e↵ects, especially network e↵ects in
technology markets. This is good, since this provides some
hope that careful measurements about network e↵ects may
be done in the future. Here is a list of some of the mech-
anisms that are beginning to be associated with network
e↵ects in a technology market: lock-in to particular tech-
nology standards; high inertia for established standards and
high volatility for immature standards; intense competition
in the early market, followed by scant competition in the
mature market; and first mover advantages, followed by



CPUs Bandwidth Software Data
Devices or
Instance
Level

Moore’s
Law

Gilder’s Law Stallman’s
Law

Bermuda
Princi-
ples

Network
Level

Grids Metcalfe’s
Law

Linus’s
Law

Pearson’s
Law

Table 2.10: As components become commoditized, their
numbers increase and network e↵ects become apparent.

barriers to entry. These characteristics explain, in part,
the rocky road many good technologies have in the market,
and the longevity of many poor technologies. We return to
this subject in Chapter 4.

Each of the commoditized technologies described in this
chapter have a corresponding network e↵ect. See Table 2.10.
For example, the emergence of global grids of computers
can be thought of as the corresponding network e↵ect for
Moore’s Law for processors, in the same way that Metcalfe’s
Law is the corresponding network e↵ect of Gilder’s Law for
bandwidth. The network e↵ects corresponding to software
and data are just beginning to emerge. We will consider
network e↵ects associated with data briefly in Chapter 5.


